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ABSTRACT

Convolutional Neural Networks (CNNs) have delivered impressive
state-of-the-art performances for many vision tasks, while the com-
putation costs of these networks during test-time are notorious. Em-
pirical results have discovered that CNNs have learned the redun-
dant representations both within and across different layers. When
CNNs are applied for binary classification, we investigate a method
to exploit this redundancy across layers, and construct a cascade of
classifiers which explicitly balances classification accuracy and hi-
erarchical feature extraction costs. Our method cost-sensitively se-
lects feature points across several layers from trained networks and
embeds non-expensive yet discriminative features into a cascade.
Experiments on binary classification demonstrate that our frame-
work leads to drastic test-time improvements, e.g., possible 47.2×
speedup for TRECVID upper body detection, 2.82× speedup for
Pascal VOC2007 People detection, 3.72× for INRIA Person detec-
tion with less than 0.5% drop in accuracies of the original networks.

Index Terms— Convolutional Neural Networks, accelerate, bi-
nary classification, cost-sensitive, feature selection, cascade

1. INTRODUCTION

Convolutional Neural Networks (CNNs) have recently demon-
strated significant performances in the filed of computer vi-
sion [1] [2] [3] [4]. More and more deeper and larger size of net-
works hinder their deployments during test-time [5] [6]. In practical
applications, the average computation cost during test-time is a seri-
ous consideration when algorithms are deployed.

Hardware-related speedup exploits the properties of differen-
t hardware platforms. [7] uses specific CPU instructions to accel-
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erate float operation for matrix multiplication. Besides, [7] requires
to align data in memory, and approximately represents weights as
8-bit integers. Farabet et al. [8] implements CNNs on Field Pro-
grammable Gate Arrays (FPGAs). However their techniques are not
general enough to any type of processors.

The redundancy among neural network parameters has been ex-
ploited to speed up CNNs. Denil et al. [9] show that the filters within
a layer can be accurately estimated from a small subset of them dur-
ing training stage. Following this line, [7] [10] use low-rank tensors
to exploit the linear structure of lower filters, and compensates the
accuracy by fine-tuning the upper layers. However, these low-rank
based approaches requires re-training the original networks.

The key insight of our solution is that CNNs gradually generate
more discriminative and redundant features across different layers.
In this paper, we combine Cost-Sensitive Feature Selection (CSFS)
with cascades to accelerate CNNs for binary classification. Given
a well-trained network, feature points from different layers are re-
organized into stages of a cascade [11]. If cascade chain is designed
to early reject examples with a few cheap yet discriminative features
from CNNs, the average cost would be significantly reduced.

We approach CSFS by explicitly modeling Hierarchical Compu-
tation Cost (HCC) of features in CNNs. By HCC we cost-sensitively
organize a subset of features into linear classifiers which further are
stacked into a cascade. Importantly, the techniques in the low-rank
based methods can be jointly used with our method.

2. METHODOLOGY

It is natural for CNNs that deeper a layer lives in a network, more
computation cost it consumes. Besides, the combination of points
at the same layer also have different computation costs. Because
the points near the boundary of maps have smaller convolution costs
than the insiders (we term it as “boundary effect”), and spatially sep-
arated points have a larger computation cost than the “glued” ones
due to the shared input maps (we term it as “pooling effect”). When
points from all layers are jointly selected, Hierarchical Computation
Cost (HCC) of a point should be considered to balance accuracy and
speed.



Table 1. The RCC of a point.

Convolution Pooling
Normalization

Same Across
mk2μ+

(k2m−1)ν
μ+ (q2 − 1)ν

(q2 + 1)μ +
n2ν + ω

(q + 1)μ +
qν + ω

Here, μ, ν and ω denote the relative computation cost of float multiplication,
plus and exponent operations respectively. Typically, μ, ν and ω can be
empirically estimated by averaged running times on a platform. In this
paper, μ is 1.00, ν is 0.83 and ω is 15.15, on Intel CPU.

(a) Convolution (b) D matrix

Fig. 1. Generating matrix D for the point 19 which depends on the
points 9, 10, 13 and 14.

2.1. Dependencies of the Feature Points

Vectorizing and concatenating feature points from all layers result
in one high-dimension vector x ∈ R

N×1 where N is the number
of points. By this way, each point is assigned an unique ID ranging
from 1 to N . Therefore, the dependencies among points are repre-
sented as sparse matrix D ∈ {0, 1}N×N , where if the j-th point de-
pends on the i-th one, Dj,i = 1, otherwise Dj,i = 0 (see Fig. 1(b)).
The values of D is further assigned with the dependent rules fol-
lowed by different layers, which can be determined by the way of
the feed forward propagation of CNNs.

2.2. HCC of All Selected Points

The computation cost of a point between two consecutive layers is
defined as Relative Computation Cost (RCC). HCC of all selected
points is computed according to both the network structure and RCC.
Let m denotes the number of input channels in the convolution layer,
and q× q denotes pooling area or local normalization context. RCC
of a point ci ∈ c (c ∈ R

N×1) is summarized in Table 1.

To further compute HCC of all selected points, let pi ∈ p (p ∈
{0, 1}N×1) denotes a point selector, where pi = 1 means the i-
th point involves classification; otherwise, it is not selected. HCC
should consider that points at the lower layers are usually used or
depended by ones at the upper layers. Therefore, HCC of all selected
points p is as follows:

c(p) =

N∑

i=1

min

(
N∑

j=1

βjpjDj,i + βipi, 1

)
· ci, (1)

where βj ∈ β (β ∈ {1, 0}N×1) are predefined values that mean
whether point xj can be selected for classification or not. Parameter
β facilitates to build classifiers with points from the several layers
we specified.

∑N
j=1 βjpjDj,i computes how many times that point

xi are depended by the other ones. min guarantees that RCCs of xi

are only computed once.

2.3. Cost-Sensitive Feature Selection

For a binary problem, we assume that training data are provided in
a set of (input, label) pairs {(x1, y1), (x2, y2), . . . , (xM , yM )} ∈
R

N×{+1,−1}. Minimizing the following loss function L balances
between accuracy and computation cost:

L(f,p) = �(f,p) + λ1r(f) + λ2c(p), (2)

where �(f,p) is some convex loss function for classification, the
HCC term c(p) in (1) is weighted by λ2 > 0, and an regularization
term r(f) is also weighted by λ1 > 0.

For convenience, throughout the paper we use hinge loss
�(f,p) = max(1 − yif(p,w,β,xi), 0). Given an input xi, we
use linear Support Vector Machines (SVMs), f(p,w,β,xi) =
(p�w)T (β�x), where operation � is element-wise multiplication,
w ∈ R

N is the linear parameters for classification.
We rewrite the loss function (2) in terms of both the parameter w

and the selector p:

min
w,p

1

M

M∑
i=1

�(p,w;β,xi, yi) +
λ1

2
‖w‖2

+ λ2

N∑
i=1

min(
N∑

j=1

βjpjDj,i + βipi, 1)ci

s.t. βTp ≤ B, pi ∈ {0, 1}

(3)

where B controls the sparsity of p. Our goal is to optimize over the
parameter w and the selector p to minimize the loss L(·) in (3).

2.3.1. Optimization

w and p can be optimized alternately. When p are fixed, (3) is
rewritten as a linear SVM problem:

min
w

1

M

M∑

i=1

�(p,w;β,xi, yi) +
λ1

2
‖w‖2. (4)

We can efficiently solve w by the subgradient solver [12].
When w are fixed, (3) is a typical convex-concave problem:

min
p

1

M

M∑
i=1

�(p,w;β,xi, yi)

︸ ︷︷ ︸
H(p),convex

+λ2

N∑
i=1

min(
N∑

j=1

βjpjDj,i + βipi, 1)ci

︸ ︷︷ ︸
R(p),concave

s.t. βTp ≤ B, pi ∈ {0, 1}

(5)

(5) is an addition of one convex function H(p) and one concave
function R(p). These two functions form a convex-concave op-
timization problem that can be efficiently solved by CCCP proce-
dure [13].

CCCP iterates between two steps [13]:
Step 1: At the t-th iteration, estimate a linear upper bound of

the concave function R(p) using its subgradient at pt, i,e., vt =
∂R(pt)/∂pt. Then, we have

〈
v
t,p− p

t〉−R(pt) ≥ R(p),∀p

where the partial gradient vt = [vt1, . . . , v
t
j , . . . , v

t
N ]T ,

v
t
j =

N∑

i=1

⎧⎪⎪⎨
⎪⎪⎩

βjDj,ici if (
∑N

j=1 βjp
t
j
Dj,i + βip

t
i
) ≤ 1 ∧ j �= i

βj(Dj,i + 1)ci if (
∑N

j=1 βjp
t
j
Dj,i + βip

t
i
) ≤ 1 ∧ j = i

0 otherwise,

(6)



Input: The network structure of CNN, assign λ1, λ2, β, B, and
initialize p0 = 1, w0 = 1.

1 for t = 1 to . . . do
2 Compute vt as in (6);
3 while The loss (3) no longer decreases do
4 Optimize wt in (4) by gradient-based method [12];
5 Solve pt in (8) by the sorting approach;
6 end
7 Set wt+1 = wt;
8 Set pt+1 = pt;
9 end

Output: w,p

Algorithm 1: Optimizing CSFS by CCCP.

Fig. 2. The impact of λ2 on fea-
tures selection with λ1 = 1 B =
3, 500. (a) λ2 = 0.1; (b)λ2 = 0.01
(best viewed in color).
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Fig. 3. The impacts of λ1 and
λ2 on both speed and accuracy.

Step 2: Minimize the upper bound of (5) as:

p
t+1 = argmin

p
H(p) + λ2

〈
v
t,p
〉

s.t. β
T
p ≤ B, pi ∈ {0, 1}

(7)

CCCP procedure has been shown to converge to local minimum or
saddle point. However, 0-1 programming with one constraint in (7)
is still a difficult optimization problem. Next, by Proposition 1, we
relax hinge loss, and reformulate (7) as a sorting problem.

Proposition 1. Given data x(x ∈ R
N ), the predefined in-

dicator β(β ∈ R
N ), the parameter w and the selec-

tor p, max
(
0, 1− y(p�w)T (β � x)

)
, has the upper bound,∑N

i=1 max
(
0, 1

N
− ywiβixi

)
pi.

By using Proposition 1, (7) is relaxed into an integral program-
ming problem as follows:

min
p

1

M

N∑
i=1

M∑
j=1

max

(
0,

1

N
− yjwixi,jβj

)
pi + λ2v

Tp

s.t. βTp ≤ B, pi ∈ {0, 1}.

(8)

The globally optimal solution of this problem can be obtained with-
out any numeric optimization solver, since both

∑M
j=1 max(0, 1

N
−

yjwixi,jβj) and vj in (6) are non-negative. That is, it can be ef-
ficiently solved by sort in a descending order, and then the first B
numbers corresponding to pi to 1 and the rests to 0. The final algo-
rithm is shown in Algorithm 1.

2.4. Organizing CSFS into a Cascade

Following the intuition of Viola and Jones [11], we stack multiple
cost-sensitive classifiers into an ordered cascade. Let us denote a K-

stage cascade as C = {(p1,w1, θ1, B1), . . . , (pK ,wK , θK , BK)}.
Each stage (pk,wk, θk, Bk) has its own parameter wk, feature
points pk, reject threshold θk, and the number of points Bk. During
contracting a cascade, we firstly determine a small number of points
p1, and gradually increase the number of feature points Bk. The re-
ject threshold θk are determined as θk = mini:yi=1(p

k�wk)T (β�
xi). That is, θk are set to pass all positive inputs. Note that if pk

have shared points with the previous stages p1, ...,pk−1, the values
of shared points can be efficiently cached to avoid re-computation.

3. EXPERIMENTS AND DISCUSSIONS

3.1. Analysis of the Algorithm

We experimentally analysis the algorithm on CIFAR-10 [14]. The
feature points from Pool.1, Pool.2 and Pool.3 of the CNNs1 are
used to build a cascade.

Analysis of Cost-Sensitive Feature Selection: To give a under-
stand of how CSFS works, Fig. 2 shows the impacts of λ2 on the
selection of features. The 8× 8 maps of Pool.2 and the 4× 4 maps
of Pool.3 are resized into 16 × 16 ones for better visualizing the
correspondences between these layers. The color bar indicates the
ratio of how many points are selected at the same position from mul-
tiple feature maps. E.g., 53 points are selected from 64 channels of
Pool.3 in Fig. 2(b).

From the Fig. 2, we can see that most of the points are selected
around the boundary of maps due to the “boundary effect”, and the
selected points are “glued” rather than separated due to the “pool-
ing effect”. By tuning the weight of the HCC term, our method
can selects more discriminative points at the upper layers but avoids
computing all points at the lower layers.

To analyze the impacts of the regularization parameter λ1 and the
trade-off one λ2, Fig. 3 illustrates two kinds of relationships: 1) the
speedup factors are changed with respect to λ2, and 2) the accuracies
are changed with respect to λ1 and λ2, respectively. Accuracy is
very robust to the change of λ1. When λ1 changes from 1e−4 to
10, Area Under Curve (AUC) only decreases about 3%. Speedup
increases rapidly when HCC information is involved, meanwhile the
corresponding accuracies do not decrease much. In the following
comprehensive tests, we will present results with the unoptimized
setting: λ1 = 1 and λ2 = 0.1.

Cascade and CSFS: The trade-off between speed and accuracy
from CSFS is naturally choice for cascade. For instance, Fig. 4 il-
lustrates that the first 5 stages of “ship” reject about 43% negative
samples with only 5% computation cost of the original network.

3.2. Discussion on Scenarios

Our intent here is of course not to evaluate our approach for different
visual tasks, which would require thorough comparisons with the
state-of-the-art methods. We here instead wish to demonstrate that it
can indeed speed up many realistic, non-trivial binary classification
tasks. All the following experiments are run on a single-threaded
implementations on 2.4GHz Intel Xeon CPU.

Classification by Transferred Network: In subsection, we re-
port two challenging cases by the transferred Alex’s network [1],

1
The network structure is: 32 × 32 × 3

5×5×32:1
−−−−−−−−→

Conv.1
32 × 32 × 32

3×3:2
−−−−−−→
Pool.1

16 × 16 ×

32
5×5×32:1
−−−−−−−−→

Conv.2
16 × 16 × 32

3×3:2
−−−−−−→
Pool.2

8 × 8 × 32
5×5×64:1
−−−−−−−−→

Conv.3
8 × 8 × 64

3×3:2
−−−−−−→
Pool.3

4 × 4 × 64 −−−→
FC

10. The trained model is from: https://code.google.com/p/cuda-convnet/.



Fig. 4. The reject rates and the
computation cost rates for “ship” of
CIFAR-10.

Fig. 5. Comparison with R-
CNN and our approach.

Fig. 6. Comparison with HOG, C-
NNs and our approach.

Fig. 7. Comparison with CNNs
and our approach.

(a) TRECVID Upper body (b) INRIA Pedestrian

Fig. 8. The relationship between accumulated reject curve and
accumulated computation cost.

which is firstly trained on ImageNet2011 and later is fine-tuned
on Pascal VOC2007. In this network, Pool.1, Pool.2, Conv.3,
Conv.4 and Pool.5 are used to build cascades. The first is detecting
people by object proposal method [3] on Pascal VOC2007 [15].

R-CNN is considered as the baseline method. We build a cascade
which consists of 32 stages with the original output layer as the last
stage. The B of the first 31 stages are [2000 : 2000 : 10000, 15000 :

5000 : 30000, 40000 : 10000 : 24000, 252256]. We compare the run-
time of the resulting cascade versus the baseline.

Fig. 5 illustrates precision-recall curves obtained with the cascade
and baseline methods. We see that the cascade method achieves AP
scores that are essentially identical to the baseline. Cascade achieves
2.82× speedup on VOC2007 person.

The second is locating pedestrian by sliding windows on INRIA

person [16]. Different from the object proposal method [3], 6 pixels
step, 1.2 down scale, and 122× 50 window are used in sliding win-
dow approach. A new network is designed by appending a 2 dimen-
sion FC8 as the output layer to Alex’s network. During training,
without changing any other parameters in Alex’s network, a window
is reshaped into 227×227 to only train FC8. The resulting network
is considered as the baseline. The parameters B of the cascade are
the same as for Pascal VOC2007. And the cascade achieves 3.72×
speedup than the baseline.

Classification by Tailored Network: The tailored network
is trained on locating upper bodies from TRECIVD surveillance
videos2. Upper body consists of 23,478 positive 32×32 samples and
37,416 initial negative ones from two viewpoints, and 1,000 frames
are extracted for boostrapping and 100 frames with 1,149 upper bod-
ies are used for testing. Although the surveillance videos have limit-
ed variations in background, this set is very challenging due to large
pose variation, serious occlusion, low image qualities and possible
incorrect alignment We empirically design a network for this task3.

The feature points from Pool.1, Pool.2, Conv.3 and Pool.4 are
used to build the cascade. The cascade consists of 24 stages with
the FC5 as the last stage. The parameters B of the cascade are
[200 : 200 : 800, 1200 : 400 : 2000, 2500, 3000 : 1000 : 6000, 8000 :

2000 : 28000, 29696]. Fig. 7 shows missing rate versus False Positive
Per Image (FPPI) curves. Compared with the baseline, cascaded
CSFS obtains 47.2× speedup with no drop in performance.

Fig. 8 illustrates both accumulated reject rates and accumulat-
ed computation costs for INRIA and TRECVID, respectively. In
Fig. 8(a), points at Pool.1 from the tailored network show strong
discriminative power, since the fixed cameras in surveillance only
require to handle limited variations in background. As a comparison,
Pool.1 of the transferred Alex’s network have a poor performance,
and this phenomenon may be caused by the following aspects: 1)
non-tuned layers do not guarantee discriminative ability [3]; 2) the
built cascade does not overall balance speed and accuracy.

4. CONCLUSION AND FEATURE WORK

In this paper, we have described a method to accelerate CNNs for
binary classification during test-time based on early rejecting sam-
ples with CSFS, resulting about 3× speedup on challenging data
sets. Our method can be used together with low-rank approxima-
tion methods [5] [6]. There is significant distinction between the
proposed method and previous studies in accelerating CNNs: The
trade-off between speed and accuracy of CSFS exploits redundan-
cies across multiple layers of CNNs; besides, CNNs are embedded
into a cascade for fast evaluation.

The promising results of this paper motivate a further examining
of CSFS. First, selecting points directly from the upper layers can
accelerate training speed due to the reduced the dimension of fea-
tures. Furthermore, HCC term can be incorporated into the classifier
cascade [17] to globally optimize feature-cost amortization for the
whole cascade.

2www.itl.nist.gov/iad/mig/tests/trecvid/2011/index.html
3

32 × 32 × 3
5×5×64:1
−−−−−−−−→

Conv.1
32 × 32 × 64

3×3:2
−−−−−−→
Pool.1

16 × 16 × 64
5×5×96:1
−−−−−−−−→

Conv.2

16×16×96
3×3:2

−−−−−−→
Pool.2

8×8×96
3×3×96:1
−−−−−−−−→

Conv.3
8×8×96

3×3×96:1
−−−−−−−−→

Conv.4
8×8×64

3×3:2
−−−−−−→
Pool.4

4 × 4 × 64 −−−−→
FC5

2.
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