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ABSTRACT
As an emerging compression scheme, conceptual coding usually
encodes images into structural and textural representations and
decodes them in a deep synthesis fashion. However, existing con-
ceptual coding schemes ignore the structure of deep texture rep-
resentation space, leading to a challenge of establishing efficient
and faithful conceptual representations. In this paper, we firstly
introduce contrastive learning into conceptual coding and pro-
pose Consistency-Contrast Learning (CCL) which optimizes the
representation space by a consistency-contrast regularization. By
modeling the original images and reconstructed images as “positive”
pairs and random images in a batch as “negative” samples, CCL
aims to align texture representation space with source images space
relatively. Extensive experiments on diverse datasets demonstrate
that: (1) the proposed CCL can achieve the best compression perfor-
mance on the conceptual coding task; (2) CCL is superior to other
popular regularization methods towards improving reconstruction
quality; (3) CCL is general and can be applied to other tasks related
to representation optimization and image reconstruction, such as
GAN inversion.

CCS CONCEPTS
• Computing methodologies → Image compression; Appear-
ance and texture representations.
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1 INTRODUCTION
The ever-increasing availability of visual data yields various de-
mands towards low bitrate transmission, storage, processing, and
analysis. Beyond the signal-based coding [15] methods including
traditional compression standards (e.g., JPEG [39], JPEG2000 [40],
HEVC [44]), VVC [6] and newly surging learned image codecs [1–
3, 35], conceptual compression [8, 16] as a new line has come
into sight recently. Different from other deep learning based meth-
ods [1, 3, 4, 27, 34, 35], conceptual compression usually encodes
images to explicitly separated compact conceptual representations
and achieves appreciable visual quality at extremely low bitrates as
seen in Fig. 1. Despite the achieved rapid progress of conceptual
coding [8, 9], establishing efficient and faithful conceptual represen-
tations remains a major challenge for pursuing a new breakthrough.

Currently, the structure-texture decomposition form is usually
adopted in conceptual coding task [7–9] as shown in Fig. 1a, where
structure can be accurately depicted by edge maps or segmentation
maps while the texture is modeled by deep representations which
can be optimized in end-to-end training. As a compact represen-
tation of the source image content, the texture representation can
largely impact the quality of decoded images. Previous semantic
prior modeling conceptual coding framework [9] (SPM) character-
izes the texture representation for each semantic region instead
of the whole image, improving the synthesis quality significantly.
Although the semantic-wise modeling improves texture representa-
tion capacity by learning a latent code for each semantic region, the
optimization of the structure of the texture representation space is
still ignored.

In the conceptual coding task, the learned texture representa-
tion is expected to preserve more information and can be decoded
into the image domain faithfully without extra bitrate overhead.
Previous works [7–9] adopt latent regression regularization, which
extracts the texture representations of the source image and re-
constructed image, and encourages them to be close. The duplex
encoding process enhances the one-to-one mapping from the high
dimensional image domain to the low dimensional representation
space. However, the relative relationship between different texture
representations concerning source images is valuable but neglected.
Under extremely unstable training of generative models, different
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(a) Typical conceptual coding framework.
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(b) Qualitative comparison results of VVC [6], SPM [9] and ours.

Figure 1: Typical conceptual coding framework with
structure-texture decomposition form and qualitative com-
parison results over FFHQ, ADE20K outdoor and indoor test-
ing set with the average bitrates reported below. Our method
achieves perceptually best reconstruction quality.

images could be encoded into similar representations and the de-
coder would degrade to a generator conditioned on the structural
map, which still satisfies the latent regression constraints on repre-
sentation space but produces deteriorated reconstruction quality.

Towards this end, we attempt to optimize the texture represen-
tation space by considering self-consistent mapping and mutual-
contrastive constraint simultaneously. Contrastive learning has
been proved to be an effective skill in the representation learning
tasks for a wide range of vision tasks recently [12, 28, 32, 37, 47, 56],
aiming to learn a representation space where similar samples are
projected nearby, whereas dissimilar ones are projected far apart.
However, towards the conceptual coding task, the distance between
representations should also be correlated to the source appearance
discrepancy instead of being simply maximized for the texture
modeling intention.

In this paper, we propose Consistency-Contrast Learning (CCL),
which adapts the philosophy of contrastive learning and intro-
duces consistency-contrast regularization, aiming at aligning the
structure of texture representation space and source image space.

Specifically, close textures in the image domain can be represented
by similar representations while textures with large differences
are characterized by distinct ones. In consequence, the enhanced
texture representation capacity can bring higher synthesis qual-
ity, leading to a better compression performance. To evaluate the
effectiveness of the proposed method, we introduce CCL into the
state-of-the-art conceptual coding framework SPM [9] and conduct
comparison experiments with coding baselines and other regular-
ization methods. In addition, we also apply the proposed CCL to
the GAN inversion task to evaluate the generalizability of CCL.
To summarize, we propose Consistency-Contrast Learning for the
conceptual coding task and design a consistency-contrast regular-
ization. The experimental results demonstrate that:

• The proposed CCL can achieve the best performance on the
conceptual coding task by improving reconstruction quality.

• Compared to other popular regularization methods, the de-
signed consistency-contrast regularization can effectively
optimize the texture representation space and achieve better
reconstruction results.

• CCL is general and can be applied to other image reconstruc-
tion tasks which need to optimize representation space, such
as GAN inversion.

2 RELATEDWORKS
Conceptual Coding. Beyond traditional codecs and standards [6,
39, 40, 44], deep learning methods have developed actively for im-
age compression field [31, 33] from various points of view, such as
deep coding tools [29], deep nonlinear transform [2, 3], machine
vision centered coding [14] and so on. As a special line of coding
framework attempts, conceptual coding [7–9, 16] has been designed
to conceptualize images to compact visual representations (e.g.,
structure, texture, semantics) and decode in a deep image synthesis
manner, motivated by the conceptual modeling process in human
visual system [24, 54]. Benefiting from the compact disentangled
visual representations and data-driven distribution learning, con-
ceptual coding can produce explainable and editable bitstream, and
achieve prominent performance towards high visual quality at ex-
tremely low bitrate, which can well support human vision-centered
with limited bandwidth applications and downstream vision tasks.

Specifically, Gregor et al. [16] introduce the Deep Recurrent At-
tentive Writer (DRAW) model to transform an image into a series
of progressively detailed representations. However, the representa-
tions in [16] are conceptually entangled and the generated quality
is only verified on very small resolutions (32 × 32 and 64 × 64).
Afterward, Chang et al. [7, 8] define conceptual compression as a
method that aims to encode images into the compact structure and
texture representations for reconstruction and downstream vision
tasks. The latest work [9] proposes to model semantic-wise texture
representations and achieve the best performance in the concep-
tual coding task on a facial scenario. However, the reconstruction
quality is still not very satisfying. This paper rethinks the modeling
process of visual representations, which is the principal informa-
tion carrier in the conceptual coding, and proposes an effective
consistency-contrast learning mechanism.

Contrastive Learning [17, 19, 25] has seen remarkable progress
in representation learning [5] for a variety of tasks [10, 11, 36, 49, 50].
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Figure 2: Overview of the Consistency-Contrast Learning for SPM [9] framework. The input image is analyzed into a semantic
map, which is lossless coded and provides structural information, and deep semantic-wise texture representation, which
is encoded into bitstream via entropy coding. The received bitstream is decoded into dual-layer representations first and
then the two representations are integrated to synthesize the decoded image. The proposed CCL aims to (1) enhance the
consistency between the texture representations of the input image and decoded image; (2) improve the distinction between
texture representations from different source images. Particularly, the contrast learning process is supervised by the distance
between corresponding source images.

The common goal of these works is to learn a distributed embedding
space where similar sample pairs are projected in the nearby region,
while dissimilar ones are projected far apart. The contrastive learn-
ing process is most widely formulated as an instance classification
problem with the most representative objective InfoNCE loss [36].
Recent works [37, 38] also introduce contrastive learning into im-
age synthesis tasks. Park et al. [37] apply patch-level InfoNCE loss
to make learned representations at corresponding image location in
different domain more similar for unpaired image translation tasks.
Parmar et al. [38] directly employ contrastive loss on generated
image instances to push the generated image away from the rest
images for enhancing reconstruction fidelity, yet the results are far
from satisfactory from the image coding perspective. Contrastive
learning can also apply metric distance optimization [42, 45] form
for distinctive feature learning, such as triplet loss [42]. Wang et
al. [45] propose optimizable metrics to encourage the closeness of
features from positive pairs while inducing features of different
classes in the training set to be uniformly distributed on hyper-
sphere space.

As a visual representation, the texture representation modeled
in the conceptusal coding task can be favorably optimized by intro-
ducing the contrastive representation learning strategy. However,
popular contrastive losses [36, 42, 45] intend to maximize the rep-
resentation distance of samples according to their classes instead of
appearance similarity, which do not exactly line up with our texture
modeling intention. Our proposed CCL is a different and novel con-
trastive learning strategy that can well improve the performance
of the conceptual coding task.

3 PROPOSED METHOD
3.1 Preliminaries
Without loss of generality, we adopt the semantic prior model-
ing (SPM) based conceptual coding framework [9] with structure-
texture visual decomposition form as shown in Fig. 2. In particular,
an input image x is encoded into two basic visual features sepa-
rately: 1) the structure layer s = E(x;𝛿) characterized with the
semantic segmentation map, estimated by a segmentation network;
and 2) the texture codes t learned by a feature encoder F (x, s;\ )
under the spatial guidance of s. The compact texture representation
t is further quantized and compressed into a bitstream. Incorporated
with an entropy model, the entropy and affiliated cost of quantized
t̂ can be estimated as H(t̂;𝜓 ). To resolve the optimization gradient
hindered by quantization, an additive uniform noise is applied to
approximate quantization at training following [3]. In particular,
with a scale parameter Δ controlling quantization granularity, the
quantized representation t̂ on training and t̃ on testing for entropy
coding can be obtained as follows:

t̂ = 𝑈Δ (t) = t/Δ + 𝒖, 𝒖 ∼ U (−1/2, 1/2) , (1)

t̃ = 𝑄Δ (t) = ⌈t/Δ⌋ , (2)

where ⌈⌋ denotes rounding function. The semantic map s is pro-
cessed with the nearest down-sampling method and lossless com-
pressed to the bitstream. On the decoder side, the target image x′
is reconstructed by integrating the decoded texture codes t̂′ and
semantic map ŝ with a generative process G(x′ |t̂′, ŝ;𝜙). 𝛿 , \ ,𝜓 and
𝜙 represent the parameters set of model E, F , H and G respec-
tively, where t̂′ = Δt̂ in training and t̃′ = Δt̃ in testing. To jointly
optimize rate and reconstruction quality, we aim to minimize the
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rate-distortion function with a discriminator D applied to discrim-
inate the decoded image x′ and real images x under the condition
of the semantic map s , and a trainable entropy module P. With
estimated rate L𝑟𝑎𝑡𝑒 , perceptual distortion L𝑝𝑒𝑟𝑐 and adversarial
loss L𝑎𝑑𝑣 , the objectives of the existing SPM framework are:

LE,G,P = _L𝑟𝑎𝑡𝑒 + L𝑝𝑒𝑟𝑐 + 𝛽L𝑎𝑑𝑣, (3)

LD = Ex∼𝑝x [− log(1 − D(x′, s)) + (− log(D(x, s)))], (4)

𝑤ℎ𝑒𝑟𝑒 L𝑟𝑎𝑡𝑒 = H(t̂;𝜓 ), (5)

L𝑝𝑒𝑟𝑐 = Dist(x,G(t̂′, ŝ)), (6)

L𝑎𝑑𝑣 = Ex∼𝑝x [− logD(x′, s)] . (7)
_ is the coefficient which controls the rate-distortion trade-off, 𝑝x
denotes the unknown distribution of input images domain, and
Dist(·) denotes the distortion metrics for decoded images including
perceptual loss [20] and feature matching loss [46]. The SPM frame-
work had achieved the state-of-the-art performance for conceptual
coding task before this work.

3.2 Consistency-Contrast Learning
In this paper, we aim to introduce consistency-contrast learning to
optimize the texture representation space structure with properly
designed consistency-contrast regularization objectives which can
be readily extended without modifying the original architectures.

Motivation. In the previous scheme, the correlation between
deep representations and visual texture patterns is learned by de-
scending distortion between reconstructed and original images and
strengthened by the latent regression loss, which encourages tex-
ture representations encoded from input images and corresponding
decoded images to be close. The texture representation space is
established in the training process of one-to-one mapping on in-
stances of the whole training set. However, the optimization of the
structure of the texture representation space concerning source
image space is ignored, leading to a sub-optimal representation
space and coding performance. Assuming an extreme condition,
different images were encoded into constant representations and
the decoder would degrade to a conditional generator on the struc-
tural label, which still satisfies the existing constraints but produces
deteriorated reconstruction quality. Thus, it’s essential to introduce
contrastive learning for representation space optimization.

Consistency-Contrast Modeling. Intuitively, an ideal repre-
sentation manifold space can preserve the relative distance char-
acteristic deriving from the projection source domain [22, 52]. In
regard to the texture modeling intention, texture representations en-
coded from similar texture pattern sources should fall in the nearby
region of representation space while ones from dissimilar texture
patterns should fall far apart. To achieve this goal, we propose
consistency-contrast learning, which aims to enhance the simi-
larity of representations from “positive” samples and push away
ones from “negative” samples, and referring to the distance be-
tween source images particularly. Selecting appropriate positive
and negative pairs is one of the most critical designs in CCL.

Specifically, as shown in Fig. 2, given a batch of input images
{x𝑖 }𝑁𝑖=1 (e.g., 𝑁 = 2), corresponding texture representations {t𝑖 }𝑁𝑖=1
and decoded images {x′

𝑖
}𝑁
𝑖=1 can be acquired through performing

image analysis and synthesis process. Through re-analyzing the

reconstructed images {x′
𝑖
}𝑁
𝑖=1, we can also obtain the texture rep-

resentation {t′
𝑖
}𝑁
𝑖=1. For each anchor image x𝑖 , the reconstructed

image x′
𝑖
should be close to x𝑖 to reduce reconstruction distortion.

Thus, we can naturally construct positive image pairs with their re-
construction views, i.e., {x𝑖 , x′𝑖 }

𝑁
𝑖=1. Meanwhile, aiming at modeling

the texture distribution on the whole training set, each image can
act as a contrast sample for any other image. For a random batch
of training samples, each image can be deemed as a negative view
for every other sample. Thereby for the anchor image x𝑖 , the corre-
sponding negative pairs can be formulated with {x𝑖 , x𝑗 }𝑁𝑖≠𝑗 . Conse-
quently, mapping images into representation space, we can obtain
the corresponding positive texture representation pairs {t𝑖 , t′𝑖 }

𝑁
𝑖=1

and negative texture representation pairs {t𝑖 , t𝑗 }𝑁𝑖≠𝑗 .
Consistency-Contrast Regularization. Considering that we

aim at conducting distance optimization in representation space
instead of enhancing distinction for classification as previous re-
searches [37, 42], the form of triplet loss [42] is more applicable than
most widely used InfoNCE loss [36]. However, improperly pushing
negative representations away from each other without consider-
ing the actual appearance discrepancy in the source image domain
may hamper the texture modeling and synthesis quality. Hence,
we propose the consistency-contrast regularization to formulate
our optimization objectives by incorporating the distance between
negatives and positives both in the image domain and represen-
tation domain in a ratio form. Specifically, the consistency term
denoted by L𝑐𝑜𝑛𝑠. is designed to minimize the distance between
reconstructed images and source images, as well as the distance
between their corresponding representations:

L𝑐𝑜𝑛𝑠. =
1
𝑁

𝑁∑︁
𝑖=1

x𝑖 − x′
𝑖


𝑞

max(𝑏 −
t𝑖 − t′

𝑖


𝑞
, 0) + 𝜖

. (8)

Furthermore, to push texture representation apart in representation
space while referring to the distance between source images, we
propose a contrast term denoted by L𝑐𝑜𝑛𝑡 . as follows:

L𝑐𝑜𝑛𝑡 . = − 1
𝑁 (𝑁 − 1)

𝑁∑︁
𝑖=1

𝑁∑︁
𝑗=1, 𝑗≠𝑖

x𝑖 − x𝑗

𝑞

max(𝑎 −
t𝑖 − t𝑗


𝑞
, 0) + 𝜖

. (9)

Consequently, the overall consistency-contrast regularization ob-
jectives can be defined as:

L𝐶𝐶𝑅 = L𝑐𝑜𝑛𝑠. + L𝑐𝑜𝑛𝑡 ., (10)

where 𝑞 denotes the selected distance norm metric for image space
and texture representation space respectively, 𝑎, 𝑏 are the hyper-
parameters for maintaining optimization direction and 𝜖 is a con-
stant variable for avoiding extreme numbers in the denominator.
The proposed consistency-contrast regularization terms can be
easily integrated with existing SPM objective in Eq. (3) to further
improve the compression performance as follows:

L+
E,G,P = LE,G,P + L𝐶𝐶𝑅 . (11)

Explanation. The optimization process with the proposed CCL
is illustrated in Fig. 3. On one hand, the consistency term encour-
ages minimizing the distance between the input image and the
reconstructed image as well as the corresponding texture repre-
sentations simultaneously. On the other hand, the contrast term
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(c) Latent regression
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Figure 3: A stylized illustration of the optimization process of the proposed consistency-contrast learning and latent regression.
(a) The original random state of image space and representation space. (b) If we don’t impose any constrain for representation
space, only distances between the input images x1, x2 and the reconstructed images x′1, x

′
2 areminimized. (c)With latent regression

regularization, the distances between corresponding texture representation pairs
{
t1, t′1

}
,
{
t2, t′2

}
are minimized simultaneously.

(d) Incorporating our proposed CCL, besides above distances minimizing optimization, the texture representations t1, t2 are
pushed apart in representation space referring to the distance 𝑑 (x1, x2) between source images x1, x2, leading to a better
representation space structure.

intends to push texture representations apart referring to the dis-
tance between source images, where the distance 𝑑 (x𝑖 , x𝑗 ) acts as
an adaptive coefficient to provide effective gradient supervision
signal for the optimization process. Considering the reconstruction
intention, we select the element-wise distance metric for both im-
age and representation space to impose stronger constraint, instead
of the most commonly used cosine similarity [17] for classification
task in contrastive learning.

Discussion. Regarding the specific designs and choices in the
proposed consistency-contrast regularization, though previousworks
[42, 45] usually take the ℓ2 norm to measure representation distance,
we observe that ℓ1 norm usually leads to comparable or slightly bet-
ter performance compared to ℓ2 norm in our experiments, thereby
ℓ1 norm is selected as our distance metric. As to the selection of
negatives in L𝑐𝑜𝑛𝑡 . , despite different reconstructed images and cor-
responding texture representations can also constitute negative
pairs, it is observed that utilizing original images instead of recon-
structed images can avoid performing inappropriate regularization
at low quality reconstructed views, ensuring the proper optimiza-
tion and better synthesis quality. Besides, it is worth mentioning
that pushing the reconstruction away from the rest images [38]
would bring down the reconstruction fidelity in the conceptual cod-
ing task empirically. Thus, we use 𝑑 (x𝑖 , x𝑗 ) rather than 𝑑 (x′𝑖 , x

′
𝑗
) as

an adaptive coefficient for L𝑐𝑜𝑛𝑡 . .

4 EXPERIMENTS
4.1 Experimental Settings
Datasets. To evaluate the effectiveness of the proposed scheme,
we perform experiments on various visual contents. Specifically, a
total of 68, 000 images of size 256× 256 from FFHQ1 are provided as
the training set and 2000 as the testing set, where paired semantic
map containing 19 semantic categories are estimated by segmen-
tation networks in [26]. For natural scenes, we collect an indoor
dataset and an outdoor landscape dataset from ADE20K [55] dataset

1https://github.com/NVlabs/ffhq-dataset

Original VVC SPM Ours

Average bitrate 0.0668 bpp 0.0614 bpp 0.0596 bpp

Figure 4: Qualitative comparison results of VVC, SPM and
the proposed method over FFHQ. The average bitrate of each
method is reported at bottom row.

through semantic classification and selection, as well as image aug-
mentation techniques. The indoor dataset includes 32, 520 training
images and 326 test images, covering 63 semantic categories. The
outdoor dataset contains 23, 088 training images and 500 test im-
ages, covering 51 semantic categories. Their paired semantic maps
are originated from the hand-crafted labels in ADE20K.

Implementation details. We integrate the proposed CCL in
the existing SPM framework and maintain the original network ar-
chitectures and hyper-parameters. The semantic segmentation map
is downsampled by the nearest algorithm at the encoder side, while
the decoded thumbnail is upsampled with the nearest algorithm as
well at the decoder side. We conducted experiments with texture
representation quantization scale Δ in {2−2, 2−4, 2−6, 2−8} to obtain
compression performance results at variable bitrates. We employ
ℓ1 norm as distance metric for both images and representations in
Eq. (8) and Eq. (9). The hyper-parameters 𝛽 = 1.0 and _ is fixed to
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Original VVC SPM Ours Original VVC SPM Ours

Average bitrate 0.0351 bpp 0.0147 bpp 0.0146 bpp Average bitrate 0.0466 bpp 0.0337 bpp 0.0332 bpp

Figure 5: The qualitative comparison of reconstruction results from VVC, SPM and the proposed method over outdoor (left)
and indoor (right) testing set. The average bitrate of each method is reported at the bottom row.

20.0 for SPM objective in Eq. (3). In proposed Eq. (8) and Eq. (9),
hyper-parameters are set as 𝑎 = 𝑏 = 2.0, 𝜖 = 1𝑒 − 3.

4.2 Compression Performance Comparison
For compression performance comparison, we present the results of
the baseline, the proposed CCL, and the state-of-the-art engineering
standard VVC [6]. The comparison with other learned image com-
pression methods are not presented here for the consideration that
they are not conceptual coding methods, while the proposed CCL
is used to improve conceptual coding. For qualitative evaluation,
we show the reconstruction results from different methods and the
average bitrate per pixel (bpp) on the respective testing set. For
quantitative evaluation, we use LPIPS [53] (AlexNet), DISTS [13]
(VGG) and single FID (SIFID) [43] as the perceptual distortion met-
rics that measure the distribution difference of single image pair
and have been proven to be highly relevant to human perceived
quality [30]. It should be noted that both LPIPS and DISTS are sen-
sitive to point-by-point deviations by measuring fidelity between
feature maps spatially. Particularly, LPIPS pays more attention to
texture similarity while DISTS unifies structure and texture simi-
larity between deep representations [13]. On the contrast, SIFID
is computed by measuring the mean and variance of the decoded
image and the original image in a deep feature space, thus revealing
the internal statistic properties of evaluated images [18, 43].

Qualitative Results. The qualitative comparison results to-
wards three datasets are visualized in Fig. 4 and Fig. 5. The decoded
results of VVC show severe structure and texture distortion at low
bitrate conditions. Compared to the SPM baseline, the proposed
CCL scheme provides more accurate and richer textures, e.g., the
reconstructed faces in Fig. 4 exhibit higher visual fidelity and the
layout in Fig. 5 shows better structure and texture quality. Our
method achieves perceptually better reconstruction quality and

(a) SPM vs. CCL (b) VVC vs. CCL

Figure 6: The rate-distortion curves of SPM, CCL and VVC
over outdoor dataset. Lower LPIPS indicates better quality.

fidelity at slightly lower bitrates, validating the effectiveness of the
proposed consistency-contrast learning.

Quantitative Results. The quantitative results of different ap-
proaches on the three datasets are summarized in Table 1. The
bitrates of our method are approximately aligned or lower than
compared baselines. As we see, the proposed method achieves the
best scores on LPIPS and DISTS over all datasets under variable
bitrates compared to SPM and VVC except for two DISTS scores
on FFHQ. Compared to SPM baseline, the proposed method brings
at most 7.62%, 4.47% and 17.11% gains in LPIPS score, DISTS score,
and SIFID score on three datasets respectively. It can be concluded
from LPIPS and DISTS gains that the perceptual quality, especially
the texture fidelity is significantly improved with our method, veri-
fying the effectiveness of the proposed CCL mechanism. We also
found that our method outperforms the baseline by a larger mar-
gin on SIFID score compared to LPIPS and DISTS scores, which
reveals that CCL mainly contributes to internal distribution opti-
mization in essence. Overall, the quantitative results demonstrate
that the proposed CCL scheme achieves remarkable improvement
towards reconstruction quality, leading to the best compression
performance in the conceptual coding task.
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Table 1: Quantitative results on ADE20K Outdoor, Indoor, and FFHQ datasets. Lower LPIPS (10−2), DISTS (10−2), SIFID (10−2)
scores indicate better quality. Red indicates the best and blue indicates the second-best in each row.

VVC SPM [9] CCL (ours)

Dataset Average bitrate LPIPS↓ DISTS↓ SIFID↓ Average bitrate LPIPS↓ DISTS↓ SIFID↓ Average bitrate LPIPS↓ DISTS↓ SIFID↓

Indoor

0.0680 bpp 34.9 40.6 108.7 0.0870 bpp 29.5 41.9 41.0 0.0819 bpp 27.6 40.6 34.0

0.0602 bpp 37.9 42.7 125.6 0.0584 bpp 30.4 42.7 41.5 0.0585 bpp 28.1 40.8 35.5

0.0528 bpp 41.0 44.7 146.2 0.0426 bpp 31.8 45.9 45.9 0.0424 bpp 29.6 41.9 40.0

0.0466 bpp 43.9 46.7 169.9 0.0337 bpp 32.9 44.4 48.4 0.0332 bpp 31.9 43.7 43.1

Outdoor

0.0545 bpp 51.7 49.7 251.4 0.0363 bpp 27.8 39.9 37.7 0.0361 bpp 26.9 39.5 33.3

0.0465 bpp 54.0 51.3 282.8 0.0254 bpp 28.1 40.4 39.1 0.0252 bpp 27.1 39.6 37.8

0.0401 bpp 56.3 52.7 313.7 0.0182 bpp 29.4 45.5 41.0 0.0181 bpp 28.2 40.5 40.1

0.0351 bpp 58.3 54.1 342.8 0.0147 bpp 31.0 42.4 47.8 0.0146 bpp 29.6 41.5 42.6

FFHQ

0.0947 bpp 23.1 32.1 51.7 0.1101 bpp 23.1 35.3 30.5 0.1049 bpp 22.2 35.1 28.4

0.0750 bpp 27.4 35.3 68.8 0.0792 bpp 23.3 35.7 33.5 0.0795 bpp 22.4 35.4 30.8

0.0668 bpp 29.6 37.3 77.8 0.0614 bpp 23.8 36.1 36.6 0.0596 bpp 23.7 36.0 35.6

0.0451 bpp 36.9 44.1 112.1 0.0474 bpp 25.1 37.3 38.1 0.0471 bpp 24.8 37.2 36.7

4.3 Comparison with Other Regularizations
To further evaluate the effectiveness of the proposed CCL with
designed consistency-contrast regularization, we conduct extensive
comparison experiments by employing currently popular regular-
ization terms and previously used latent regression loss, as well as
ablation studies on separated proposed consistency term and con-
trast term, and two variants of CCL without image domain distance
supervision:

• InfoNCE: Given an anchor texture representation t, the
positives t+ and negatives t− can be formulated the same as
Sec. 3.2, allowing the formulation of InfoNCE loss:

L𝐼𝑛𝑓 𝑜𝑁𝐶𝐸 = Et∼𝑝t− log
exp

(〈
t, t+

〉
/𝜏
)

exp (⟨t, t+⟩ /𝜏) +∑𝑁
𝑖=1 exp

(〈
t, t−

𝑖

〉
/𝜏
)  ,

where ⟨·, ·⟩ denotes inner product and 𝜏 is a temperature
hyper-parameter and is set to 0.07 following [37].

• Triplets: Similarly, the triplet loss can be utilized with fol-
lowing form as [42]:

L𝑡𝑟𝑖𝑝𝑙𝑒𝑡 = Et∼𝑝t
[t − t+

2
2 − ∥t − t−∥22

]
.

• Alignment and uniformity (AU): Following [45], the AU
metrics can be combined with encoded texture representa-
tions and hyper-parameter 𝜔 = 2 as

L𝐴𝑈 = Et∼𝑝t
[t − t+

2
2 + exp(−𝜔 ∥t − t−∥22)

]
.

• Latent regression:

L𝑙𝑎𝑡𝑒𝑛𝑡 = Et∼𝑝t
[t − t′


1
]
.

• CCL (w/o cons. image distance): The ablation study for
CCL without image distance constraint in consistency term:

L∗
𝐶𝐶𝑅 = L𝑐𝑜𝑛𝑡 . +

1
𝑁

𝑁∑︁
𝑖=1

1
max(𝑏 −

t𝑖 − t′
𝑖


𝑞
, 0) + 𝜖

.

• CCL (w/o cont. image distance): The ablation study for
CCL without image distance constraint in contrast term:

L★
𝐶𝐶𝑅 = L𝑐𝑜𝑛𝑠. −

1
𝑁 (𝑁 − 1)

𝑁∑︁
𝑖=1

𝑁∑︁
𝑗=1, 𝑗≠𝑖

1
max(𝑎 −

t𝑖 − t𝑗

𝑞
, 0) + 𝜖

.

It should be noted that the compared regularization weight is set
to 1 for a fair comparison. We observed that different regularization
methods or losses have a low impact on the bitrates, but mainly con-
tribute to the improvement of image reconstruction quality. Thus,
we extend the SPM objective with alternative regularization term
and train without entropy estimation module. The reconstruction
quality is evaluated by quantitative metrics including LPIPS, DISTS,
and SIFID. The experimental results on outdoor and indoor datasets
are recorded in Table 2.

As results show, the proposed consistency-contrast regulariza-
tion outperforms all other popular regularization methods in all
three evaluation metrics under both two datasets, which demon-
strates the advantage of the proposed CCL towards image recon-
struction. Besides, the gains introduced by consistency term verify
the necessity of encouraging the consistency between positives
while the improvements brought by contrast term validate the
necessity of introducing the contrast learning to negatives respec-
tively, demonstrating the reasonability of the proposed consistency-
contrast learning scheme. Particularly, the proposed CCL achieves
better results compared to other popular contrastive methods, ver-
ifying the effectiveness of the supervision from source distance.
The ablation studies results towards image distance supervision
show that canceling the image distance constrain in contrast term
or in consistency term of CCL will bring slightly performance loss.
Canceling image distance constraint in both terms would make
CCL degrade to triplets. The comparison results verify the effect
of introducing distance supervision in image domain. In addition,
the significant improvement obtained by CCL compared to a sin-
gle consistency term or contrast term validates the essentiality of
optimizing consistency and contrast regularization simultaneously.
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Table 2: Ablation study results of the reconstruction quality
on ADE20K outdoor and indoor datasets. Lower LPIPS (10−2),
DISTS (10−2), SIFID (10−2) and PPL scores indicate better qual-
ity. Bold indicates the best.

Dataset Method LPIPS↓ DISTS↓ SIFID↓ PPL↓

Outdoor

Baseline 28.9 40.5 41.7 682.10

+ InfoNCE 27.7 40.0 38.2 667.35

+ AU 27.8 39.9 36.7 691.25

+ Latent regression 27.6 39.8 37.2 678.63

+ Triplets 27.8 39.9 40.3 659.70

+ Consistency 27.2 39.6 34.5 680.31

+ Contrast 27.7 39.8 38.4 676.97

+ CCL (w/o cons. image distance) 27.6 39.4 38.2 643.99

+ CCL (w/o cont. image distance) 27.4 39.4 38.3 642.32

+ CCL (ours) 26.9 39.4 33.4 616.33

Indoor

Baseline 30.0 42.3 39.5 271.46

+ InfoNCE 28.9 41.6 34.6 258.12

+ AU 28.9 41.5 36.4 267.03

+ Latent regression 29.2 41.6 37.6 257.13

+ Triplets 29.4 41.8 41.3 254.18

+ Consistency 29.2 41.7 36.8 259.60

+ Contrast 29.1 41.6 36.5 256.20

+ CCL (w/o cons. image distance) 28.0 40.9 34.8 254.73

+ CCL (w/o cont. image distance) 27.7 40.7 35.1 253.97

+ CCL (ours) 27.6 40.6 34.0 251.77

To further validate the effectiveness of the proposed CCL for the
representation space optimization, we adopt the perceptual path
length (PPL) [21] to measure the disentanglement of representation
space. It was shown a less curved representation space can result
in perceptually smoother transition which can be quantified by
PPL [21]. We set the subdivision epsilon to 10−2 and compute the
expectation by taking 1, 000 samples. The quantitative results are
shown in Table 2. As we see, our regularization metric achieves
the best PPL scores, demonstrating that our CCL scheme can ef-
fectively optimize the existing models to learn more disentangled
representations by optimizing proposed consistency and contrast
terms simultaneously.

4.4 Generalizability of CCL
To validate the generalizability, we apply the proposed CCL to the
GAN inversion task which has similar properties and targets to
conceptual coding. GAN inversion task aims to invert a given image
back into the latent space of a pretrained GAN model so that the
image can be faithfully reconstructed from the inverted code by the
generator [48] as shown in Fig. 7. It’s also necessary to optimize the
latent space for enhancing both inversion transformation capability
and reconstruction quality.

Similar to the modeling process in Sec. 3.2, different images
in a dataset can provide negative contrast views to each other
and generate corresponding negative latent representations. The
images reconstructed from latent representations offer positive
views to original images, thereby inverted latent representations
and original latent representations also constitute the positives.
Due to the strong association with actual appearance, the distance
between latent representations should also be supervised by the

𝐺𝐺
Latent space Image domain

𝐸𝐸

InversionGeneration

(a) GAN inversion task. (b) Visual comparisons of pSp and ours.

Figure 7: Illustration of GAN inversion task and visual com-
parison of GAN-inversion results by pSp and ours. Given
a well trained GAN model 𝑮, GAN inversion task typically
learns an encoder 𝑬 to transform images to latent codes. “GT”
means the ground truth images.

Table 3: Quantitative results of the reconstruction quality
and perceptual path length (PPL) on FFHQ, LSUN Cat, and
LSUN Car datasets. Lower LPIPS (10−2), DISTS (10−2), SIFID
(10−2), MSE (10−2) and PPL scores indicate better quality. Bold
indicates the best score.

Dataset Method LPIPS↓ DISTS↓ SIFID↓ MSE ↓ PPL↓

FFHQ pSp 17.3 18.8 46.4 3.63 273

Ours 15.8 17.1 44.5 3.35 266

LSUN Cat pSp 25.6 23.1 47.5 6.57 635

Ours 22.7 20.4 45.2 5.83 588

LSUN Car pSp 28.2 25.5 48.1 6.18 673

Ours 23.2 21.1 43.9 5.14 643

distance in the image domain. Thus, the proposed CCL can be
perfectly employed in this task.

We select pixel2style2pixel (pSp) [41] as the baseline, which
presents the state-of-the-art results in learning-based methods with-
out two-stage optimization for GAN inversion. The quantitative
results on FFHQ, LSUN Cat [51], and LSUN Car [23] datasets are
shown in the Table 3. The experimental results show that the incor-
poration of CCL brings comprehensive improvement towards recon-
struction quality and representation space optimization, validating
the versatility and generalizability of the proposed consistency-
contrast learning.

5 CONCLUSION
In this paper, we present CCL, which adapts contrastive learning
and introduces a novel consistency-contrast regularization to learn
efficient and faithful texture representations for the conceptual cod-
ing task. The proposed CCL scheme aims to enhance the relative
alignment between representation space and source image space.
Both qualitative and quantitative results show that the proposed
scheme can effectively optimize the representation space and fa-
cilitate the conceptual coding task to achieve remarkable coding
performance gains. Experiments on various datasets also verify the
superiority of our method for reconstruction quality improvement
and representation space optimization compared to other popular
regularization methods, as well as the generalizability to be applied
in other tasks, such as GAN inversion.
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