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Abstract—Vehicle Re-Identification (ReID) is of great significance for public security and intelligent transportation. Large and
comprehensive datasets are crucial for the development of vehicle ReID in model training and evaluation. However, existing datasets in
this field have limitations in many aspects, including the constrained capture conditions, limited variation of vehicle appearances, and
small scale of training and test set, etc. Hence, a new, large, and challenging benchmark for vehicle ReID is urgently needed. In this
paper, we propose a large vehicle ReID dataset, called VERI-Wild 2.0, containing 825,042 images. It is captured using a city-scale
surveillance camera system, consisting of 274 cameras covering a very large area over 200 km2. Specifically, the samples in our
dataset present very rich appearance diversities thanks to the long time span collecting settings, unconstrained capturing viewpoints,
various illumination conditions, diversified background environments, and different weather conditions. Furthermore, to facilitate more
practical benchmarking, we define a challenging and large test set containing about 400K vehicle images that do not have any camera
overlap with the training set. VERI-Wild 2.0 is expected to be able to facilitate the design, adaptation, development, and evaluation of
different types of learning models for vehicle ReID. Besides, we also design a new method for vehicle ReID. We observe that
orientation is a crucial factor for feature matching in vehicle ReID. To match vehicle pairs captured from similar orientations, the learned
features are expected to capture specific detailed differential information for discriminating the visually similar yet different vehicles. In
contrast, features are desired to capture the orientation invariant common information when matching samples captured from different
orientations. Thus a novel disentangled feature learning network (DFNet) is proposed. It explicitly considers the orientation information
for vehicle ReID, and concurrently learns the orientation specific and orientation common features that thus can be adaptively exploited
via an adaptive matching scheme when dealing with matching pairs from similar or different orientations. The comprehensive
experimental results show the effectiveness of our proposed method.

Index Terms—Vehicle Re-Identification, Vehicle Dataset, Disentangled Learning.
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1 INTRODUCTION

Searching for a specific vehicle and finding its movement
trajectory is of great significance to public security and smart
city applications. During the retrieval stage, the vehicle
images are used for feature extraction and comparison, and
the other information (e.g., the original video and spatio-
temporal information) can be used as auxiliary information
to reduce the retrieval scope and refine the results. The
core part of this process, vehicle feature extraction and
comparison, is termed as vehicle Re-Identification (ReID),
which has attracted lots of attention recently.

Vehicle ReID aims to retrieve all the images of a given
query vehicle identity, from a large image database. Deep
learning techniques and the annotated large-scale datasets
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Fig. 1. Our VERI-Wild 2.0 dataset is collected from a large-scale surveil-
lance system consisting of 274 cameras covering a city district of more
than 200 km2.

have greatly promoted the development of vehicle ReID
in the past few years. Some of the previous works [8]
conducted vehicle ReID as a license plate recognition
procedure, which, however, generally requires very high-
resolution images captured from front or rear viewpoints.
However, in some extreme cases, the license plates may
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Fig. 2. When matching the pairs captured from the same or similar
orientations (a and b), the specific details (labelled with yellow boxes)
are important cues for vehicle matching and discrimination. However,
these details often become useless when matching the pairs captured
from different orientations (a and c), and in this case, the vehicles’
common characteristics, such as the vehicle design styles, become
quite important for ReID.

be deliberately removed, occluded, or even faked, which
degenerates the ReID performance. Therefore, recent works
[28] [29] started to focus on visual feature-based ReID,
where ReID is performed as the procedure of appearance
feature matching between the query and reference vehicle
images.

Particularly, benchmark datasets, that can be used to
comprehensively train and evaluate the vehicle ReID mod-
els, play a quite important role in promoting the develop-
ment of vehicle ReID. However, existing datasets for vehicle
ReID [27] [55] [29] [16] [49], were often captured under
constrained conditions, and thus have limitations in many
aspects, such as: (1) limited number of vehicle identities
and image samples; (2) constrained capture conditions,
i.e., small number of cameras, small covering area of the
camera system, and short-term capture span; (3) limited
variations of vehicle appearances due to constrained view-
points, backgrounds, illuminations, occlusions, and weather
conditions; and (4) small-scale and relatively easy test set
sharing the same capturing cameras with the training set,
which however is often infeasible for practical applications.
These limitations obviously over-simplify the challenges
of ReID in real-world application scenarios, and limit the
representation and generalization capability of the models
developed and evaluated based on these datasets.

To this end, we create a new, large, and challenging
dataset, called VERI-Wild 2.0, for vehicle ReID, which has
the following properties: (1) It has a super large scale with
825,042 vehicle images, cleaned from about 16 million raw
images. (2) It is captured across one full month (30×24h)
with a city-scale surveillance camera system that contains
274 surveillance cameras covering more than 200 km2. (3)
It is collected under unconstrained capture conditions that
involve complex backgrounds, different weather conditions,
various viewpoints, and occlusions in the wild. (4) Different
from existing datasets that share capturing camera IDs be-
tween the training set and test set, in our VERI-Wild 2.0
dataset, there are no overlapped camera IDs in the training
and test sets. These properties lead to a very comprehensive
and challenging benchmark for vehicle ReID in the wild, as

shown in Fig. 1.
In vehicle ReID, the vehicle orientation is a crucial factor

that affects the ReID performance, because there is often
significant appearance variation of the vehicles when they
are captured from different orientations. When matching
vehicle images captured from the same orientation, the
extracted features need to be able to encode abundant subtle
details, such as the decorations behind the windshield and
the air inlets of the engine, in order to discriminate the
visually similar vehicles, as illustrated in Fig. 2(a)(b). These
details can be seen as the orientation specific information.
Previous works in [55] [30] [18] [42] have attempted to
learn local part and key-point information as the orientation
specific information, which demonstrated the effectiveness
of such information for vehicle ReID.

Meanwhile, when matching two vehicle images with
different orientations, it is desirable that the learned features
are able to capture the orientation invariant and common
characteristics, such as the colors and inherent design styles
of the vehicles, as shown in Fig. 2(a)(c). Such orientation
invariant (common) information has been shown to be very
effective for cross-view ReID [46] [51] [48] [63].

Therefore, it is necessary to take advantage of both the
orientation specific and orientation common information for
vehicle ReID. Existing methods [55] [48] mainly focused on
learning a single representation under a unified supervision
for each image, which however is often incapable of well
capturing these two types of useful yet different information
simultaneously. More specifically, to achieve reliable ReID,
it is beneficial to dynamically emphasize different types
of information under different orientation conditions. As
shown in Fig. 2, the orientation specific information (e.g.,
decorations) of the front-view query image can be very
important and needs to be emphasized, when it is used to
retrieve the vehicles in the same (similar) views. Contrarily,
such information is useless and needs to be ignored, if the
front-view query image is used for retrieving the rear-view
samples. Obviously, extracting a single representation [55]
[48] for each image limits the flexibility of dynamically ex-
ploiting the proper information for vehicle matching under
different conditions.

This motivates us to disentangle the learning of orien-
tation specific and orientation common information, and
design a hybrid ranking scheme for adaptive feature em-
phasizing and matching. More specifically, in order to well
capture both types of useful information, instead of learning
a single feature representation, our proposed disentangled
feature learning network (DFNet) explicitly learns two types
of features, namely, the specific features and common fea-
tures, concurrently via a joint embedding framework.

Concretely, to learn powerful common features for ReID
under orientation variations, we propose a novel “Odd-
One-Out” adversarial scheme that distills the orientation
invariant information shared by all the samples of the same
vehicle. Moreover, to learn orientation specific features,
we adopt an attention scheme to mine and focus on the
useful detailed information. To have sufficient flexibility in
matching, a trainable feature distance alignment module
as well as an adaptive matching scheme are designed for
ReID. The alignment module is able to unify the distance
metric scale between these two types of representations.
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The adaptive matching module enables our network to use
proper information for matching. These two modules along
with the representation learning modules can be trained in
an end-to-end fashion. Therefore, DFNet can leverage these
two types of features for adaptive matching under various
matching conditions.

Below we summarize the major contributions of this
paper. (1) We create a large and challenging benchmark,
VERI-Wild 2.0, for vehicle ReID in the wild, which contains
825,042 images captured by a large-scale surveillance cam-
era system. This dataset covers a wide range of diversities,
e.g., variations of illumination, viewpoint, and weather con-
ditions, thanks to the various camera types, large covering
area, and long capture time span. (2) We propose a novel
network, DFNet, to jointly and explicitly learn orientation
common and specific features for vehicle ReID, where a
novel “Odd-One-Out” adversarial scheme is proposed to
learn representative common features, an attention module
is introduced for learning effective specific features, and
an adaptive matching strategy is designed to adaptively
exploit these two types of features. Our DFNet achieves
better performance than the state-of-the-art methods on
the VehicleID, VERI-776, VERI-Wild datasets, and also the
proposed challenging VERI-Wild 2.0 dataset.

2 RELATED WORK

2.1 Related Datasets
Several datasets for vehicle ReID have been introduced.
VehicleID [27] is the first vehicle ReID dataset that consists
of a training set with 110,178 images of 13,134 vehicles, and
a test set with 111,585 images of 13,133 vehicles. However,
this dataset was captured under relatively constrained con-
ditions, where all the samples were collected from only ∼20
checkpoint cameras in daytime. Thus this dataset presents
very limited viewpoints (only front and rear views), few
illumination variations, and simple backgrounds.

VeRI-776 [29] is a widely used dataset for vehicle ReID. It
consists of a training set with 37,778 images of 576 vehicles,
and a test set with 11,579 images of 200 vehicles. This dataset
suffers from the limitation of the small number of vehicle
IDs. Besides, the dataset collection was conducted with a
constrained surveillance setup (containing 20 cameras) and
upon a circular road covering only 1.0 km2 areas within a
short period (4:00pm to 5:00pm in a single day only).

Cityflow [49] is a recently introduced dataset including
a total of 229,680 images of 666 vehicle identities. However,
this dataset only contains 3.25 hours of videos. Besides, the
largest distance between two cameras in collection is 2.5km.
This indicates the variations of the collecting scenarios are
quite limited in this dataset.

Besides, there are other datasets for vehicle ReID, such as
VD [55] and Vehicle-1M [16]. However, most of the vehicles
in [55] and [16] have one single view only, which obviously
over-simplifies the challenges in real-world application sce-
narios. Thus the performances on VD [55] and Vehicle-
1M [16] have already been saturated, and a recent method
[23] have achieved 97.8% and 95.5% CMC@1 on these two
datasets, respectively.

Recently, we proposed a large-scale dataset VERI-Wild
[33], which contains 416,314 samples captured from an

unconstrained real-world camera network. Though VERI-
Wild has posed challenges to the vehicle ReID task with
its large-scale data, more issues in practical vehicle retrieval
application can still be further explored. 1) In VERI-Wild, the
training and testing sets are collected by the same camera
set with similar captured styles and backgrounds. However,
this setting is often infeasible in real-world applications
and thus not able to comprehensively evaluate the model
generalization ability across different cameras. 2) The simi-
lar vehicle problem and cross-view retrieval problem have
not been fully exploited in VERI-Wild. 3) The challenging
samples in VERI-Wild are limited. For example, in its test
set, only 1.8% of vehicles have both nighttime and daytime
samples, and only 0.3% samples captured from rainy or
foggy days. 4) Valuable vehicle attribute annotations such
as vehicle types, brands, and colors are not provided.

Therefore, we further create a very challenging bench-
mark to evaluate models’ discrimination and generalization
capability comprehensively. In our VERI-Wild 2.0, there is
no overlap in capture cameras between the training and
test sets. This dataset contains plenty of similar vehicles
of the same model, whose samples present more complex
backgrounds, various viewpoints, challenging occlusions,
and weather variations. Moreover, we provide three subsets
to analyze the influence of viewpoint, illumination, and
weather variations for vehicle ReID. More attribute anno-
tations are also provided in VERI-Wild 2.0.

2.2 Related Methods

Vehicle ReID. An increasing number of vehicle ReID meth-
ods [55] [30] [18] [48] [32] [22] have been proposed recently.
Most of these methods focus on improving the discrimi-
nation capability of the models either by exploiting subtle
details of the vehicles to distinguish similar instances, or by
learning orientation invariant features for cross-view ReID.

Learning local subtle detailed information (such as the
special marks, accessories, and air inlet styles, etc.) has
been shown to be quite effective in discriminating visually
similar vehicles, and has been used by some works [30] [18]
[55] [42] for improving vehicle ReID performance. Liu et
al. [30] exploited regional features from horizontal regions
of the feature map with better discriminative capability,
which are then integrated for vehicle ReID. He et al. [18]
proposed a part regularization method for feature learning,
that aggregates local information for vehicle ReID. Pirazh
et al. [42] proposed a dual-path model to obtain orientation
conditioned key-point information to further extract local
features.

Some other methods [46] [51] [48] [32] [63] exploited
or predicted cross-view information to learn orientation
invariant features for handling appearance variations across
different viewpoints. Sochor et al. [46] proposed to exploit
view information by embedding the orientation vector into
feature maps for viewpoint awareness. Wang et al. [51] de-
signed a key-point alignment scheme to achieve an orienta-
tion invariant feature embedding module for vehicle ReID.
Besides, synthetic data has also been used for learning view
invariant information in [32] [48]. Lou et al. [32] generated
synthetic vehicle images under desired views for viewpoint
alignment. Tang et al. [48] proposed a pose-aware multi-task
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learning method using synthetic data to learn viewpoint
invariant features.

Only a few attempts have been made to simultaneously
consider subtle detailed information and view invariant
information. Bai et al. [5] proposed a group sensitive triplet
embedding model to build up a type of “similar attribute,
closer distance” feature embedding by a margin constraint.
Chu et al. [12] used triplet constraints for learning these
sources of information. However, these methods learned
and represented the two types of information under the
identical optimization objectives, and the differences be-
tween them have not been explicitly investigated.

Different from all the aforementioned works, we propose
a novel disentangled feature learning network to concur-
rently and explicitly learn two types of discriminative fea-
tures for ReID. A novel “Odd-One-Out” adversarial scheme
is designed to learn the orientation common features shared
by all samples of the same vehicle instance, and an attention
module is used to learn the orientation specific features
capturing the subtle difference cues. Moreover, to effectively
leverage and dynamically emphasize these two types of fea-
tures, an effective adaptive matching strategy with feature
distance alignment is designed for feature matching under
different orientation conditions.

GAN-based Representations. Our method involves ad-
versarial learning for extracting orientation common fea-
tures. Generative adversarial networks (GANs) [15] [65] [11]
[59] [57] [26] have been utilized by existing works [37]
[14] [61] [6] [62] [36] for facilitating ReID and recognition
tasks. In [37], GANs were used to generate person images
with specific poses. DG-Net [61] encoded appearance se-
mantics and pose information to generate cross-ID images
for augmenting the training data. Bao et al. [6] extracted
attributes and identity characteristics from face images, and
recombined them to produce synthetic images with high
diversities. Wei et al. [52] proposed a PTGAN to transfer
datasets from the source style to the target style for un-
supervised domain adaptation. Unlike the aforementioned
image-level adversarial learning methods that mainly focus
on obtaining and generating additional training data, our
proposed feature-level adversarial learning scheme aims to
distill the orientation common features.

Disentangled Representation Learning. Disentangled
feature learning [10] [13] [50] [40] [60] [38] [1] has been used
to decompose the specific feature components for better
representations. In [40] [50], the identity relevant feature
component was disentangled to synthesize human faces at
target poses for face recognition. Zhao et al. [60] proposed an
attribute-driven method to disentangle several sub-features
representing semantic attributes for video-based person
ReID. The works of [13] and [31] proposed an auto encoder-
based reconstruction scheme to learn disentangled identity-
related features (e.g., clothing) and identity-unrelated fea-
tures (e.g., poses and attributes) for person ReID or face
recognition. The above-mentioned methods disentangled
features in order to remove unrelated or noisy information
components for better handling the target tasks, while our
method aims to disentangle and adaptively strengthen dif-
ferent feature components to improve the feature matching
performance under different orientation conditions.

This paper is an extension of our preliminary conference

TABLE 1
Comparisons between the preliminary dataset version “VERI-Wild”,

and the extended version “VERI-Wild 2.0”.

Dataset Version VERI-Wild VERI-Wild 2.0
Images 416,314 825,042

Cameras 174 274
Testing Scale (Gallery Samples) 128,517 398,728

Average Number of Same
ID’s Samples in Test Set ∼14 Set A Set B

1∼5 ∼57
Training and Testing

Camera Overlap Yes No

Proportion of IDs having
day and night samples 1.8% 31.6%

Vehicle Color Annotations × 12 colors
Vehicle Type Annotations × 13 types

Vehicle brands Annotations × 153 models

works [33] and [4]. Compared to the conference works,
we have significantly improved our paper in the following
aspects:
(1) Dataset. We significantly extend our primary VERI-Wild
dataset, and create a larger and more challenging dataset,
VERI-Wild 2.0. Compared to the preliminary version, VERI-
Wild 2.0 has a remarkably larger scale, containing many
more vehicle images, IDs, cameras, and more diversified
and unconstrained capture scenarios. 1) It contains rich
same-identity samples with very large variations and also
has much more similar vehicles with the same brand or
models. 2) VERI-Wild 2.0 contains a large test set, in which
the cameras do not overlap with those in the training set.
3) The various illumination and weather conditions make
the dataset more challenging. We provide several subsets
which can be used to analyze the model robustness to
the illumination and weather variations. 4) Many valuable
attributes, such as the vehicle types, brands, and colors, are
provided in VERI-Wild 2.0, which were not annotated in
the previous version. A brief comparison between the newly
proposed VERI-Wild 2.0 dataset and the previous version is
shown in Table 1.
(2) Method. In DFNet, we propose a new trainable feature
distance alignment scheme. It can unify the distance metric
scale between common and specific representations online
instead of offline Chebyshev polynomials. We further design
a new adaptive matching module, which can adaptively
calculate the importance scores of two types of features for
different matching pairs. It can be seamlessly integrated into
our end-to-end DFNet instead of using a separate orienta-
tion prediction network in the previous version. Further-
more, we exploit the vehicle brand, type, and color infor-
mation in our DFNet. Compared to our conference version
[4], the improved DFNet achieves better performance with
higher efficiency and a more compact design.
(3) Experiments. We extensively evaluate our new method
on multiple datasets, and report the performances of state-
of-the-art methods on our new benchmark. More empirical
analysis of the proposed approach is also added in this
paper, including comparing different adversarial strategies,
comparing different distance alignment schemes, analyz-
ing the influences of viewpoint, illumination, and weather
variations for ReID, exploiting the vehicle type, color, and
type information for ReID, and analysis of attribute-based
retrieval performance.
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Fig. 3. Compared to the existing VehicleID [27], VeRI-776 [29], and
CityFlow datasets [49], our collected VERI-Wild 2.0 dataset covers many
more challenging factors for vehicle ReID in the wild, e.g., significant
viewpoint and illumination variations, various backgrounds, severe oc-
clusions, and abundant visually similar yet different samples.

3 VERI-WILD 2.0 DATASET

3.1 Dataset

We collect a city-scale vehicle ReID dataset, VERI-Wild 2.0,
which is captured from a large CCTV camera system con-
sisting of 274 cameras. The camera network continuously
captures video streaming for 24 hours each day, and we
use the videos captured by all the cameras in a full month
time span to build our dataset. Our raw vehicle image set
contains 16 million vehicle images, and 16 volunteers are
invited to clean the dataset for over one month. After data
cleaning and annotation, 825,042 images of 42,790 vehicle
identities are collected. Some of the vehicle samples in our
VERI-Wild 2.0 dataset are demonstrated in Fig. 3, and the
statistics are shown in Fig. 4. Below we summarize the
distinctive features of our dataset:

(1) Vast capture system. The existing vehicle ReID
datasets were generally collected using relatively small-
scale camera networks containing 20 to 40 cameras only.
Differently, our VERI-Wild 2.0 dataset is collected from a
very large-scale camera system consisting of 274 cameras
covering a city district over 200 km2, across one whole
month (30×24h).

(2) Various capture scenarios. Our dataset covers vari-
ous scenarios, such as city roads, street signal light regions,
crossroads, highway tolls, and ramp entrances, etc.

(3) Rich same-identity vehicles across various view-
points. Averagely, each identity in our test set has ∼59

TABLE 2
Comparisons among the VehicleID [27], VeRI-776 [29], CityFlow [49],

and our newly collected VERI-Wild 2.0 dataset for vehicle ReID.

Dataset VehicleID VeRI-776 CityFlow VERI-Wild 2.0

Images 221,763 49,360 229,680 825,042
Identities 26,267 776 666 42,790

Training Samples 100,182 37,778 36,935 277,797
Probe Samples 2,400 1,678 1,052 10,000

Gallery Samples 17,638 11,579 18,290 398,728
Cameras ∼20 20 40 274

Capture Time N/A 18h 130h 197,280h
Capture Area N/A 1 km2 < 6.25km2 200 km2

Camera ID × X X X

Timestamp × X X X

Vehicle Color × 10 × 12
Vehicle Types × 9 × 13
Vehicle brands × 30 × 153

Occlusion × X × X

Complex Background × X × X

Morning X × X X

Afternoon X X X X

Night × × × X

Rainy Weather × × × X

Foggy Weather × × × X

samples, while in VERI-Wild, there are only ∼ 14 sam-
ples for each identity. Besides, our dataset covers various
viewpoints, and one vehicle may appear across plenty of
cameras. In an extreme case, one single vehicle even appears
under 46 surveillance cameras. Therefore, VERI-Wild 2.0
poses significant challenges and can better evaluate the
models’ cross-view retrieval ability.

(4) Challenging similar vehicle problem. VERI-Wild 2.0
has a large number of samples with the same vehicle brand
or vehicle model. For example, more than 20 taxis share the
same model, and ∼4000 vehicles are with the same brand
(Volkswagen) in VERI-Wild 2.0.

(5) Diverse illumination conditions. The existing
datasets [27] [29] [49] were only captured from daytime.
Even in the previous VERI-Wild, only 1.8% vehicles have
both daytime and nighttime samples. In this version, over
30% vehicle IDs are captured at both daytime and nighttime.

(6) Challenging occlusion and weather conditions. The
appearances of the vehicle images in existing datasets are
often very clear and captured on a fine day. In contrast,
our VERI-Wild 2.0 dataset contains many occluded vehicle
images, as shown in Fig. 3. Besides, ∼ 7.10% and 3.48%
samples are captured from rainy days and foggy days.

(7) Large and challenging testing setup. Different from
the existing datasets, there is no camera overlap between the
training and test set in the proposed VERI-Wild 2.0 dataset.
Besides, our gallery set is much larger than the existing
datasets, i.e., the scale is 22, 34, 22, and 3 times that of the
VehicleID, VeRI-776, CityFlow, and VERI-Wild, respectively.
In addition, based on VERI-Wild 2.0, we also construct some
interesting sub-task test sets to analyze the influence of
viewpoints, illumination and weather variations for ReID.
Thus, we are able to conduct a more comprehensive evalu-
ation of the ReID models using our dataset.

(8) Rich attribute annotations. In our dataset, rich at-
tribute annotations are provided for the vehicles, including
12 vehicle colors (including white, black, silver, red, etc.),
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Fig. 4. The statistics of VERI-Wild 2.0, including the distributions of the image size, sample captured time, vehicle colors, types, and brands.

TABLE 3
The splitting for the subsets of the test set (sample number).

Test Set Size Set A Set B All
Query 6,000 4,000 10,000
Gallery 305,133 397,999 398,728

13 vehicle types (including sedan, SUV, van, MPV, bus,
and truck, etc.), and 153 vehicle brands (including Wuling,
Buick, Toyota, Jeep, and BMW, etc.). These attributes can
be used as auxiliary information to enhance the feature
representation.

3.2 Evaluation Criteria

Our VERI-Wild 2.0 dataset is divided into two parts for
training and testing, respectively. Specifically, the training
and testing samples are captured with different cameras
(174 cameras for the training set, and 100 cameras for the test
set). To enable more comprehensive evaluation of the ReID
methods, we further split the test set into three subsets, as
shown in Table 3.

Most of the samples in Set A are captured from highway
scenes with a clean background. In contrast, samples in set
B come from street scenes, and have more complex back-
grounds and challenging occlusions. Besides, the queries
in Set A only have 1∼5 samples with the same identity
in the gallery set, while the queries in Set B have 5∼95
(average 59) samples. Set A can simulate the scene of finding
several samples in a massive dataset, which emphasizes the
evaluation of the model’s Top 1 accuracy. Differently, each
vehicle in Set B has various samples taken from different
orientations and backgrounds, which is better at evaluating
the model’s average precision. Set “All” includes all the
query and reference samples in Set A and Set B.

In the ReID process, for each given query, a candidate list
sorted by the feature distances between the query and refer-
ences is returned from the database. Then the mean Average
Precision (mAP) and Cumulative Matching Characteristics
(CMC) are adopted as the performance metrics [33].

3.3 Dataset Collection and Annotation

The annotation of a vehicle ReID dataset, especially in such
a large-scale cross-camera setup, is highly time-consuming
and labor demanding. Therefore, to make the annotation
more efficient, we design a data collection paradigm. (1)
We first perform vehicle detection [43] on the videos to
acquire all bounding boxes that contain vehicles. (2) Then

we conduct single-camera vehicle tracking [53] within each
video, and obtain the tracklet results, i.e., the video clips
revealing a part of vehicle trajectory. (3) We use license plate
recognition technology to label the tracklet whose license
plate is clear. The tracklets with plate information work as
the initial query tracklets, and other tracklets whose plates
are occluded or blurry are also added to the gallery for fur-
ther merging. We conduct a preliminary merging according
to the plate information. Then the same vehicle’s traklets
captured with different cameras in different days can be
merged as the query tracklets. (4) Given a query, we first
use spatio-temporal information to select the tracklets with
close space distances and short time intervals compared to
its gallery set. (5) Then, we compute Top-50 retrieval pro-
posals according to the tracklet-level similarities between
each query and its gallery set. For a tracklet, we first extract
features for every frame based on our ReID model, then use
the mean feature of these frames to represent the tracklet.
In this way, the cosine similarity can be calculated be-
tween two tracklet-level features. (6) Based on the proposals,
original video, and also spatio-temporal information, we
further invite volunteers to manually re-clean the results
for reliability. Only the traklets whose trajectory can be
determined will be merged. Finally, for each tracklet, We
select representative visually different frames as the final
vehicle images. (7) Based on the annotated data, we can fur-
ther improve our ReID model, and generate more accurate
retrieval proposals for subsequent annotations. By such an
efficient tracklet-based procedure, the entire collection for
the massive data still costs 16 person-months’ labor in total.
For privacy considerations, the license plates are masked in
our dataset as other vehicle ReID datasets [29] [27].

4 DISENTANGLED FEATURE LEARNING NETWORK

In this section, we propose a disentangled feature learn-
ing network (DFNet) to learn orientation common and
orientation specific features for robust and flexible feature
matching, under different orientation conditions. The over-
all architecture of the proposed DFNet is illustrated in Fig. 5
(a), where the orientation common and specific features
are learned in a unified framework that has two branches,
namely the common branch and the specific branch. The
orientation common features are learned by the adversarial
learning with an “Odd-One-Out” scheme, as shown in Fig. 5
(b). The orientation specific features are learned via visual
attention. Finally, an adaptive matching scheme with a novel
feature distance alignment module is used to exploit the two
types of features.
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Fig. 5. Illustration of our vehicle ReID framework. (a) The overall architecture of DFNet. The orientation common feature is generated by the
generator(G) via “Odd-One-Out” adversary, and the specific feature is obtained by the attention scheme. (b) ‘Odd-One-Out” adversarial learning is
implemented by the adversary between the cross-entropy loss in D and the uniform loss in G. Note that, G is the common feature generator,
consisting of the backbone Resnet50 and the common branch. (c) Distance alignment module aligns the distance distribution between two
disentangled features.

4.1 Orientation Common Feature Learning via “Odd-
One-Out” Adversary

The ideal orientation common features are expected to
encode common characteristics shared by all samples of
the same vehicle, while trying to ignore the orientation
specific information. This is because the orientation specific
information is often unuseful for cross-view ReID, and may
even degrade the performance, as illustrated in Fig. 2(a)(c).
This means the embedding common features need to be
orientation independent.

We observe that when using general ReID embedding
feature learning schemes, such as [34], to extract the base
embedding features of the vehicles, the obtained features
generally implicitly encode lots of orientation information,
which can be inferred from the high orientation recognition
accuracy (over 90%) using these base embedding features, as
discussed in Sec. 5.3. Therefore, to obtain orientation com-
mon features, we propose a new method that disentangles
and distills the orientation invariant information from the
base embedding features.

We design a novel “Odd-One-Out” adversarial learning
scheme to learn orientation common features, as shown
in Fig. 5. We construct sample tuples, where each tuple
consists of several vehicle images captured from the same
orientation together with one image captured from another
orientation. Note that all the samples in each tuple belong
to the same vehicle ID, and the “odd-one” here refers to
the sample that has a different orientation in this tuple.
Concretely, we build a tuple <xi, xj , xk> composed of
three image samples. Denote O(xi) as the orientation of the
sample xi. Assuming that O(xi) = O(xj) 6= O(xk), then the
sample xk is the odd-one sample here.

In our “Odd-One-Out” scheme, the discriminator, D, is
pushed to learn and recognize which sample is the odd-

one, while the feature generator (an embedding network),
G, aims to generate the orientation common features that
cannot be recognized by D. With the adversarial training
going on, G will gain the ability of generating orientation
independent features, i.e., the common features. Below we
introduce our adversarial learning scheme in details.

Orientation Discriminator (D). When we train the dis-
criminator D, the generator G is fixed and serves as a
common feature extractor to provide the input features for
D. Given an input odd-one tuple <xi, xj , xk> sharing the
same ID, we extract and concatenate the common features,
i.e., [G(xi);G(xj);G(xk)], as the input of D, as shown in Fig.
5(b). Then D learns to predict which sample in the tuple has
the odd-one orientation. The index of the odd-one sample in
the tuple is used as the label for supervision. For example,
for the tuple <xi, xj , xk>, if the third sample is the odd-one
with a different orientation, the label of this tuple is 3.

Therefore, the discriminator D for odd-one sample pre-
diction can be implemented as a classifier that uses the
standard cross-entropy loss (Lentropy) as supervision. The
cross-entropy loss is formulated as:

Lentropy = −
K∑

k=1

yk log(ŷk),

ŷk =
ezk∑K
j=1 e

zj
,

(1)

where y is the ground-truth class label vector in one-hot
distribution, and ŷk derived from the softmax function is the
prediction probability that the input belongs to the class k.
ezk is the output of the last fully-connected layer in D. K is
the number of classes, and is 3 here. Under the supervision
of Lentropy , D thus will learn to exploit the orientation
specific information contained in the input features.
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Common Feature Generator (G). Similarly, when train-
ing the common feature generator G, we fix the param-
eters of D. To obtain the features that are independent
of orientation variations, we design a novel uniform loss
Luniform. It constrains G to generate common features that
will make D produce a uniform probability distribution in
odd-one prediction (classification). Such a constraint drives
G to exploit the orientation independent information, and
try to eliminate the orientation specific information in the
generated common features.

The Luniform loss is inspired by the label smoothing
regularization [47] that assigns small values to the non-
ground-truth classes in cross-entropy loss. Hence, to obtain
Luniform, we can modify the standard cross-entropy loss
in Eq (1). Concretely, to construct the Luniform loss, the
ground-truth one-hot class label distribution yk in Eq (1)
is replaced with yk = 1

K , which keeps constant over all the
classes. Thus, Luniform is formulated as follows:

Luniform = −
K∑

k=1

1

K
log(ŷk), (2)

where ŷk is the output of the softmax function in D. It can
be inferred from Eq (2) that Luniform reaches the minimum
value, only when the output of D, i.e., ŷk, has a uniform
distribution, and the loss will increase when the prediction
probability of a certain class goes higher than the other ones.

Therefore, driven by Luniform and Lentropy , the adver-
sarial relation between G and D is constructed, as illus-
trated in Fig. 5(b). G tries to generate features to fool D
towards producing wrong odd-one predictions, i.e., making
D generate a classification result that has equal probabilities
at all classes. Conversely, D tries to exploit the orientation
specific information in the input features to correctly predict
(classify) which sample is the odd-one.

As the adversarial learning proceeds, D becomes more
and more powerful in exploiting the orientation specific
information in the input features for odd-one prediction,
which in turn pushes G to “erase” the orientation specific
information as much as possible in its generated common
features, so as to confuse D in odd-one classification. Finally,
only the orientation invariant information is reserved in the
common features produced by G.

4.2 Orientation Specific Feature Learning via an Atten-
tion Scheme

The orientation specific features need to exploit and encode
subtle details of the vehicles, i.e., selectively focusing on the
informative regions that are useful for ReID, as shown by
the yellow boxes in Fig. 2. This selectively focusing proce-
dure can be performed with the attention mechanism that
has been demonstrated to be effective in various areas, such
as machine translation [3] and image caption generation
[54]. Therefore, we adopt the visual attention scheme here to
enable the specific branch of our network to learn to attend
to important details of the vehicles.

In our method, the attention module computes the im-
portance score for each element in the feature maps. Let x
denote the input, and f(x) denote the feature map, then
the attention module learns the attention score s(x) for each

element, which is used to softly weight the output features
as follows:

bi,j(x) = fi,j(x)� si,j(x), (3)

where (i, j) indicates the element position on the feature
maps.

As for the detailed implementation, our attention mod-
ule is applied to the last convolution layer of the backbone
network (Resnet50), as shown in Fig. 5. The attention mod-
ule consists of two 1 × 1 convolutional layers (1st layer
channel: 2048 → 512; 2nd layer channel: 512 → 1). The
output of the attention module is applied with a softmax
function to get the normalized attention scores. Finally, the
orientation specific features are produced by element-wise
product of the normalized attention scores and the original
features from the backbone model, i.e., the responses on
the regions of interest are enhanced on the learned specific
features.

4.3 Adaptive Matching Scheme

To effectively take advantage of the orientation common and
specific features, we propose an adaptive matching strategy,
in which these two types of features are adaptively empha-
sized for distance computation under different orientation
conditions, as shown in Fig. 6. Concretely, given a query
image, we first use the common features to get the initial
recall list, and then perform adaptive matching for the Top
K results. For each reference image in Top K, we calculate
the weighting scores ωc and ωs, which represent importance
degrees of common and specific features. The matching
procedure can be expressed as:

d = ωcdc + ωsϕ(ds),

s.t. ωc + ωs = 1,
(4)

where dc and ds are the cosine distances derived from the
common and specific features, respectively. ϕ(·) stands for
the feature distance alignment module.

Adaptive Weights Calculation. We design a small mod-
ule to adaptively calculate the weighting scores {ωs, ωc}
for different matching pairs. This module is achieved by
a binary classifier head that is coupled into our DFNet, to
identify whether the matching pairs come from the same
viewpoint. The output softmax scores {ps, pc} are the prob-
abilities that the matching pairs are from the same viewpoint
or not. If they are captured under different viewpoints, the
common feature should be emphasized. If they are from the
same viewpoint, the specific feature should be paid more
attention. Therefore, {ps, pc} can be used as our weighting
scores {ωs, ωc} for adaptive matching. The specific features
are concatenated as input for each matching pair, since the
specific feature contains much view information.

In Eq (4), ϕ(·) is the feature distance mapping from
the specific features to the common features, as we cannot
directly compare the two feature distances that are learned
in two different feature spaces. Below we introduce the
details of our feature distance alignment module.

Feature Distance Alignment Module. Given two types
of features from different feature spaces, their feature dis-
tance distributions are different, as shown in Fig. 7. Specif-
ically, we observe that the median distance for the positive
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Fig. 6. At the testing stage, we use the designed adaptive matching scheme to get the hybrid similarities, on which the feature distance alignment
and adaptive weights calculation mechanisms are performed. The adaptive matching scheme can adaptively emphasize different features for
different matching pairs to achieve better performance.

Fig. 7. Distance distributions of the common features (red solid curves),
the specific features (green solid curves), and the aligned specific
feature distance distribution (green dashed curves) that is converted
towards the common feature distance using the proposed alignment
module. We can observe that the aligned specific feature distance distri-
bution well fits the common feature distance distribution. The Kullback-
Leibler Divergence (KLD) between the two distributions is 0.003 only,
demonstrating the effectiveness of the proposed distance alignment
method.

pairs of common features is 0.33, while the specific feature
distances have a smaller scale with the median of 0.18. This
means half of the distances are less than 0.18 and 0.33 in two
feature spaces, respectively. Therefore, the distance 0.18 for
specific features and 0.33 for common features represent the
same evaluation metric scale in two feature spaces. Besides,
the standard deviations of these two distributions are also
different. Considering that different feature distances can
only be compared at the same metric and scale during
ranking, we propose a trainable feature distance alignment
module ϕ(·) to align these two distance distributions by
their mean and standard deviations. If these two feature
distances have the same distribution, consistent metric val-
ues can be obtained in these two distributions. Then, we can
directly compare their distances during the ranking stage.

The alignment module is trained along with our DFNet.
During training, we first sample feature pairs in a mini-
batch to compute the feature distances. Then, we design a
loss Lalign to constrain the mean and the standard deviation
of the sampled feature distances, as shown in Fig. 5 (c). We

conduct the alignment for positive pairs and negative pairs
separately. We randomly select positive pairs or negative
pairs in each iteration, and obtain the means and standard
deviations of these two types of feature distances. Then,
Lalign can be calculated as follows:

Lalign = Lmean + Lvariance, (5)

where Lmean aims to align the means of two types feature
distributions, and Lvariance aims to align their standard
deviations. The formulations can be represented as,

Lmean =
1

N

N∑
i=1

dic −
1

N

N∑
i=1

ϕ(dis), (6)

Lvariance =
1

N

N∑
i=1

(dic−M(dc))
2− 1

N

N∑
i=1

(ϕ(dis)−M(ϕ(ds)))
2,

(7)
where N is the number of positive/negative pairs for
distance computation. ϕ(·) is a learned mapping function
from the specific feature distance to the common feature
distance. dic and dis are the feature distances of the common
and specific features, respectively. M(·) is the function to
compute the mean value of the common or specific feature
distance. In this way, Lalign is able to guide the mapping
ϕ(·) to align the two types of distance distributions.

Note that the aforementioned alignment scheme is dif-
ferent from feature normalization schemes, such as Batch
Normalization [20], since they are designed for constraining
features’ distributions, rather than feature distances’ distribu-
tions. Particularly, features with the same distribution do
not necessarily share the same feature distance distribution.
Also note that batch normalization has been included in
both the common branch and specific branch in our network
for feature extraction.

With the proposed feature distance alignment module,
we can adjust the distance distribution of the specific fea-
tures to approximate that of the common features. The
mapped specific feature distance distribution is illustrated
in Fig. 7, which well fits the distance distribution of the com-
mon features, and thus facilitates ReID performing ranking
based on these two types of feature distances.
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Algorithm 1 DFNet training procedure
Input: Vehicle images: x1, ..., xn, ID labels: id1, ..., idn, and orienta-

tion labels: O1, ..., On. Initialized parameters φc for the common
branch, and φs for the specific branch of the ReID model. Initialized
parameters φD for the discriminator D. Initialized parameters ϕ for
these two feature distances mapping function. k is the optimization
step. M is the batch size.

1: for total training iterations do
2: // Train φc, φs of ReID model, and ϕ for alignment
3: for k steps do
4: Fix parameters φD
5: Sample a mini-batch of M images
6: Extract common and specific features with φc and φs
7: Calculate Ls

metric for the specific features
8: Build odd-one tuples, and get the output of D
9: Calculate LUniform and Lc

metric for common features
10: Calculate Lalign to align common and specific distance distri-

butions
11: Update φs according to Ls

metric
12: Update φc according to LUniform and Lc

metric
13: Update ϕ according to Lalign

14: end for
15: // Train φD of D
16: for k steps do
17: Fix parameters of φc
18: Sample a mini-batch of M images
19: Extract the common features by φc
20: Build odd-one tuples, and compute Lentropy for D
21: Update φD according to Lentropy

22: end for
23: end for

4.4 Network Learning

To learn discriminative common and specific features, we
apply the metric loss, consisting of the cross-entropy loss
Lidentity (for identity classification) and the triplet loss
Ltriplet [44] (for distance metric learning), on both the
common branch and the specific branch, as shown in Fig. 5.
The triplet loss constrains the samples belonging to the same
vehicle ID to get closer than those with different vehicle IDs
in the feature space.

Besides, we further incorporate attribute classification
tasks based on the common feature, i.e., color classification,
type classification, and brand classification. The attribute
information is helpful to exploit the common characteristics
for the common feature. Then, the metric loss for common
branch is formulated as:

Lc
metric = ωidLidentity + ωtriLtriplet + ωattLatt, (8)

where ωid, ωtri and ωatt are the parameters to balance
losses. Latt is the sum of cross-entropy losses for color
classification, type classification, and brand classification.
The metric loss for specific branch is:

Ls
metric = ωidLidentity + ωtriLtriplet, (9)

We combine the metric learning of the two types of
features with the “Odd-One-Out” adversary scheme and
feature distance alignment scheme. Thereby, the overall loss
function for optimizing the network can be represented as:

L = Lc
metric + Ls

metric︸ ︷︷ ︸
metric learning

+ Luniform︸ ︷︷ ︸
common feature learning

+ Lalign︸ ︷︷ ︸
distance alignment

,

(10)
where Luniform denotes the proposed “Odd-One-Out” ad-
versary for common features. The metric constraints Lc

metric

and Ls
metric are applied on the common and specific

branches, respectively. Lalign is used for feature distance
alignment between the specific and common features.

The training procedure of the proposed framework is
summarized in Algorithm 1. The overall training pipeline
follows the general learning process of GAN, which con-
ducts alternate optimization between the feature extractors
and the common feature discriminator D.

5 EXPERIMENTS

5.1 Experimental Setup
Network Architectures. The backbone of our DFNet is the
ResNet50 [19] model, employing the “bag-of-tricks” strong
baseline [34] scheme. DFNet has two branches after the
“conv5” layer of Resnet50, which are designed for learning
the two types of proposed features respectively. These two
branches both share the conv5 layer features as the input.
The attention module is placed in the specific branch, and
the feature map (f(x)) involved in attention module is from
the “conv5” layer. Then global average pooling layer (GAP),
fully-connected (FC) layer, and batch normalization (BN)
Neck are added in these two branches. The FC layer reduces
the features to 128 dimensions, which are highly compact
compared to the original 2048D features directly extracted
by the Resnet50. The discriminator D that serves as the
odd-one sample classifier in common feature learning is
a small-scale network with three FC layers. The number
of the classifier output is the size of the odd-one tuple,
and we set it to 3 in this work. The input of the common
feature discriminator D has 384 (128×3) dimensions. The
input channels for the three FC layers are 384, 128, and 128,
respectively. The classifier head for weight calculation in
adaptive matching contains two fc layers(1st layer channel:
256 → 128; 2nd layer channel: 128 → 2). The proposed
feature distance alignment module consists of two FC layers
with BN and ReLU (1st layer channel: 1 → 32; 2nd layer
channel: 32→ 1). The input is the specific feature distances,
and the output is the converted common feature distance.

Hyper Parameters. The parameters ωid and ωtri balance
the cross-entropy loss and triplet loss in the metric learning,
which is a basic configuration in ReID [35] [48] [12] [33]
[5], and we follow the widely used configuration by setting
them to 0.5. The ωatt is also set to 0.5. The learning rate
in training starts from 0.003 for the backbone, and 0.001
for the discriminator, which is decayed by a factor of 20
in the 40th epoch. The model is trained for 70 epochs
with 256 × 256 input resolution, and the batch size is 64.
Specifically, for the specific feature learning, we set a ratio
of 8: 2 to sample triplet units with the same and different
viewpoints to strengthen model discrimination between the
same viewpoint samples. For the common feature learning,
various viewpoints samples are randomly sampled. We
perform adaptive matching scheme for the Top 50 results
in the initial recall list. The model is optimized by the SGD
algorithm [7]. We conduct experiments on PyTorch platform
with 1 Nvidia V100 GPU and 1 E5 2650 CPU.

As for the vehicle orientation settings, the images in the
VehicleID dataset are divided into 2 orientations (front and
rear), and the images in the VeRI-776, VERI-Wild, and VERI-
Wild 2.0 datasets are divided to 4 major orientations (front,
rear, left-side, and right-side).
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TABLE 4
Performance on the VERI-Wild (a) and VERI-Wild 2.0 (b) datasets. The best results are highlighted with bold and the second best results are

highlighted with underline.
(a) Performance on the VERI-Wild dataset.

Settings Test Size=3000 Test Size=5000 Test Size=10000
Methods mAP CMC@1 CMC@5 mAP CMC@1 CMC@5 mAP CMC@1 CMC@5 Reference

GoogLeNet [56] 24.27 57.16 75.13 24.15 53.16 71.1 21.53 44.61 63.55 CVPR’15
FDA-Net (VGGM) [33] 35.11 64.03 82.8 29.80 57.82 78.34 22.78 49.43 70.48 CVPR’19
MLSL (Mobilenet) [2] 46.32 - - 42.37 - - 36.61 - - Access’19

Softmax (Resnet50) [29] 49.76 60.81 83.26 41.28 54.27 80.04 30.91 47.85 71.53 -
Triplet (Resnet50) [35] 58.43 65.47 86.98 49.72 57.76 80.86 38.57 47.65 71.66 -

FDA-Net (Resnet50) [33] 61.57 73.62 91.23 52.69 64.29 85.39 45.78 58.76 80.97 CVPR’19
AAVER (Resnet101) [42] 62.23 75.80 92.70 53.66 68.24 88.88 41.68 58.69 81.59 ICCV’19

BS (mobilnet) [25] 70.54 84.17 95.30 62.83 78.22 93.06 51.63 69.99 88.45 IJCNN’19
UMTS (Resnet50) [21] 72.7 84.5 - 66.1 89.3 - 54.2 72.8 - AAAI’20
HPGN (Resnet50) [45] 80.42 91.37 - 75.17 88.21 - 65.04 82.8 - T-ITS’20
PVEN (Resnet50) [39] 79.8 94.01 98.06 73.9 92.03 97.15 66.2 88.62 95.31 CVPR’20

SAVER∗ (Resnet50) [23] 80.9 94.5 98.1 75.3 92.7 97.4 67.7 89.5 95.8 ECCV’20
Strong Baseline (Resnet50) [34] 77.31 93.15 96.36 72.61 91.06 96.73 63.52 87.08 94.60 CVPR W’19

DFNet(Resnet50) 83.09 94.79 98.05 77.27 93.22 97.46 69.85 89.38 96.03 Ours

(b) Performance on the VERI-Wild 2.0 dataset.
Settings Test Set All Test Set A Test Set B
Methods mAP CMC@1 CMC@5 mAP CMC@1 CMC@5 mAP CMC@1 CMC@5 Reference

GoogLeNet [56] 11.74 27.31 25.72 9.54 15.36 20.85 13.78 39.61 52.35
Softmax (Resnet50) 29.71 54.01 63.93 30.01 38.32 51.78 34.97 82.14 92.61 -

Triplet (Resnet50) [35] 19.76 34.94 48.72 17.45 21.48 32.78 28.63 63.78 82.98 -
GSTE (Resnet50) [5] 32.57 59.25 64.48 33.01 47.54 50.81 41.82 86.08 91.43 TMM’18

FDA-Net (Resnet50) [33] 34.21 57.32 64.90 34.63 45.53 52.77 43.93 84.78 92.47 CVPR’19
EVER (Resnet50) [41] 36.8 59.1 67.6 36.8 48.7 57.3 45.4 86.1 94.3 CVPR’20
PVEN (Resnet50) [39] 37.15 61.19 68.63 38.77 51.28 59.32 45.48 88.05 94.35 CVPR’20

SAVER∗ (Resnet50) [23] 38.0 62.1 69.5 39.2 52.3 60.2 45.1 88.1 94.1 ECCV’20
Strong Baseline (Resnet50) [34] 34.71 54.37 63.99 32.75 40.12 52.18 42.25 82.72 90.67 CVPR W’19

DFNet (Resnet50) 39.84 62.21 68.90 40.39 51.68 60.51 46.13 88.56 94.17 Ours
∗ SAVER uses additional vehicle datasets in its pre-training network.

5.2 Results Analysis
5.2.1 Evaluation on VERI-Wild and VERI-Wild 2.0 Datasets
Table 4 shows the results on the preliminary VERI-Wild
dataset, and the newly proposed VERI-Wild 2.0 dataset. In
VERI-Wild 2.0, the queries in Set A only have 1 ∼ 5 samples
with the same identity in the gallery set, which makes it
rather difficult to precisely retrieve a limited number of
ground-truth samples in a large gallery set. In contrast, in
Set B, each query has a large number of ground-truth sam-
ples (∼ 59 on average) in the gallery set, which poses chal-
lenges to recall all samples with rich diversities. Therefore,
based on the VERI-Wild 2.0, we can comprehensively evalu-
ate vehicle ReID methods. It can be observed that our DFNet
can achieve 83.09% mAP on VERI-Wild (Test Size=3000), but
can only get 39.84% on VERI-Wild 2.0 (Test Set All). Such an
obvious performance drop (-43.25%) demonstrates that the
VERI-Wild 2.0 is much more challenging than VERI-Wild.

Besides, we have invited the authors of recent works [39]
[23] [41] [33] [5] to test their methods on our VERI-Wild 2.0
dataset. Among these methods, MLSL [2], BS [25], and GSTE
[5] all designed new loss functions for embedding space op-
timization to make the representation more discriminative.
By using the feature disentangling scheme, our proposed
DFNet significantly outperforms these methods on both the
VERI-Wild and VERI-Wild 2.0 datasets.

There are also methods using GANs or VAEs [24] to
promote model learning, as shown in Table 4. For example,
FDA-Net [33] used a feature distance adversarial scheme to
generate hard negative samples, and SAVER [23] proposed

to generate coarse vehicle template to help obtain detailed
information. Our proposed DFNet also outperforms the
state-of-the-art SAVER by 2.19% and 1.84% mAP on VERI-
Wild (Testsize 3000) and VERI-Wild 2.0 (Test Set All), respec-
tively. This shows the potential of our DFNet to generalize
towards large-scale unconstrained vehicle ReID scenarios.

5.2.2 Evaluation on VehicleID Dataset

Table 5 shows the results on the VehicleID dataset. In
VehicleID, most of the vehicle images have high resolu-
tions, but have two orientations only (front view and rear
view). As for the comparison methods, TAMR [17], Part-
regularized [18], and AAVER [42] all explored learning part-
level features to improve the discrimination of the subtle
information. The proposed DFNet significantly outperforms
them by a large margin, since the disentangled orientation
common features and attentive specific features can be
adaptively used for different matching pairs, which greatly
boosts the performance. Specially, compared to AAVER [42]
that extracted local features with key-point information, our
DFNet also significantly outperforms it by 20.11% at the
CMC@1 accuracy under TestSize=2400.

As for the hard example learning methods, EALN
[32] designed a hard negative generation scheme, and
HDC+Contrastive [58] used an online hard example mining
approach with a set of model cascading. In these methods,
the visually similar vehicles with the same orientation tend
to be considered as the hard negative samples, while the
samples with the same identity but different orientations
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TABLE 5
Performance on the VehicleID dataset.

Settings Test Size=800 Test Size=1600 Test Size=2400
Methods mAP CMC@1 CMC@5 mAP CMC@1 CMC@5 mAP CMC@1 CMC@5 Reference

Mixed Diff+CCL [27] 54.60 48.93 75.65 48.1 45.05 68.85 45.5 41.05 63.38 CVPR’16
VAMI [64] - 63.12 83.25 - 52.87 75.12 - 47.34 70.29 CVPR’18

FDA-Net (VGGM) [33] 68.94 65.91 86.15 65.33 59.84 77.09 61.84 55.53 74.65 CVPR’19
AAVER (Resnet50) [42] - 70.03 89.81 - 68.62 89.95 - 59.04 80.60 ICCV’19
HDC+Contrastive [58] 65.50 - - 63.10 - - 57.50 - - ICCV’17
MLSL (Mobilenet) [2] - 74.21 88.38 - 69.23 81.48 - 66.55 78.67 Access’19
TAMR (Resnet18) [17] 66.02 79.71 - 62.90 76.80 - 59.69 73.87 - TIP’19

GSTE (VGGM) [5] 75.4 75.9 84.2 74.3 74.8 83.6 72.4 74.0 82.7 TMM’18
GRF+GGL (VGGM) [30] - 77.1 92.8 - 72.7 89.2 - 70.0 87.1 TIP’19

EALN (Resnet50) [32] 77.50 75.11 88.09 74.2 71.78 83.94 71.00 69.30 81.42 TIP’19
PRN (resnet50) [9] - 78.92 94.81 - 74.94 92.02 - 71.58 88.46 CVPR’19

Part-regularized (Resnet50) [18] - 78.4 92.3 - 75.0 88.3 - 74.2 86.4 CVPR’19
UMTS (Resnet50) [21] 87.0 80.9 - 84.2 78.8 - 82.8 76.1 - AAAI’20
SAVER (Resnet0) [23] - 79.9 95.2 - 77.6 91.1 - 75.3 88.3 ECCV’20

Strong Baseline (Resnet50) [34] 84.35 79.53 95.27 80.85 76.52 91.11 78.25 73.31 87.34 CVPR W’19
DFNet (Resnet50) 88.52 84.76 96.22 85.24 80.61 94.10 83.18 79.15 92.86 Ours

are often treated as the hard positive samples. Our DFNet
can well deal with these cases by flexible matching with
the disentangled features, and superior performances can
be achieved by the DFNet, from small to large scale test sets
in the VehicleID dataset.

As for the generative methods, VAMI [64] used GAN-
based generation scheme to predict the cross-view features
for alleviating the view variations, while in our method,
we propose a novel “Odd-One-Out” adversarial learning to
disentangle orientation common features, and our method
achieves better performance.

5.2.3 Evaluation on VeRI-776 Dataset

Table 6 shows the results on the VeRI-776 dataset. VeRI-776
is a small-scale vehicle dataset containing 200 vehicle IDs in
the test set. The images were captured with various view-
points and different resolutions. Hence it is challenging to
conduct cross-view ReID in VeRI-776. Our proposed DFNet
achieves good results with 80.97% mAP and 97.08% CMC@1
accuracy, surpassing all the other comparison methods. In
particular, compared with OIFE+ST [51], VAMI+STR [64],
and PAMTRI [48] which also attempted to generate orien-
tation invariant features with other technical designs, our
proposed common features learned by the “Odd-One-Out”
scheme can achieve better performance for the cross-view
setting. Besides, the state-of-the-art methods PVEN [39]
used parsing mask information to align vehicles, which seg-
mented each vehicle into four different parts. However, seg-
mentation annotations are often very expensive to obtain.
SAVER [23] used additional vehicle data for pre-training
the model. In our method, though the 128D common and
specific features are more compact than the 2048D ones used
in PVEN [39] and SAVER [23], we still outperform them.

There also exist some methods [30] [12] [25] that relied on
improved loss functions to learn discriminative embedding
features. For example, GRF+GGL [30] used a group-group
loss to optimize the distance within and across vehicle im-
age groups. VANet [12] used two metrics for similar view-
point and different viewpoint feature leaning. Compared to
these methods [30] [12] [25], our DFNet with common and
specific features also achieves better performance.

TABLE 6
Performance on the VeRI-776 dataset.

Methods mAP CMC@1 CMC@5
FACT +Plate + STR [29] 27.77 61.44 78.78

OIFE+ST [51] 51.42 68.30 89.70
VAMI+STR [64] 61.32 85.92 91.84

EALN (VGGM) [32] 57.44 84.39 94.05
AAVER (Resnet50) [42] 58.52 88.68 94.10

GRF+GGL (VGGM) [30] 61.7 89.4 95.0
VANet (Googlenet) [12] 66.34 89.78 95.99

BS (mobilenet) [25] 67.55 90.23 96.42
FDA-Net (Resnet50) [33] 71.75 93.62 97.25

Part-regularized (Resnet50) [18] 70.2 92.2 97.9
PAMTRI (Dense201) [48] 71.88 92.86 96.97

UMTS (Resnet50) [21] 75.9 95.8 -
PVEN (Resnet50) [39] 79.5 95.6 98.4
SAVER (Resnet50) [23] 79.6 96.4 98.6

Strong Baseline (Resnet50) [34] 75.31 95.35 97.81
DFNet (Resnet50) 80.97 97.08 99.01

TABLE 7
Ablation study of common and specific feature.

Dataset VehicleID VeRI-776 VERI-Wild 2.0
Specific feature 84.90 76.23 35.65

Common feature 86.21 78.81 37.59
Simple combination 86.37 78.38 37.69

DFNet w/o alignment 78.44 73.19 32.25
DFNet 88.52 80.97 39.84

5.3 Analysis of DFNet

5.3.1 Utilization of Common and Specific Features.
Table 7 shows that using common or specific features alone
can also achieve competitive performance compared to
other methods [32] [2] [58]. This indicates that the common
and specific features are both discriminative for differen-
tiating vehicles with a compact feature size. The simple
combination in Table 7 stands for conducting direct summa-
tion of the two distances of common and specific features,
i.e., dc + ϕ(ds). Such a simple combination outperforms
the single specific or common feature on VehicleID (test-
Size=800) and VERI-Wild 2.0 (test set all) datasets, but gets
worse performance on VeRI-776 dataset since the orientation
specific information degrades the performance in cross-
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Fig. 8. Visualization of the response maps generated by the attention
module.

Fig. 9. The discriminator’s classification accuracy in “Odd-One-Out”
adversarial learning. After 20 epochs, the generator produces common
features with increasingly better quality, which can fool the discriminator
and degrade its accuracy.

view ReID. Compared to the simple combination, we can
get better performance when using the adaptive matching
scheme in the DFNet, since our adaptive matching scheme
can emphasize the two features adaptively according to the
orientation consistency of the image pairs. Particularly, the
performance drops obviously when the alignment module
is removed from the adaptive matching scheme (DFNet
w/o alignment) as shown in Table 7. Such a drop can
be attributed to different distance distributions of the two
features.

We also show several examples of the response maps
of the attention module in the specific branch in Fig. 8.
We observe that the detail regions are emphasized on the
response maps for specific features.

5.3.2 Analysis of “Odd-One-Out” Adversarial Learning.
Whether embedding feature contains orientation infor-
mation: We design a toy experiment to investigate if the
embedding features, extracted using the baseline ReID em-
bedding learning model [34], encode much view informa-
tion of the vehicles. Concretely, a well-trained model [34]
is used to extract vehicle features, and then we construct
odd-one tuples using such features to represent the samples.
A separate orientation classifier (with the same architec-
ture as the discriminator in adversarial learning) is then
trained with these odd-one tuples, in order to recognize
which sample in the tuple is the odd-one. Surprisingly, the
accuracy of “odd-one” sample recognition reaches 94.47%
on VehicleID TestSet(test size=800). This indicates that the
embedding features implicitly encode lots of orientation
specific information, which thus are able to find out the
“odd-one” sample that has a different orientation in each
tuple.

Discriminator’s classification accuracy: Besides, we
show the classification accuracy of the discriminator during
the adversarial learning in Fig. 9. As adversarial learning

TABLE 8
Common feature performance (mAP) of adopting different adversarial

strategies.

Dataset VehicleID VeRI-776 VERI-Wild 2.0
Min-Max adversary 2-tuple 85.30 77.34 36.63
Min-Max adversary 3-tuple 85.42 77.61 37.09

“Odd-One-Out” 2-tuple 85.83 77.96 37.21
“Odd-One-Out” 3-tuple 86.21 78.81 37.59

TABLE 9
Performance (mAP) of adopting different distance alignment module.

Dataset VehicleID VeRI-776 VERI-Wild 2.0
Batch normalization 78.44 73.19 32.25

Offline alignment module 87.31 79.41 38.81
Online alignment module 88.52 80.97 39.84

goes on, the accuracy gradually decreases (after 20 epochs).
Because the uniform loss constrains the generator to pro-
duce the orientation common information with better qual-
ity, and thus it becomes more difficult for the discriminator
to identify the sample with a different orientation. This
implies the effectiveness of the ”Odd-One-Out” scheme that
provides desirable common features irrelevant to orienta-
tion variations.

Different adversarial strategies comparison: Further-
more, we compare different adversarial strategies for com-
mon feature generation. Besides the designed “Odd-One-
Out” adversary, simply taking the negative of the discrim-
inator loss (Eq. 1) as generator loss can also construct an
adversarial relation between G and D, called Min-Max ad-
versary. As shown in table 8, the “Odd-One-Out” adversary
can achieve better performance than Min-Max adversary,
since the ideal common feature will make D produce a
uniform probability distribution on the odd-one prediction,
while the Min-Max adversary aims to make the probability
of odd-one sample as small as possible, which does not
match the goal of the common feature.

Besides, we adopt different tuple sizes (2 or 3 samples
in a tuple) for “Odd-One-Out” and Min-Max adversary. For
the 2-tuple version, the discriminator predicts whether the
two samples share the same orientation or not. The 3-tuple
design is more effective than 2-tuple, since it can simulta-
neously learn relationships from both the same-orientation
and different-orientation pairs.

5.3.3 Adaptive Matching Scheme Analysis.
Feature distance alignment module: In Fig. 7, we present
the feature distance distributions after the proposed align-
ment. The feature distances are computed on the vehicle
pairs that are randomly sampled from the test set of the
VehicleID dataset. After distance alignment, the aligned
distance distribution of the specific features can well fit that
of the common features.

Compared to the offline distance alignment method,
Chebyshev polynomials, which is used in our preliminary
conference paper [4], our new online alignment module
can obtain more precise distance distribution fitting results
(0.003 v.s. 0.007 on Kullback-Leibler divergence), and can
be integrated into the end-to-end learning framework. Be-
sides, the DFNet with the online distance alignment module
achieves higher ReID performance than the offline Cheby-
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Fig. 10. Illustration of the top 6 ReID results. Three examples of the top 6 retrieval results are shown in (a), (b), and (c). The comparison results of
different representations are shown in (d). The green and red boxes indicate the correct and wrong results, respectively.

TABLE 10
subsets split for viewpoint / illumination / weather analysis.

Subset Cross-View Same-View All-View Day-Day Day-Night Night-Day Night-Night Rain Fog Clear Day

Probe samples 5,261 5,261 5,261 3,301 3,301 3,090 3,090 3,425 3,837 3,982

Gallery samples 11,296 11,826 11,764 16,562 15,965 16,525 15,965 13,324 13,524 13,563

shev polynomials, as shown in Table 9. Moreover, the batch
normalization module achieves unsatisfactory performance,
since it can only constrain features’ distribution, and does
not focus on aligning the feature distances’ distributions.

Runtime Complexity. It is worth noting that our adap-
tive matching can be performed very efficiently. For the dis-
tance alignment scheme, since the distance is only a single
floating number, the time cost of the distance converting
can be considered negligible. For 2.6 million distances (800
queries, 5693 references), the distance alignment only costs
0.32s. Besides, the adaptive weighting calculation for Top
50 recall list only brings 1.1 seconds time cost for VehicleID
800 Testset, while the costs of feature extraction and linear
matching in ReID process are 245.1s and 14.7s, respectively.
We test the Complexity on a PC with 1 Nvidia V100 GPU
and 1 E5 2650 CPU.

5.3.4 Retrieval Result Visualization.
In Fig. 10, we visualize the retrieval results of our DFNet.
We observe that in the results retrieved by the DFNet, the
ground-truth vehicle samples can be correctly recalled de-
spite the great variations in orientations and backgrounds.
In Fig. 10 (c), though the input is blurred and lacks subtle
details, DFNet can still recall the true positives with high
orientation variations. Even the false positives retrieved
also show high visual similarities with the query image.
Fig. 10 (d) shows that using the adaptive matching scheme
can better fuse the orientation specific and common rep-
resentations, and yields better ranking results, where the
wrong samples sharing the same viewpoint as the query
can be filtered out by the specific features. This further
demonstrates the effectiveness of the proposed adaptive
matching scheme.

5.4 Exploration on VERI-Wild 2.0 dataset
5.4.1 Influence of Viewpoint Variation for ReID.
We first construct subset to analyze the influence of view-
point variation for ReID. It includes Cross-View set, Same-
View set, and All-View set. Given a query, the samples
with the same orientation are selected as the Same-View set
gallery, and the samples with different orientations are in the

Cross-View gallery. The All-View set covers all viewpoints
for each vehicle. The details are shown in Table 10.

As shown in Table 11, the performance on the cross-
view subset is obviously inferior to the same-view one,
and the gap reaches 30% ∼ 37% mAP for different fea-
tures. This demonstrates that the cross-view ReID is much
challenging. Compared to the specific features, the common
features show significant performance advantages on cross-
view ReID (58.75% v.s. 50.87%). In contrast, for the same-
view ReID, the common features show weaker performance
than the specific features. One possible reason is that the
orientation-specific detailed information that is useful for
same-view ReID, has been largely removed in the common
features. Based on the last row in Table 11, we can conclude
that adaptive utilization of both types of features in DFNet
can better exploit the advantages of the specific and com-
mon information, and achieve the best performance.

TABLE 11
Cross-view and same-view ReID analysis (mAP).

Methods Cross-View Same-View ALL-View
Strong Baseline [34] 47.20 84.17 60.05

Specific feature 50.87 87.89 65.29
Common feature 58.75 85.38 67.87

Simple combination 54.98 87.21 67.32
DFNet 59.19 88.27 69.77

5.4.2 Influence of Illumination Variation for ReID.

On the VERI-Wild 2.0, rich samples are captured from both
nighttime and daytime. We further construct an illumina-
tion analysis subset for ReID. It includes the Day-Night,
Night-Day, Day-Day, and Night-Night sets. The Day-Night
set means the query is daytime samples, while all of the
galleries are captured from nighttime. The dataset details
are shown in Table 10. The probe sets for Day-Day and
Day-Night contain the same queries for a fair comparison,
and the gallery sets for Day-Day and Night-Day are also
identical.

We use the baseline method (Strong Baseline) and our
DFNet model to test different subsets’ performance. As
shown in Table 12, compared with Day-Day, the Day-Night
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performance drops significantly (86.13% v.s. 62.38% mAP
for DFNet). Besides, when the query and gallery sets are
both collected from the nighttime, the performance suffers
further degradation, since the nighttime samples usually
present less detail information. Compared with Strong Base-
line, our DFNet beats it by a remarkable margin of 4.77%
and 7.31% mAP on Day-Day and Night-Night settings,
respectively.

TABLE 12
Illumination variation analysis for ReID.

Subset Method mAP CMC@1 CMC@5

Day-Day
Strong Baseline [34] 81.36 92.87 98.09

DFNet 86.13 95.05 98.67

Day-Night
Strong Baseline [34] 56.04 83.32 92.01

DFNet 62.38 85.49 93.37

Night-Day
Strong Baseline [34] 51.03 72.31 83.82

DFNet 57.12 74.63 85.37

Night-Night
Strong Baseline [34] 43.87 79.36 88.21

DFNet 51.18 82.60 90.18

5.4.3 Influence of Weather Variation for ReID.
We further conduct experiments to analyze the weather
influence for ReID. We select the rainy, foggy, and clear
samples as queries for each subset, and choose clear samples
as gallery for all subsets. The subsets information is shown
in Table. 10. As shown in Table. 13, compared with the Clear
set, the rainy and foggy sets have lower performance. Due
to the weather influence, the rainy and foggy data may be
blurred, and some details may be lost.

TABLE 13
Weather variation analysis for ReID.

Subset Method mAP CMC@1 CMC@5

Rain
Strong Baseline [34] 70.39 87.76 92.34

DFNet 74.21 89.45 93.16

Fog
Strong Baseline [34] 72.23 86.39 92.82

DFNet 75.72 87.97 93.23

Clear Day
Strong Baseline [34] 75.21 89.71 96.01

DFNet 79.58 91.75 96.92

5.4.4 Attribute-based Retrieval Performance
We further conduct an attribute-based retrieval experi-
ment. The attributes include vehicle type, color, brand,
and identity(i.e., vehicle ReID). Given a query, we aim to
make samples with the same attribute rank higher than
those with different attributes. For vehicle type, color, and
brand, the Top 1000 mAP is used as evaluation metrics
[49]. We conduct several comparison methods, including
the attribute classification network containing three heads
for type, brand, and color classification, the Strong Base-
line/DFNet without attribute classification, and the Strong
Baseline/DFNet with attribute classification heads. For the
DFNet, the type, brand, and color heads are placed in the
common branch, considering these attributes may be useful
for common characteristic extraction.

The attribute-based retrieval performances on VERI-
Wild 2.0 All test set are shown in Table 14. Only performing
attribute classification can obtain impressive performances

on type, color, and brand based retrieval experiments. In
contrast, it can only obtain 9.82% mAP on vehicle ReID,
since it lacks the fine-grained similar vehicle discrimina-
tion ability. Besides, adding attribute classification heads in
Strong Baseline / DFNet, can boost their attribute-based
retrieval performance. For the Strong Baseline, the per-
formance improvements can reach 3.4% ∼ 7.7% mAP for
different attributes, and the improvements for DFNet are
2.1% ∼ 4.0% mAP.

TABLE 14
Attribute-based retrieval performance.

Attribute Type Color Brand Identity
Attribute Classification 88.78 81.89 82.73 9.82

Strong Baseline w/o Att 79.29 65.90 65.89 34.71
Strong Baseline w/ Att 82.67 73.56 72.58 34.72

DFNet w/o Att 83.49 72.88 70.33 39.61
DFNet w/ Att 86.67 76.23 75.35 39.84

Besides, we further analyze the performance of common
and specific features on attribute-based retrieval. As shown
in Table. 15, the common feature can achieve much higher
performance than the specific feature, i.e., 4.11%, 5.91%, and
3.33% mAP on the type, color, and brand based retrieval,
respectively. It demonstrates that the common feature can
better exploit the common attribute information in ReID.

When adding the attribute classification heads on the
specific branches, its ReID performance shows a slight drop,
since the attribute classification will influence the specific
feature to focus on the subtle details of vehicles. Therefore,
we only place the attribute classification on the common
branch, and can achieve good performances on both the
attribute-based retrieval and vehicle ReID.

TABLE 15
Performance of attribute-based retrieval on VERI-Wild 2.0.

Attribute Type Color Brand Identity
DFNet Analysis

Specific feature 80.40 67.92 67.03 35.65
Common feature 83.51 72.83 70.36 37.59

DFNet 83.49 72.88 70.39 39.84
DFNet w/ Attribute Analysis

Specific feature w/ Att 83.16 72.76 71.20 35.23
Common feature w/ Att 86.64 76.21 75.36 37.53

DFNet w/ Att 86.67 76.23 75.35 39.84

6 CONCLUSION

In this paper, we create a large-scale and challenging VERI-
Wild 2.0 dataset that presents diversified data captured in
various “unconstrained” conditions. The proposed VERI-
Wild 2.0 dataset is expected to be able to promote the
research and development of vehicle ReID in the wild.
Besides, we propose a novel disentangled feature learning
network to exploit the orientation common and specific fea-
tures in a unified framework. An adaptive matching scheme
is proposed to adaptively emphasize different features for
different matching pairs. We evaluate the models’ robust-
ness against different variations and perform attribute-
based retrieval experiments. The extensive experiments
demonstrate the effectiveness of the proposed method.
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