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AbstrAct
Military networks, and especially tactical net-

works, have become crucial in conducting mili-
tary actions. With images and videos being rich 
sources of information, a primary challenge in 
military networks is to be able to issue a query 
over a (large) distributed set of devices to find 
concrete actions or objects of interest. The prob-
lem inherent to this scenario is how to gather this 
information in an optimal way, depending on the 
objective, for further processing. To this end, in 
this work we present three different approaches, 
with different objectives, for using video analyt-
ics to label and collect the right information that 
is stored on mobile devices. We first present a 
solution for crowdsourcing devices to label vid-
eos that contain objects and actions of interest 
in a minimum amount of time. We then present 
a solution for gathering all images that contain 
objects of interest at a central server where a 
complete search of images stored on the mobile 
devices is completed as fast as possible. Finally, 
we consider the case in which we desire to col-
lect images that contain objects of interest as fast 
as possible, perhaps at the expense of the overall 
search time taking longer. In all three cases, we 
divide processing responsibilities between mobile 
devices where the videos/images are stored and 
the edge cloud.

IntroductIon
Mobile devices [1] have become a very import-
ant component of military operations, particular-
ly with regard to operations at the tactical edge. 
This implies that significant portions of the com-
munications and processing are executed on 
resource-constrained and bandwidth-limited plat-
forms and networks. Despite these limitations, 
one of the most critical aspects in military opera-
tions is providing the right information to the right 
person at the right time.

Videos and images are rich sources of infor-
mation in military operations. This is true for both 
stored and live sensor information generated for 
intelligence surveillance and reconnaissance (ISR) 
operations. One challenge is to be able to issue a 
query over a large distributed set of information 
to find actions or objects of interest. While this 
may seem straightforward for information stored 

in a central place or cloud, it is more difficult in 
environments where the information is distributed 
across mobile devices or is being generated live. 
One factor that simplifies searching for stored 
images in the cloud is that they may be pre-pro-
cessed and labeled to enable quick searching. 

However, images may not be labeled if they 
have been recently stored or are being generated 
in real time. The capability to search end devic-
es in response to a query is a huge leap forward 
because it allows many more, perhaps newer 
media to be searched. This will help in reaching 
devices that have not had a chance to upload, or 
do not usually upload due to privacy reasons. We 
examine two applications: labeling images/videos 
with the content they have, and uploading images 
whose content matches a query.

The approaches we review here are based on 
a general architecture in which queries are issued 
to mobile devices that may then either process 
images/videos locally or offload images/videos 
to an edge cloud for processing. The idea of han-
dling queries for information from images or vid-
eos on end devices greatly expands the scope for 
finding information [2]. In a more general case, 
the video processing may be broken into sub-
tasks that can then either be performed on the 
local device or on the remote cloud.

Queries are delivered to end devices, which 
then must coordinate a search across their stored 
videos and images to look for the content of inter-
est. 

The decision of where to do the processing 
is made depending on the state of the system, 
energy requirements, the quality of information 
objectives, and what is being requested. 

Detailed solutions will depend on if the query 
is to label content or gather it, if the content is in 
images or videos, or if the query relates to actions 
or objects. However, they all have similar charac-
teristics. We provide an overview of our methods 
and techniques, and then present more details on 
three different applications: 
1. Labeling images stored in videos as fast as 

possible
2. Labeling and uploading all images with the 

content of interest as fast as possible
3. Uploading as many images with content of 

interest at the highest rate possible, under-
standing that there may be straggler images
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In our system, quality of information (QoI) 
requirements must be considered. We explicitly 
take into account three characteristics: complete-
ness, accuracy, and timeliness. 

Completeness determines the requirement for 
the number of images that must be processed. A 
high completeness means that all images must be 
processed, and that the system must err on the 
side of including an image that might be misla-
beled. 

Accuracy is a requirement on the number of 
false positives. If images are mislabeled, the mea-
sure of accuracy is lowered. Accuracy and com-
pleteness are opposed to each other. 

Timeliness is a requirement on when the task 
must be completed. Timeliness can be a simple 
deadline, or more complex such as providing 
higher value for images gathered quickly and 
lower value for images that are returned later. 

Several functions must be performed on media 
to answer queries. These functions can be per-
formed on the device or offloaded to the edge 
cloud. First, if a query is made against videos, the 
videos must be sampled and video frames con-
verted into images. The sampling rate is a function 
of the query, the scene, and the QoI function. 
Once a set of images is procured, either through 
video sampling and conversion or by retrieving 
stored images, image processing takes place. 
There are multiple variations of these functions 
depending on user requirements.

Convolutional neural networks (CNNs) [3], 
which are structured into several layers to per-
form image processing, are used. The output 
of these CNNs are images with labels that cor-
respond to the members of the class of objects 
being searched for in the images. 

The general processing fl ow through a mobile 
device is as follows. When a query arrives, the 
mobile device uses meta-data from the query to 
quickly fi lter out irrelevant videos based on time 
and location. For example, a search might be con-
ducted for an object in a particular place during 
a specifi c time window, so only videos or images 
from that location and time period are selected 
for searching. Processing on the video then com-
mences. At several points during the processing, 
a decision is made on off loading the video to the 
edge cloud or performing processing locally. The 
decisions are made based on the state of the sys-
tem, including congestion on the edge network 
processors, quality and rate of the network con-
nection, energy remaining on the mobile device, 
and any time deadlines.

The decisions are aff ected by the application. 
For example, if the application is to simply label 
images of interest, there is no benefi t to upload-
ing an image to the cloud other than to complete 
the query faster and reduce energy consumption 
on the end device. If the application is to gather 
images with content of interest, images with the 
object that are uploaded to the cloud for process-
ing do not have to be uploaded again.

In the remainder of this article, we first con-
sider the problem of labeling all images/videos, 
describing in detail the steps for labeling the infor-
mation, and present the system architecture that 
implements the most effi  cient algorithm (split and 
shift) to this end. Then we present another sys-
tem, PicSys, which focuses on completeness and 

minimizes the total time of processing all images 
and sending those that contain the object of inter-
est from all local devices to the cloud. This is fol-
lowed by the approach that emphasizes timeliness
and consists of sending the useful information as 
fast as possible to the analyst while imposing fi nite 
energy budgets to local devices for that purpose. 
We present some potential related research direc-
tions.

lAbelIng
One common problem in video processing is 
labeling all stored images/videos as fast as pos-
sible [4, 5]. Once videos are labeled with their 
content, it is much faster to search for desired 
content when the need arises. Figure 1 shows 
the basic architecture of a system that leverages 
processing in mobile devices as well as in graph-
ics processing units (GPUs) in the edge cloud. 
The details of the system are provided in [4]. It is 
worth mentioning that the video coding is H.264. 
MediaExtractor/MediaCodec on Android were 
used to extract frames. I-frames are extracted 
directly, and the others are computed from I- and 
P-frames. 

Mobile devices take the request from an ana-
lyst (Fig. 1) to label certain content, stored videos, 
state of network connectivity, and a user defi ned 
willingness to spend energy on this task as input. 
The devices then make decisions as to where cer-
tain tasks are processed to minimize the time it 
takes all devices to label all videos. 

Once videos have been filtered by time and 
place, the steps for labeling are:
• Frame extraction, during which videos are 

sampled and selected frames are converted 
into images

• Detection, in which images are processed 
and labeled depending on if the target con-
tent is found

The mobile devices can offload the entire video 
to the edge cloud for processing, or can perform 
frame extraction on the mobile device. If the 
video is offloaded, the mobile device will move 
on to the next stored video, and the network 
will send labels for the video back to the mobile 
device when its processing is completed.

FIGURE 1. Overview of the system architecture for Labeling.
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If the frames are extracted on the mobile 
device, the device can then decide to offload the 
frames to the cloud network for detection or per-
form the detection locally. In either case, once 
detection is completed, the videos are labeled 
with the results. 

It is worth pointing out that all the videos with 
the relevant information, from either the cloud or 
the devices, are sent back to the analyst (Fig. 1) 
who has requested the information, whereas the 
mobile user may decide to keep or discard the 
information at the end of the process.

Mobile devices may connect to a network 
using either WiFi or a cellular interface, such as 
LTE. There are large differences between these 
two technologies. WiFi provides higher data rates 
at much lower energy costs compared to LTE. 
Our results show that WiFi uses slightly less power 
than LTE to achieve data rates that are three 
orders of magnitude higher. This allows WiFi con-
nected devices to more aggressively offload vid-
eos for processing.

The first step in processing on the mobile 
device is frame extraction. Our experiments show 
that it is slightly cheaper in terms of time per 
frame to extract frames at a higher sampling rate 
than at a lower sampling rate. For example, if 20 
fps of a video are required to be extracted out of 
a 30 fps video, it is cheaper to extract all of the 
frames than 20 frames one by one. However, the 
savings are not large, so at low sampling rates it is 
better to extract frames one by one. The required 
sampling rate will depend on the scene in the 
video and on the objects being detected. Using 
the digital signal processor in a typical mobile 
device, frame extraction requires 4 percent of the 
phone CPU.

The second task is to perform detection on 
the extracted images using a CNN. Our results 
show that on the CPU of mobile devices, it is 
more efficient to batch images for detection pro-
cessing than to process images one at a time. For 
example, it is 30 percent faster to process a batch 
of 10 images than to call the image detector for 
10 individual images. For this reason, we process 
images in batches. Detection processing uses 25 
percent of the CPU capacity and requires twice 
as much energy as frame extraction [4].

Based on the measurements outlined above, 
we developed an algorithm called split and shift. 

The goal is to balance the offload processing 
times with local processing times so that all of 
the devices finish as fast as possible. The devic-
es monitor the network status and delays in pro-
cessing. User-defined energy constraints in terms 
of the percentage of device battery that can be 
used for the labeling function are used in the opti-
mization. For example, a user may be willing to 
spend at most 20 percent of the battery energy 
on crowdsourcing. 

The algorithm is defined differently for WiFi 
and LTE connectivity because of the vastly dif-
ferent energy costs and data rates in these two 
systems. 

Figure 2 shows the completion times for a 
request, following different approaches for WiFi-
based systems. The split and shift algorithm is 
compared to always offloading (either the video 
or frames), and always performing local detection 
approaches. As can be seen from Fig. 2, the split 
and shift algorithm outperforms these other afore-
mentioned techniques. 

The system is implemented on Android devic-
es (Samsung Galaxy S5) and TITAN GPUs for the 
edge cloud. We have observed from the experi-
ments that the performance of the implemented 
system matched the simulation results closely.

collectIng All relevAnt ImAges:  
mInImIzIng mAkespAn

When collecting data, one important problem is 
to collect all the relevant data from all devices 
as fast as possible within an energy budget. This 
provides a high level of completeness because 
all images are processed as soon as possible. The 
completion time, also known as makespan, is 
defined as the time that elapses from the moment 
the query was issued to the moment when the 
last image completes processing on either the 
cloud or a device. We propose a system, called 
PicSys, which minimizes the completion time. 
Details are provided in [3]. 

By reduction to the job-shop scheduling prob-
lem, in [3] it is shown that this data collection 
problem is NP-hard. We developed a heuristic 
that executes locally on mobile devices which 
makes the processing path decisions by estimat-
ing the completion time on the cloud and the 
completion time on the device based on current 
network, cloud, and device conditions, and on the 
number of local images stored on the device. The 
decisions are influenced by the amount of remain-
ing energy on the device, and the energy cost of 
local processing and offloading, given a required 
recall requirement. 

PicSys (Fig. 3) uses multiple stages and deci-
sion points to determine where processing should 
take place. The system consists of three stages: 
the Initial stage, the Filtering stage, and the Selec-
tion stage. Both the Filtering and Selection stag-
es contain object classification CNNs, where the 
probability of an object being in the image is 
returned according to a threshold value k.

The first decision point is the Initial stage. In 
this stage, the device decides to start process-
ing the image locally, or immediately offload the 
image to the cloud for processing. The decision is 
made considering network conditions and cloud 
backlog, the likelihood that the image being pro-

FIGURE 2. Completion times for different algorithms for mobile devices 
connected via WiFi [4].
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cessed contains the object of interest (estimated 
hit ratio), and the energy state of the device. In 
this system, we consider hit ratio because if an 
image contains an object of interest, it must be 
uploaded in any event. If local processing is cho-
sen, the Filtering stage is executed. 

In this stage, the image is processed by an 
accelerated CNN, which is a simple CNN that is 
faster, requires less energy, and is less accurate 
than a more complex CNN. It is used by the 
mobile device as a filter to remove images that 
are likely not to have the object of interest from 
the processing pipeline [3]. Based on the output 
of the accelerated CNN, the second decision 
point on the device is reached. If the image is 
unlikely to include the object, it is discarded; oth-
erwise, based on the same decision variables used 
in the Initial stage, the image is either offloaded 
to the cloud to be processed or passed to the 
Selection stage on the device. The Selection stage 
executes the same expensive CNN that is on the 
cloud, which is more complex than the accelerat-
ed CNN, but also more accurate. It is used only 
on the images that are likely to contain the object 
after they have been filtered by the accelerated 
CNN [3]. If the output of this CNN indicates that 
the image likely contains the object of interest, it 
is uploaded to the requester; if not, the image is 
discarded.

More concretely, the accelerated CNN used is 
SqueezeNet [6] and the expensive CNN is Goo-
gLeNet [7]. SqueezeNet is a light mobile net that 
is faster but less accurate than GoogLeNet, which 
is a deeper, more complex CNN that achieves 
higher accuracy, but requires more time and com-
putation. We use Caff e [8], a deep learning frame-
work, to train and test our CNNs. The gpu fl ag is 
used to run the models on NVIDIA GTX TITAN X 
12 GB, where the latter acts as a cloud. For imple-
mentation on mobile devices, we use the caffe-
android-lib on Samsung Galaxy S9.

In all the experiments we conducted, the heu-
ristic outperforms other possible approaches, 
including always offloading, always processing 
locally, and so on. We show in Fig. 4 the time 
improvement gained by using our three-stage sys-
tem, including the Filtering stage, compared to 
a standard two-stage system that either offloads 
an image initially or processes it locally using an 
expensive CNN. The rationale behind the results 
of Fig. 4 is that at low hit rates, more images are 
processed locally, out of which a large number 
are discarded in the Filtering stage and do not go 
through the expensive CNN, which results in time 
savings. 

effectIve QoI delIverY: tImelIness
In many situations, it is more important to gather 
relevant information as quickly as possible with 
the trade-off  of taking longer to get the complete 
set of information. This is important for military 
applications and more general applications such 
as law enforcement, for example, where a query 
may be issued calling for the public to provide 
all images taken during a certain time period in 
a certain area that contain an object of interest. 
Unlike the applications of labeling or collecting 
all images, here the objective is to gather rele-
vant evidence as fast as possible. To achieve this 
goal, we developed a system [9] that gives extra 

resources to process images that are likely to con-
tain objects of interest even if it slows down the 
overall processing of images that are not likely to 
contain objects of interest. As with the other sys-
tems described in this article, intelligent decisions 
are made as to whether to perform processing 
locally on devices or to offload images to net-
work-based processors.

Figure 5 illustrates the system model with many 
users. A user has the option to perform both local 
processing and uploading to the cloud. The extent 
to which local processing is used depends on the 
hit ratio, network conditions, and state of the con-
gestion on the wireless link. If local processing 
is performed, any images found to contain the 
object of interest are sent to the cloud, and dis-
carded otherwise. The challenge in the design of 
this system is to arbitrate the use of the shared 
resources, the network-based GPUs, and wireless 
links  between users in a way that allows images 
that will likely contain the object of interest to be 
processed fastest regardless if the overall process-
ing time for all images increases. The interested 
reader is referred to [9] for more details on the 
system.

If an image is processed locally, the load on 
the shared GPU is reduced, and the load on the 
shared wireless link is reduced if the image does 
not contain the object of interest. If the image 
does contain the object of interest, there is no 
saving on the wireless link because the image is 
uploaded when processing is complete. This moti-
vates the system to upload images for processing 
if they are likely to contain the object of interest 
because processing in the network will be fast-
er if the network-based GPUs are not congested 

FIGURE 3. Overview of PicSys on the mobile device [3].

FIGURE 4. Performance improvement with the three-stage approach [3].
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and offloading images saves energy on the mobile 
device. Local processing of images on devices 
with low hit ratios is preferred because it saves 
the shared resources for images that are likely 
more valuable.

Offloading images to the network for process-
ing is a better choice for devices with high hit 
ratios because this choice saves energy, is faster if 
the GPUs are not congested, and does not incur 
an extra cost of using the wireless link because 
the images would be uploaded in any event. Thus, 
the decision for devices with high hit ratios hinges 
on the congestion in the network.

The goal for our algorithm in this system is 
to determine the optimal allocation of resources 
among the devices that contain images. 

We apply the Network Utility Maximization 
(NUM) [10] framework to determine the optimal 
resource allocation. The utilities achieved are a 
function of the hit ratios of the images and the 
rate at which the images are collected. The ener-
gy consumption of the mobile devices is limited 
by an energy budget constraint. The NUM frame-
work achieves weighted proportional fairness 
based on utilities using a distributed implementa-
tion on mobile devices and the network server, 
which makes it ideal for this application. 

In our system [9], we use the dual-path NUM 
formulation (local processing path and offload 
processing path). Our results show that this 

approach increases total utility compared to 
always local (AL) and always offload (AO) poli-
cies. 

The consideration of battery consumption and 
a budget makes the resource allocation problem 
more difficult, but makes the system more realis-
tic and useful. If all devices have persistent power 
sources (i.e., they are plugged in), our solution 
maximizes the aggregate utility of the system. How-
ever, if the devices are battery powered, we must 
consider the trade-off of the instantaneous utility 
(i.e., how fast useful images are being uploaded at 
any instant in time) and the system’s lifetime, which 
impacts how many total images can be uploaded 
before the energy budget is exhausted. 

We use a tunable energy parameter that allows 
for the system operator to make this trade-off. 
Our system will maximize the utility given the 
parameter setting. When the energy parameter 
is set to 0, energy is not taken into account when 
making resource allocation decisions. This setting 
should be used when devices are plugged in. The 
higher the value for the energy parameter, the 
more energy is weighted in the resource alloca-
tion decision. When the energy parameter is set 
to 1, the “price” each user pays is multiplied by a 
factor that is inversely proportional to the remain-
ing battery percentage, whereas when the energy 
parameter has a value of 2, there is a quadratic 
dependency on the energy consumption. 

Figure 6 depicts the accumulated utility vs. iter-
ations for different values of the energy param-
eter. Figure 6 shows what the impact of setting 
the energy parameter is on the performance of 
the system. For b = 0 (the energy is not consid-
ered when making the decisions), the processing 
is more aggressive at the beginning (hence a high-
er utility), but at some point when the maximum 
energy the user is willing to spend on crowdsourc-
ing is reached, there is no processing anymore, 
resulting in no changes in the utility. As the sen-
sitivity to energy increases (higher b), the utility is 
accrued more slowly, but toward the end of the 
process, the aggregated utility is higher because 
devices have more energy left for crowdsourcing.

prActIcAl ApplIcAtIons And reseArch dIrectIons
It is worth pointing out that the systems presented 
here could also be adapted for live video collec-
tion based on a pre-installed search query from 
different sources (not only military-related; e.g., 
when law enforcement agencies are waiting for a 
known criminal to be in a specific vehicle).

These systems are also relevant in other sce-
narios, such as those related to firefighters and 
paramedics, where they can be used to coordi-
nate the activities among the participants. 

Also, it should be mentioned that the systems 
we present here exhibit (to a certain extent) some 
similarities with data stream processing [11].

Other research [12] has shown that tuning 
the QoI requirements can drastically reduce the 
amount of data that must be transferred over 
a network. The same is true for video analytics 
operations, where reducing the value of k leads 
to less information being transferred over the 
network [13]. For example, according to [13], by 
reducing the value of k from 2 to 1, the number 
of videos uploaded decreases by 10 percent. In 
addition, given the processing and energy expens-

FIGURE 5. The system model that uses the dual-path approach [9].

FIGURE 6. Comparison of aggregated utilities for different values of the 
energy parameter b [9].
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es for running CNNs, savings from relaxing QoI 
requirements may be great for such tasks. As 
such, tuning QoI for these applications is a rich 
topic for research.

In particular, for the labeling and gathering 
applications, the setting of completeness and 
accuracy requirements will greatly influence pro-
cessing overhead. If completeness is relaxed, the 
threshold parameters can be set tighter. This will 
allow more images to be filtered, which in turn 
greatly truncates their processing, and as a result 
of that, fewer images will have to be uploaded.

The setting of energy thresholds also warrants 
more research. These thresholds can be set based 
on the importance of a query or a device. By con-
sidering time constraints along with energy, it may 
be possible to design algorithms that are “patient” 
and wait for energy-friendly environments during 
which processing can be performed. 

We have shown that using the hit ratio as an 
input into the decision making for resource alloca-
tion [9] can have a great impact on the efficiency 
of the system. Research needs to be done to gain 
deeper understanding of how hit ratios evolve 
over time for different applications, and which 
algorithms are the best at estimating hit ratios. 

There has also been a significant progress 
in the research on CNNs, including CNNs with 
early exits from processing [14] and binary CNNs 
(BNNs) [15]. These new technologies have the 
potential to greatly enhance the systems and algo-
rithms we have developed. How best to use them 
is an open question.

conclusIon
In this article, we have presented some recent 
developments in efficient dissemination of images 
and videos with high QoI to a central entity (ana-
lyst) where certain appropriate decisions will be 
made. Several figures of merit, such as minimizing 
the makespan and transmitting the images of inter-
est as fast as possible, are in our focus. For all the 
approaches, we have built the corresponding sys-
tems. We have shown the advantages the corre-
sponding optimal policies for every approach offer 
against other relevant methods. We have also 
given some directions for future work in the area.

Using the suite of algorithms we developed, 
along with the time and energy models result-
ing from our experiments, it is possible to design 
and deploy systems that can gather information 
from videos and images recorded and stored on 
remote camera and mobile devices. Instead of 
waiting for images to be uploaded to a central 
site, queries can be issued, and these devices 
can collaborate with network-based resources to 
provide useful information quickly. This will aid in 
gathering intelligence and situational awareness 
much faster. 

We have shown that leveraging the processing 
on end devices can greatly improve the perfor-
mance of video analytics tasks even though the 
processing capability in individual devices is not 
nearly as powerful as that of servers in the net-
work. We have shown that the type of network 
connectivity has a large impact on the optimal 
behavior of such systems due to different energy 
profiles and data rates.

We have also shown that the algorithms that 
improve the performance are still very effective 

when energy constraints are taken into account. 
We have also observed that meaningful trade-
offs exist between QoI requirements, energy con-
straints, and performance.

Summarizing, all of these conclusions are 
robust across many video analytics applications, 
including labeling and gathering.
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