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ABSTRACT

Predicting high-resolution videos (≥ 256) is always a very dif-
ficult task in video prediction domain. To predict high-quality
frames for high-resolution videos, both the challenging spa-
tiotemporal representations and the computation resources are
needed to be carefully considered. In this paper, we propose
a SpatioTemporal Auto-Encoder for High-Resolution Video
Prediction, which is named STAE. In our method, we first
jointly utilize the spatial and temporal encoders to extract
low-dimensional spatial and temporal features from the high-
resolution video input, which can preserve the spatiotemporal
information from the input and significantly reduce the compu-
tation load for the following modules. In addition, we design
a SpatioTemporal Attention based Memory (STAM) to predict
the spatiotemporal features for future frames using the encoded
low-dimensional features. Then the predicted spatial and tem-
poral features are decoded back to the high-dimensional data
space using the spatial and temporal decoders. Finally, the pre-
dicted high-dimensional spatial and temporal representations
are jointly utilized to predict the future frames. All modules in
STAE are built on the basis of 3D neural networks to improve
the local perception to videos. Experimental results show
the proposed method outperforms diverse state-of-the-arts on
widely used datasets and the computation load is relative low.

Index Terms— SpatioTemporal predictive model, auto-
encoder, high-resolution, video prediction.

1. INTRODUCTION

Various computer vision applications have benefited a lot from
video prediction, including video coding [1], precipitation
nowcasting [2], object detection [3] and so on. However, com-
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pared with images, videos contain more complex spatiotempo-
ral variations and predicting high quality videos is always full
of challenges. In particular, as the video resolution increases,
more reliable spatiotemporal features and more computation
resources are needed to be utilized, making video prediction
task much harder. In addition, as the 5th generation (5G)
wireless network being widely used, the market demand for
high-quality videos is dramatically increasing, which makes
predictive models for high-resolution videos urgently needed.

To predict high quality videos, many approaches have been
proposed for video prediction, among which, the deep learn-
ing based methods [2–13] have obtained good performance
due to their great power to extract efficient features for video
data. In particular, Recurrent Neural Networks (RNNs) were
first utilized in [4] to model video representations due to their
advantages in sequence learning. In [5], Srivastava et al. im-
proved RNNs with Long Short-Term Memories (LSTMs) [14]
to predict videos due to their abilities to capture the long short-
term temporal dependencies, which is named FC-LSTM. To
improve local perception to video frames, Shi et al. [2] ex-
tended FC-LSTM by integrating convolutional operations to
learn high-level video representations, and the method is de-
noted as Conv-LSTM. However, most of the above works can
only predict blurry results due to the standard Mean Squared
Error (MSE) loss function. To deal with this problem, Mathieu
et al. [6] designed three new learning strategies to predicted
more realistic results. Byeon et al. [7] proposed a fully context-
aware architecture to capture the entire available past context
for each pixel to improve the quality of video prediction. In
addition, to model the structure of the visual world, Lotter et
al. [8] designed a predictive coding network to learn latent
features for high-quality video prediction.

Although satisfactory temporal motion information of
videos have been captured in above works with the help of
RNNs, the spatial appearance features have not been fully uti-
lized. In [9], Wang et al. has proved that the spatial appearance
information is equally important as the temporal motion infor-
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Fig. 1. The structure of the proposed spatiotemporal auto-encoder (STAE), where the blue module denotes the temporal module
(capture inter-frame dependency), the orange module denotes the spatial module (predict appearance features) and the gray
module denotes the output module (predict future frames).

mation and added a new spatial state flow into Conv-LSTM to
capture the spatial features. The proposed model is named as
PredRNN. And an improved version of PredRNN, named as
PredRNN++, was proposed in [10] to solve the gradient prop-
agation difficulties in PredRNN. Although some satisfactory
results have been achieved by PredRNN and PredRNN++, as
the period of the predicted videos increases, the visual quality
is degraded dramatically. To solve this problem, in [11], 3D
Convolution Neural Networks (3D-CNNs) were integrated into
predictive models for better short-term temporal dependency
and a RECALL gate was proposed for better long-term tempo-
ral dependency. However, the datasets used in [11] are simple
and the resolution of the predicted videos is low, preventing
its practical applicability in real scenarios. Recently, some
high-resolution datasets have been utilized to evaluate the pre-
dictive models, such as UCF101 [15], Caltech Pedestrian [16]
and so on, and some satisfactory results have been achieved
in [3, 12, 13]. However, to save the computation resources and
improve the visual quality of the predicted videos, the high-
resolution videos are usually downsampled into low-resolution
versions for model training and testing. The resolution of the
predicted videos in above works is still low and the predic-
tive models for high-resolution videos are needed to be fully
explored.

To efficiently predict high-resolution videos with high vi-
sual quality, in this paper, we propose a SpatioTemporal Auto-
Encoder (STAE). In our method, we utilize both the spatial en-
coder and the temporal encoder to encode the high-resolution
video inputs to low-dimensional feature space, which can pre-
serve the spatiotemporal information of the inputs and save
computation load for the following modules. Then, to model
the spatiotemporal representations for the predicted videos, we
design a SpatioTemporal Attention based Memory (STAM)

to predict the most relevant information from multiple previ-
ous spatiotemporal states. Finally, the predicted spatiotem-
poral features from STAM will be decoded back to the high-
dimensional data space with the help of the proposed spatial
and temporal decoders. Experimental results show the pro-
posed model obviously outperforms state-of-the-art methods
in predicting high-resolution videos and the computation load
is low.

2. PROPOSED METHOD

In this section, we will theoretically introduce the proposed
STAE which is shown in Fig. 1.

2.1. Problem Formulation

The source video V can be represented as {v0, v1, ..., vT−1},
where vt is the tth frame and T is the total number of frames.
To better capture the short-term temporal dependency, 3D
convolutional operations are integrated into STAE and for
each time step t, the input is a video clip with L successive
frames, which can be denoted as vt−L+1:t. And we want to
solve the problem as follows,

min

T−1∑
t=1

D(vt, v̂t), (1)

where D(·) denotes the distortion functions.
To predict high-resolution videos with high visual quality,

two challenging problems are needed to be solved,

• How to reduce the computation resources while main-
taining the prediction quality?

2
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Fig. 2. STAE with multiple layers. The blue arrows denote the
multiple previous temporal states. The orange arrows denote
the multiple previous spatial states. The gray arrows denotes
the hidden states. The green arrows denote the encoded low-
dimensional spatiotemporal features. The red arrows denote
the decoded high-dimensional information.

• How to model reliable spatiotemporal representations
to predict high-quality results?

To solve the above problems, we propose a spatiotem-
poral auto-encoder for high-resolution video prediction. In
particular, for the first problem, we design a spatial encoder
and a temporal encoder to encode the high-resolution video
input to low-dimensional feature space, which can greatly re-
duce the computation resources for the following modules. In
addition, compared with the standard encoders, the spatiotem-
poral encoders can extract features for current input from the
spatial space and the temporal space respectively, which can
preserve more useful spatiotemporal information to predict
videos. For the second problem, we design a SpatioTempo-
ral Attention based Memory (STAM) to aggregate multiple
previous spatiotemporal states. In this way, the most relevant
spatiotemporal information to current input can be learned
from the past, and a more reliable future will be predicted.
Finally, the spatial decoder and the temporal decoder are uti-
lized to decode the predicted low-dimensional spatiotemporal
features learned from STAM to high-dimensional data space.

2.2. STAE: The proposed SpatioTemporal Auto-Encoder

In this section, we will detailedly introduce the proposed STAE.
As shown in Fig. 1, we first design a spatial encoder and a
temporal encoder to extract low-dimensional features from the

video input using 3D convolutional neural networks,

St = SE(vt−L+1:t),

Tt = TE(vt−L+1:t),

Ot = OE(vt−L+1:t), (2)

where SE(·) and TE(·) denote the spatial encoder and the
temporal encoder respectively, which are built on the basis
of the 3D convolutional neural networks. In addition, OE(·)
denotes the output encoder, which is utilized to extract spa-
tiotemporal features for the output module in STAM. St, Tt,
Ot denote the extracted low-dimensional spatial features, tem-
poral features and spatiotemporal features respectively.

To learn efficient spatiotemporal representations for future
frames, we design a SpatioTemporal Attention based Memory
(STAM), which can preserve reliable spatiotemporal informa-
tion from multiple previous spatiotemporal states. As shown
in Fig. 1, STAM consists of 3 modules: the temporal module,
the spatial module, and the output module.

In addition, to improve the abilities to learn spatiotemporal
representations of the proposed model, multiple STAMs are
stacked as Fig. 2, where the spatiotemporal encoders are
utilized at the beginning of the model and the spatiotemporal
decoders are utilized at the end of the model. In particular, for
the STAM in the middle layer k, the encoded spatial features,
temporal features and output features are generated from the
previous layer, which can be represented as follows,

St = Hk−1
t , Tt = Hk−1

t , Ot = Hk−1
t , (3)

where Hk−1
t denotes the hidden state at time step t from layer

k − 1.
For the temporal module in STAM, the state-to-state tran-

sitions are expressed as follows,

It = σ(Wxi ∗ Tt +Whi ∗Hk
t−1 + bi),

Gt = tanh(Wxg ∗ Tt +Whg ∗Hk
t−1 + bg),

Ft = σ(Wxf ∗ Tt +Whf ∗Hk
t−1 + bf ),

Ckt = It �Gt + Ft �ATTt(Ckt−τ :t−1), (4)

where σ(·) is the sigmoid function and ∗ represents the 3D
convolutional operations. It is the temporal input gate, Gt
is the temporal input modulation gate and Ft is the temporal
forget gate. W denotes parameters of the integrated 3D convo-
lutional operations and b is the bias variable. ATTt(·) denotes
the temporal attention layer. Ckt−τ :t−1 denotes the previous τ
temporal states. In particular, Ckt denotes the temporal state at
time step t from layer k.

For the spatial module, the state-to-state transitions are
described as follows,

it = σ(wxi ∗ St + wmi ∗MN ·t+k−1 + b′i),

gt = tanh(wxg ∗ St + wmg ∗MN ·t+k−1 + b′g),

ft = σ(wxf ∗ St + wmf ∗MN ·t+k−1 + b′f ), (5)
MN ·t+k = it � gt + ft �ATTs(MN ·t+k−τ :N ·t+k−1),

3
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Fig. 3. Comparisons of the generated examles on the UCF101 test set (256× 256, 4 frames→ 1 frame).
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Fig. 4. Comparisons of the generated examles on the UCF Sport test set (512× 512, 10 frames→ 1 frame).

where it denotes the spatial input gate, gt denotes the spatial
input modulation gate and ft denotes the spatial forget gate.
w represents parameters of the integrated 3D convolutional
operations and b′ is the bias variable. ATTs(·) represents
the spatial attention layer and MN ·t+k−τ :N ·t+k−1 denotes the
previous τ spatial states. In particular, MN ·t+k denotes the
spatial state at time step t from layer k and N is the total
number of STAM layers.

The output module in STAM is utilized to aggregate both
the spatial state and the temporal state to the output state, as
shown in follows,

Okt = σ(Wxo ∗Ot +Who ∗Hk
t−1

+Wmo ∗MN ·t+k +Wco ∗ Ckt + bo),

Hk
t = Okt � tanh(W1×1×1 ∗ [Ckt ,MN ·t+k]), (6)

where Okt denotes the spatiotemporal output gate and Hk
t

denotes the final hidden state.
At the end of the model, we utilize 3 decoders to decode the

spatial state, the temporal state and the output state respectively
back to the high-dimensional data space. As shown below,

SHt = SD(MN ·t+N ), THt = TD(CNt ), OHt = OD(ONt ),
(7)

where SHt, THt, OHt represent the decoded spatial informa-
tion, temporal information and the spatiotemporal information
respectively. SD(·), TD(·), OD(·) respectively represent the
spatial decoder, the temporal decoder and the output decoder
respectively.

By jointly utilizing the decoded spatiotemporal informa-
tion, the predicted frame at time step t+ 1 can be expressed
as follows,

v̂t+1 = OHt � tanh(W1×1×1 ∗ [SHt, THt]). (8)

3. EXPERIMENTAL RESULTS

In this section, we evaluate the proposed model on two widely
used datasets, UCF101 (320×240) [15] and UCF Sport (480×
720) [17], compared with state-of-the-art methods. We set the
number of the previous states τ to 5. The 3D convolutional
operators are set with a kernel size 3× 5× 5 and the stride is 1
for each dimension. We stack 4 STAMs to the proposed STAE
just as Fig. 2. Layer Normalization operations are utilized
after each 3D convolutional operation to stabilize the training
process. The number of hidden state channels for each STAM
is set to 64. We optimize the proposed model using Adam
optimizer with MSE loss.

4
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Table 1. Quantitative results of different methods on the
UCF101 test set (4 frames→ 1 frames). Lower MSE, lower
LPIPS, higher PSNR and higher SSIM scores indicate better
prediction results. The metrics are averaged over the predicted
frames. The results of the compared methods are reported
in [21] and [13].

UCF101

Method
4→ 1

MSE PSNR↑ SSIM↑ LPIPS↓
(×103) (×102)

BeyondMSE [6] - 32.0 0.92 12.61
MCnet [18] - 31.0 0.91 15.18
EpicFlow [19] - 31.6 0.93 -
DVF [20] - 33.4 0.94 -
ContextVP [7] - 34.9 0.92 5.36
Kwon et al. [13] 1.37 35.0 0.94 -
STAE 1.05 35.9 0.97 4.02

3.1. UCF101 dataset

UCF101 is an action recognition data set of realistic action
videos, collected from YouTube, with 13320 videos from 101
action categories. The size of each frame is 240 × 320. We
follow the experimental settings in [13] and resize each frame
to 256× 256. We uniformly sample the video sequence from
the dataset. 90% of the samples are for training and 10% are
for testing. We train the proposed model to predict the next
frame with 4 successive frames as the input.

Fig. 3 shows the qualitative results on the UCF101 test set,
where the proposed method STAE can generate results with
better visual details compared with other methods. And the
quantitative results are summarized in Table 1. To evaluate
the perceptual quality of the predicted results, the Learned Per-
ceptual Image Patch Similarity (LPIPS) [22] matrix is utilized.
As shown in Table 1, the proposed method outperforms others
in all scores, which indicates the STAE can generate more
reliable and realistic results.

3.2. UCF Sport dataset

UCF Sports dataset consists of a set of actions collected from
various sports which are typically featured on broadcast televi-
sion channels such as the BBC and ESPN. The dataset consists
of a total of 150 videos with the resolution of 720 x 480.
To evaluate the performance of the proposed model on high-
resolution videos, each frame is resized to 512× 512. To the
best of our knowledge, the proposed model is the first one to
predict real scene videos with such a high resolution. All mod-
els are trained to predict the next frame and tested to predict
the next 4 frames with 10 successive frames as the input.

Fig. 4 shows the generated examples on the UCF Sport test
set. As shown in Fig. 4, the proposed STAE generates the best

Table 2. Quantitative results of different methods on the UCF Sport
test set (10 frames→ 4 frames). Lower MSE, lower LPIPS, higher
PSNR and higher SSIM scores indicate better prediction results.
The metrics are averaged over the predicted frames. Memory and
Time denote the GPU memory usage (batch size=1) and inference
time in the next-frame prediction task. In particular, the size of the
encoded features of STAE is 64 × 2 × 16 × 16 (channels, time,
height, width) and 64× 2× 32× 32 for others.

UCF Sport

Method t = 11 t = 14 Memory↓ Time↓
PSNR↑ SSIM↓ PSNR↑ 40 samples

Conv-LSTM [2] 26.46 0.850 22.64 4579M 83s
PredRNN [9] 27.23 0.866 24.57 6237M 94s
PredRNN++ [10] 27.46 0.878 24.65 7123M 101s
E3D-LSTM [11] 28.52 0.890 25.47 7843M 130s
STAE 29.89 0.907 27.47 2996M 75s

Table 3. Ablation Study of STAE on UCF101 and UCF Sport
dataset. Higher PSNR scores indicate better results.

Ablation Study

No. Model
UCF101 UCF Sport
4→ 1 10→ 1

PSNR↑ PSNR↑
1 STAE w/o ED + ST-LSTM 34.0 27.90
2 STAE w/o ED + STAM 34.6 28.31
3 STAE + ST-LSTM 34.5 28.42
4 STAE + STAM 35.9 29.06

visual results for videos with relative high resolution. Table 2
summarizes the quantitative results for the proposed method
and others, where the proposed method achieves the best scores
on both next-frame and multi-frame prediction tasks with the
lowest GPU memory usage and the fastest inference speed.
More results can be found in our supplementary material.

3.3. Ablation Study

To evaluate the performance of the proposed spatiotemporal
encoders, decoders and STAM, a series of ablation studies are
conducted. In particular, the proposed STAM is compared
with the standard ST-LSTM [9]. The quantitative results are
summarized in Table 3, where STAE w/o ED represents that
the spatiotemporal encoders and decoders are replaced by
standard encoders and decoders.

As shown in Table 3, model 2, 4 outperform model 1, 3 re-
spectively, which indicates that STAM can help predict better
results compared with ST-LSTM. In addition, model 3, 4 also
outperform model 1, 2 respectively, indicating the proposed
spatiotemporal encoders and decoders can help to predict sat-
isfactory videos compared with the standard encoders and
decoders.
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4. CONCLUSION

In this paper, we proposed a SpatioTemporal Auto-Encoder
for High-Resolution Video Prediction. In our method, we first
utilized the spatial and temporal encoders to encode the video
input to low-dimensional spatial and temporal features. In
this way, more spatiotemporal information can be preserved
compared with the standard encoders and the computation
resources are significantly reduced for the following modules
due to the low-dimensional features. In addition, to learn
promising spatiotemporal representations for the predicted
frames, we designed a SpatioTemporal Attention based Mem-
ory to efficiently aggregate previous spatiotemporal states,
where the most relevant information to current input can be
captured. Then, the predicted spatiotemporal features were
decoded by the proposed spatial and temporal decoders back
to high-dimensional data space for video prediction. Experi-
mental results showed the proposed STAE outperforms various
state-of-the-arts on widely used datasets.
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