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ABSTRACT

KEYWORDS

Person re-identification (ReID) aims to match detected pedestrian images from multiple non-overlapping cameras. Most
existing methods employ a backbone CNN to extract a vectorized feature representation by performing some global pooling
operations (such as global average pooling and global max
pooling) on the 3D feature map (i.e., the output of the backbone CNN). Although simple and effective in some situations,
the global pooling operation only focuses on the statistical
properties and ignores the spatial distribution of the feature
map. Hence, it can not distinguish two feature maps when
they have similar response values located in totally different positions. To handle this challenge, a novel method is
proposed to learn the discriminative spatial features. Firstly,
a self-constrained spatial transformer network (SC-STN) is
introduced to handle the misalignments caused by detection
errors. Then, based on the prior knowledge that the spatial structure of a pedestrian often keeps robust in vertical
orientation of images, a novel vertical convolution network
(VCN) is proposed to extract the spatial feature in vertical.
Extensive experimental evaluations on several benchmarks
demonstrate that the proposed method achieves state-of-theart performances by introducing only a few parameters to
the backbone.
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1

INTRODUCTION

The task of person re-identification (ReID) is to associate
detected pedestrian images captured from multiple nonoverlapping cameras. It has many important applications
in video surveillance [18]. Despite the exciting progress in recent years, person ReID remains to be extremely challenging
in practical scenarios.
A typical ReID baseline [70] usually aims to extract a
discriminative feature where the features of the images with
the same person ID are expected to have smaller distances
than those of different persons. Benefited from the success
of deep learning, most recent methods employ deep CNN to
extract the vectorized feature and have obtained significant
performance improvements [32]. Given a backbone CNN, the
input is a person image and the output is a 3-dimensional
(3D) tensor, named feature map. Then, to obtain the feature,
most existing methods utilize global pooling operations such
as global average pooling (GAP), global max pooling (GMP)
or both of them to capture the statistical properties of each
channel. However, GAP and GMP both ignore the intrinsic
human body structure information and only the statistical
properties of the feature map can not denote the discriminative regions explicitly. For example, the red clothes and
trousers may cause similar response values in totally different
positions, while GMP can not distinguish them. Hence, we
argue that not only the statistic information but also the
spatial distribution of the feature map should be modeled.
However, it is hard to extract discriminative spatial feature
from pedestrian image due to the misalignment: Firstly, the
person images are detected rather than manually labeled in
realistic scenarios, and thus the inevitable detection error
may change pedestrians’ positions in the bounding boxes,
as shown in Fig. 1. Secondly, even the bounding boxes are
located accurately, pedestrians may be seen from different
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or depthwise convolutions [36], the proposed VCN aims to
model the global spatial distribution rather than extracting
local patterns at each position.
The whole network framework is shown in Fig. 2. As
summary, the main contributions of the proposed method
are outlined in three-fold: 1) a novel self-constrained spatial
transformer network is proposed to handle the misalignment
caused by the detection error, 2) a novel vertical convolution
network is proposed to extract the spatial feature of person,
and 3) the proposed method achieves the state-of-the-art
performances in several benchmarks by introducing only a
few network parameters to the backbone.

2

RELATED WORK

Person ReID has two key steps, obtaining a feature embedding
and performing matching under some distance metric [5, 75].
We mainly review the former which utilize deep learning to
extract the feature.
Holistic Features Based Methods Given a backbone CNN such as ResNet-50 [21] or other network architectures
[2, 51, 71, 78], this type of methods learns discriminative
holistic features from the feature map directly. Specifically,
they aim to learn the features by improving loss functions
[9, 14, 22, 31, 41, 42, 50, 55, 63], improving the training
techniques [1, 4, 12, 24, 32, 35, 37, 54], adding additional network modules [23, 23, 51, 62], using extra semantic
annotations [30, 46, 47, 79] or generating more training
samples [17, 33, 72, 76, 77]. Besides, more recent studies
[3, 6, 8, 10, 27, 28, 38, 46, 48, 53, 58, 61, 64, 65, 67, 80]
integrate attention mechanisms into deep models to enhance
the feature representation. To obtain the holistic features,
most of these methods utilize global average pooling (GAP),
global max pooling (GMP) or both of them on each channel
of the feature map. However, both GAP and GMP ignore
the spatial distribution of persons and cannot model the discriminative regions explicitly. Our method is also proposed
to learn holistic features, and the main difference is that the
method aims to learn the discriminative spatial feature which
can model the spatial distribution of the feature map.
Part Based Methods To obtain more discriminative feature, a few of methods have been proposed to extract the
feature from multiple discriminative parts. The direct solution is to detect (or parse) the semantic body parts firstly and
then extract the feature over them [20, 26, 39, 40, 56, 64, 66].
These methods need additional annotations of semantic parts
which are often time-consuming and costly in realistic applications. To reduce the demand for labeled data, several
methods [16, 34, 43, 49, 60, 68] divide the images into several
horizontal stripes and perform pooling operations in each
stripe to extract part-level feature. These methods aim to describe the spatial structure of a person by pre-defined stripes.
However, the stripes cannot represent the spatial structure
exactly and exhaustively. For example, these methods ignore
the spatial distribution in each stripe, and assume that the
stripes are irrelevant to each other and contribute equally.
In contrast, the VCN focuses on the spatial structure of the

Figure 1: Left: The detected pedestrian images may be
misaligned due to the detection error. Right: The images
transformed by the proposed SC-STN are aligned in vertical.

horizontal viewpoints. To handle these two challenges, two
network modules are proposed in this paper:
1) Self-Constrained Spatial Transformer Network
(SC-STN): Since detection errors may enlarge, shrink or
translate the pedestrian in the bounding box, the affine
transformation is a possible solution to align the feature
maps. The original STN [25] has been proposed to model
the affine transformer factors as a learnable subnet. However,
in the person ReID task, the only supervision is person IDs
and it lacks explicit guidance of the spatial transformer. To
make the STN easier to train, we assume that the affine
transformer factors of each image should be bounded with
its potential detection error. Based on this assumption, a
novel self-constrained branch is introduced to the STN to
estimate the detection error, which is further used to limit
the ranges of affine transformer factors. That is, the detection
error is learned from the image itself and used to constrain
the range of its affine transform matrix. Hence, it is named
as self-constrained spatial transform network (SC-STN). It is
more stable to learn the affine transformer in a limited space
than an unconstrained one.
2) Vertical Convolution Network (VCN): Even though
the images are aligned by the SC-STN, the various viewpoints
may exhibit large variations. Fortunately, the spatial structure of a pedestrian often keeps robust in vertical orientation
of different images [19, 49] (as shown in Fig. 1). For example, the upper body of a pedestrian is always located above
the lower body. Based on this prior knowledge, a VCN is
proposed to extract the spatial feature in vertical. Firstly,
the horizontal pooling operation is performed on the feature
map to extract the horizon-irrelevant feature, which is robust
to various horizontal viewpoints. Then, a group of vertical
convolution kernels are proposed as several spatial distribution patterns, and used to calculate the spatial feature
in each channel independently. Different with the regular
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Figure 2: The network architecture of the proposed method. Following the backbone network, a global feature
branch and a spatial feature branch are introduced to extract the global and spatial feature, respectively. The
former employs the global pooling to extract the global feature. In the spatial feature branch, a SC-STN is
firstly employed to refine the feature map, and then a VCN is introduced to extract the spatial feature. For
both branches, the label-smoothed cross-entropy loss [8, 32, 53] and the ranked list loss [50] are utilized to
make the features discriminative.
whole feature map, and can model the correlations among
different latitudes.
STN in Person Re-ID The STN [25] is proposed to learn
image affine transformer by the differentiable image re-sampling,
and has been applied in several person Re-ID works. Specifically, the attentive local regions are detected by STN in
[27, 28, 39, 45]. Different with them, we employ STN to handle the misalignment caused by the detection error. Note
PAN [74] also utilizes STN to align the person images. However, PAN learns the original STN directly, while the proposed
method automatically learns the potential detection error to
limit the ranges of affine transformer factors. The constraint
makes the learning more stable. In addition, PAN employs
global average pooling on the aligned feature map to extract
global feature, while the proposed method introduce a novel
VCN to model spatial distribution.

3

MODEL

Given some training samples {𝐼, 𝑦𝐼 } from different persons
where 𝐼 is the image and 𝑦𝐼 ∈ {1, 2, ..., 𝑁 𝑖𝑑 } is the corresponding person ID, the goal is to learn a deep feature representation model optimized for the person matching. Given
a backbone, the input is a person image 𝐼, and the output
is its feature map 𝑀𝐼 ∈ ℛ𝐶×𝐻×𝑊 , where 𝐶, 𝐻 and 𝑊 are
depth (i.e., channel number), height and width respectively.
𝑀𝐼 is a 3D tensor where 𝑀𝐼 (𝑐, ℎ, 𝑤) represents the 𝑐𝑡ℎ channel response at the location (ℎ, 𝑤). Following 𝑀𝐼 , a global
feature branch and a spatial feature branch are introduced.

The former is used to extract the global statistical feature
𝑓𝐼𝑔 as similar to the baseline [70], while the latter aims to
learn the spatial feature 𝑓𝐼𝑠 . The whole network architecture
is shown in Fig. 2.

3.1

Global Feature Branch

In the global feature branch, a global maximum pooling
(GMP) and a global average pooling (GAP) are separately
executed on 𝑀𝐼 to capture the max and average response
values of different channels, and the two statistical variables
are added to form a global feature vector. Then, a batch
normalization (BN) layer is used to scale the feature vector,
denoted as 𝑓𝐼𝑔 . To make 𝑓𝐼𝑔 discriminative to different persons,
a fully connected (FC) layer with 𝑁 𝑖𝑑 outputs and a softmax
function are performed sequentially on 𝑓𝐼𝑔 to predict the ID,
and the label-smoothed cross-entropy loss 𝐿𝑔𝑐 [8, 32, 44, 53]
is introduced following the softmax function. In addition, the
ranked list loss 𝐿𝑔𝑟 [50] is performed following the BN layer to
auxiliary training. The loss of the global branch is calculated
by combining 𝐿𝑔𝑐 and 𝐿𝑔𝑟 together. Besides extracting 𝑓𝐼𝑔 , the
learning of global feature probably suppresses the feature
map activations of the backgrounds, and produce a relatively
pure input to help the learning of SC-STN.

3.2

Spatial Feature Branch

The spatial feature branch contains a self-constrained spatial
transformer network (SC-STN) and a vertical convolution
network (VCN). The former aims to refine the feature map
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the detection error 𝜖 is learned from the image itself and used
to constrain the range of its affine transformer matrix.
The specific architecture of the SC-STN is as follow: Since
the affine transformer are shared by all channels, we firstly
perform a channel-wise average pooling operation on 𝑀𝐼 to
extract a channel-irrelevant feature 𝑓𝐼𝑠𝑡𝑛 ,
𝑓𝐼𝑠𝑡𝑛 (ℎ, 𝑤) =

𝐶
1 ∑︁
𝑀𝐼 (𝑐, ℎ, 𝑤),
𝐶 𝑐=1

(3)

where ℎ ∈ {1, 2, ..., 𝐻} and 𝑤 ∈ {1, 2, ..., 𝑊 }. Then, flatten
𝑓𝐼𝑠𝑡𝑛 as a vector and put it into a two-sequence network:
(𝑥1 , 𝑥2 , 𝑥3 , 𝑥4 , 𝑥5 ) =tanh(BN2 (FC2 (ReLU(BN1 (FC1 (𝑓𝐼𝑠𝑡𝑛 )))))),

(4)
where FC1 and FC2 are two FC layers, and BN1 and BN2 are
two BN layers. The output dimensions of FC1 and FC2 are
128 and 5 respectively, and (𝑥1 , 𝑥2 , 𝑥3 , 𝑥4 , 𝑥5 ) corresponds
to (𝜖, 𝑠𝑤 , 𝑠ℎ , 𝑡𝑤 , 𝑡ℎ ) respectively. The tanh and ReLU are
two activation functions and the former is used to scale the
outputs to (−1, 1).
According to (2), 𝜖, 𝑠𝑤 , 𝑠ℎ , 𝑡𝑤 and 𝑡ℎ are calculated by:

Figure 3: Top: The original STN learns the affine
transformer factors directly. Bottom: The proposed
SC-STN learns the potential detection 𝜖 to constrain
the factors. “A” indicates the affine transform and
“∙” means Eq. 5

𝑡𝑤

𝑀𝐼𝑟

𝑀𝐼 as
which is robust to the detection error, and the
later is used to extract the spatial feature based on 𝑀𝐼𝑟 .
Self-Constrained Spatial Transformer Network The
original STN [25] has been proposed to learn an affine transformation matrix 𝐴 to perform point-wise transformation:
⎛ ⎞
(︂ ′ )︂
(︂
𝑤
𝑤
𝑠𝑤
= 𝐴 ⎝ℎ⎠ =
′
ℎ
𝑟𝑤
1

𝑟ℎ
𝑠ℎ

𝑡𝑤
𝑡ℎ

)︂

⎛ ⎞
𝑤
⎝ℎ⎠ ,
1

𝑠ℎ ∈ (1 − 𝜖, 1 + 𝜖),

𝑡𝑤 ∈ (−𝜖, 𝜖),

𝑡ℎ ∈ (−𝜖, 𝜖).

(5)

Then, 𝑀𝐼𝑟 is obtained by performing the affine transformation
with Eq. 1 and Eq. 5 on 𝑀𝐼 . An intuitive comparison between
the SC-STN and the original STN [25] is shown in Fig. 3.
More quantitative and visualized analysis are listed in Table 3
and Fig. 5.
Vertical Convolutional Network Following 𝑀𝐼𝑟 , the vertical convolutional network (VCN) is proposed to learn the
discriminative spatial feature. To overcome the misalignment
challenge caused by various horizontal viewpoints, the horizontal average pooling and max pooling are performed on
𝑀𝐼𝑟 to get the horizon-irrelevant feature 𝐹𝐼 ∈ ℛ𝐶×𝐻 :

(1)

where (𝑤′ , ℎ′ ) is the source coordinate in the input feature
map, and (𝑤, ℎ) is the target coordinate in the output feature
map. The matrix 𝐴 allows for any image rotation, translation and isotropic scaling operations by varying the rotation
factors (𝑟𝑤 , 𝑟ℎ ), the translation factors (𝑡𝑤 , 𝑡ℎ ) and the scale
factors (𝑠𝑤 , 𝑠ℎ ) respectively. Both of the source coordinates
and 𝐴 are scaled to [−1, 1]. For more details of the STN,
please refer to [25].
To make the STN easier to train, two assumptions are
proposed: 1) Firstly, the detector error may enlarge, shrink or
translate the pedestrian in the bounding box, while they are
often irrelevant to the image rotation. Hence, we fix both of 𝑟𝑤
and 𝑟ℎ as 0 and only learn (𝑠𝑤 , 𝑠ℎ ) and (𝑡𝑤 , 𝑡ℎ ). 2) Secondly,
the detection error cannot cause image flipping , and the
scale and translation factors are limited by the detection
error. As stated in [29], a qualified detected bounding box
should contain at least 75% overlap ratio with the ground
truth bounding box. We slightly relax the requirement and
assume the detection error 𝜖 ∈ (0, 0.4). According to 𝜖, the
value fields of (𝑠𝑤 , 𝑠ℎ ) and (𝑡𝑤 , 𝑡ℎ ) are limited to:
𝑠𝑤 ∈ (1 − 𝜖, 1 + 𝜖),

𝑥1 + 1
, 𝑠𝑤 = 1 + 𝜖𝑥2 , 𝑠ℎ = 1 + 𝜖𝑥3 ,
2
= 𝜖𝑥4 , 𝑡ℎ = 𝜖𝑥5 .

𝜖 = 0.4 ×

𝐹𝐼 (𝑐, ℎ) =

𝑊
1 ∑︁ 𝑟
𝑀 (𝑐, ℎ, 𝑤) + max 𝑀𝐼𝑟 (𝑐, ℎ, 𝑤),
𝑤=1,...,𝑊
𝑊 𝑤=1 𝐼

(6)

where 𝑐 ∈ {1, 2, ..., 𝐶} and ℎ ∈ {1, 2, ..., 𝐻}. Based on 𝐹𝐼 ,
a group of vertical convolutional kernels {𝛿𝑘𝑐 }𝑐=1,...,𝐶
𝑘=1,...,𝐾 are
proposed where 𝛿𝑘𝑐 ∈ 𝑅𝐻 and 𝐾 is the pre-defined kernel
number. The kernels {𝛿𝑘𝑐 }𝑘=1,...,𝐾 are regarded as the spatial
distribution patterns of channel 𝑐, and learned automatically
by back-propagation. They are independent among different
channels to better model the spatial distribution of each
channel. Based on {𝛿𝑘𝑐 }𝑘=1,...,𝐾 , the spatial feature 𝑓𝑐𝑠 ∈ ℛ𝐾
of channel 𝑐 is calculated as:
𝑓𝐼𝑐 (𝑘) =

𝐻
∑︁

𝐹𝐼 (𝑐, ℎ) × 𝛿𝑘𝑐 (ℎ),

(7)

ℎ=1

where 𝑘 ∈ {1, 2, ..., 𝐾} and 𝛿𝑘𝑐 (ℎ) is the ℎ𝑡ℎ element of 𝛿𝑘𝑐 . The
final spatial feature 𝑓𝐼𝑠 concatenates {𝑓𝐼𝑐 }𝑐=1,...,𝐶 together.
Following 𝑓𝐼𝑠 , a BN layer, a FC layer and a softmax function
are introduced to predict the ID of 𝑓𝐼𝑠 . The final loss combines
𝐿𝑠 and 𝐿𝑔 together:

(2)

The detection error varies in each image, hence an additional
branch is introduced to estimate 𝜖 adaptively. In other words,

𝐿 = 𝐿𝑠𝑐 + 𝛼𝐿𝑠𝑟 + 𝛽𝐿𝑔𝑐 + 𝛾𝐿𝑔𝑟 ,
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32,621 bounding boxes of 1,041 identities, and the testing
set contains 93,820 bounding boxes of 3,060 identities. From
the testing set, 11,659 bounding boxes are randomly selected
as query images and the other 82,161 bounding boxes are
used as gallery images [52]. Since MSMT17 is released recently, hence there are only a few methods that report on this
dataset. For all datasets, the Top 1 matching accuracy and
mean Average Precision (mAP) [69] are reported as evaluation metrics. All experiments are conducted in the single
query mode and don’t use Re-Ranking [75] to further refine
the matching results.

4.2
Figure 4: The regular convolution (a), the depthwise
convolution (b), the stripe based method (c) and the
VCN (d).

Implementation

Following most ReID works [20, 49, 68], all images are resized
to 384 × 128 and ResNet-50 is chosen as our backbone. The
parameters of ResNet-50 are pre-trained on ImageNet [13] and
other parameters are initialized randomly. Two versions of
ResNet-50 are employed in the experiments: 1) The Original
ResNet-50: Following the setting of most ReID methods
such as [14, 20, 43, 49, 68, 71], the last spatial down-sampling
operation in ResNet-50 is removed to increase the spatial
size of the feature map. In this case, the depth, height and
width of the feature map are 2048, 24 and 8 respectively, the
input dimension of FC1 (Eq. 4) in SC-STN is 24 × 8 = 192,
each kernel in VCN contains 24 × 6 = 144 parameters and
the length of the spatial feature 𝑓𝐼𝑠 is 2048 × 6 = 12, 288. 1)
The Modified ResNet-50: To obtain a large spatial view
to capture more detailed spatial information, we modify the
original ResNet-50 stage 3 and stage 4 with some dilated
convolutions [59]. Our modified stage 3 and stage 4 share the
same spatial size with the original stage 2 of the ResNet-50,
which is same to [53]. Therefore, the height and width of the
feature map are 48 and 16 respectively, the input dimension
of FC1 (4) in SC-STN is 48 × 16 = 768, and each kernel in
VCN contains 48 × 6 = 288 parameters. Note both of two
versions don’t introduce additional parameters to ResNet-50.
These two versions of ResNet-50 are denoted as “ResNet-50
(O)” and “ResNet-50 (M)” hereinafter, respectively.
We employ random horizontal flipping, random erasing
[76] and random cropping for data augmentation in training.
The kernel number 𝐾, the weights 𝛼, 𝛽 and 𝛾 in (8) are set 6,
0.5, 0.5 and 10−7 , respectively. Each mini-batch is sampled
with randomly selected 16 identities and randomly sampled 6
images for each ID from the training set. The Adam optimizer
is used in our experiments. As suggested in the previous work
[32], a warmup strategy is applied to adjust the learning rate.
Specifically, the learning rate linearly increases to 5.0 × 10−4
in first 30 epochs, and will be dropped by 0.1 every 80 epochs.
The total training process lasts for 300 epochs. All codes are
implemented using Pytorch. The learned global feature 𝑓𝐼𝑔
and spatial feature 𝑓𝐼𝑠 are evaluated respectively, and the
cosine is used to measure the distance between probe and
gallery images. In addition, we fuse 𝑓𝐼𝑔 and 𝑓𝐼𝑠 by adding
their distance together, denoted as “Fusion”.

where 𝐿𝑠𝑐 and 𝐿𝑔𝑐 are label-smoothed cross-entropy loss [8,
32, 44, 53] for the global and spatial branches respectively,
𝐿𝑠𝑟 and 𝐿𝑔𝑟 are ranked list loss [50] for the global and spatial
branches, and 𝛼, 𝛽 and 𝛾 are weights.
Here we give more explanations of the VCN: (1) The
regular convolution (Fig. 4 (a)) and the depthwise convolution
[11, 36] (Fig. 4(b)) model local spatial patterns of the feature
map, while the VCN aims to learn global spatial distribution,
and its receptive field is the whole feature map. (2) The stripebased methods (such as PCB [43], MGN [49] and Pyramidal
[68] ) divide the feature map into several stripes and perform
pooling on each stripe respectively (Fig. 4 (c)). These methods
ignore the spatial distribution in each stripe, and assume the
stripes are irrelevant to each other and contributes equally.
In contrast, the VCN focuses on whole feature map and can
model the correlation of different latitudes.

4 EXPERIMENT
4.1 Datasets and Evaluation Metrics
The experiments are conducted on three person ReID datasets: Market-1501 [69], DukeMTMC [73] and MSMT17 [52].
Market-1501 contains 32,668 images of 1,501 identities captured by 6 camera views. The pedestrians are cropped with
bounding-boxes predicted by DPM detector [15]. Following
the standard setting [69], the whole dataset is divided into a training set containing 12,936 images of 751 identities
and a testing set containing 19,732 images of 750 identities.
DukeMTMC consists of 36,411 images of 1,812 persons
from 8 high-resolution cameras, where 1,404 people appear
more than two cameras and other 408 people’s images are
regarded as distractors. 16,522 images of 702 persons are randomly selected from the dataset as the training set, and the
remaining images are divided into the testing set containing
2,228 query images and 17,661 gallery images. The setting
is same to [73]. MSMT17 has 126,441 images of 4,101 IDs
captured from a 15-camera network. The training set contains
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Table 1: Comparisons on the Market-1501 and
DukeMTMC datasets. “O” and “M” stand for
‘ResNet-50 (O)” and “ResNet-50 (M)”, red denotes
our performance and blue denotes the best performance reported by existing methods, and “*” means
different backbone is employed. The same below.
Dataset
Method
AutoReID* [34] (ICCV 19)
DCDS* [1] (ICCV 19)
OSNet* [78] (ICCV 19)
MVPM* [41] (ICCV 19)
Pyramidal* [68] (CVPR 19)
PAN [74] (TCSVT 19)
AANet [46] (CVPR 19)
DMML [7] (ICCV19)
VCFL [30] (ICCV 19)
LRDNN [79] (IJCAI 19)
RB [35] (AAAI 19)
SFT [31] (ICCV 19)
Circle [42] (CVPR 20)
LITM [63] (AAAI 19)
IANet [23] (CVPR 19)
Sphere [14] (VCIR 19)
BNNeck [32] (CVPRW 19)
DG-Net [72] (CVPR 19)
BDB [12] (ICCV 19)
PCB+RPP [43] (ECCV 18)
HPM [16] (AAAI 19)
CASN [71] (CVPR 19)
BHP [20] (ICCV 19)
DAAF [10] (arxiv 20)
Global feature 𝑓𝐼𝑔 (O)
Spatial feature 𝑓𝐼𝑠 (O)
Fusion (O)
CAMA [58] (CVPR 19)
MHAN [3] (ICCV 19)
MGN [49] (MM 18)
MGN + Local [57] (MM 18)
MGN+Circle [42] (CVPR 20)
ABD-Net [8] (ICCV 19)
SONA [53] (ICCV 19)
CAR [80] (ICCV 19)
SCAL [6] (ICCV 19)
RGA [65] (CVPR 20)
Global feature 𝑓𝐼𝑔 (M)
Spatial feature 𝑓𝐼𝑠 (M)
Fusion (M)

4.3

Market-1501
Top 1 mAP
94.5
85.1
94.8
85.8
94.8
84.9
91.4
80.5
95.7
88.2
86.7
69.3
93.9
82.5
93.5
81.6
89.3
74.5
90.4
82.8
91.2
77.0
93.4
82.7
92.4
83.8
93.9
83.9
94.4
83.1
94.4
83.6
94.5
84.9
94.8
86.0
95.3
86.7
93.8
81.6
94.2
82.7
94.4
82.8
95.2
85.6
95.1
87.9
95.2
87.3
96.0
88.1
96.1
88.6

DukeMTMC
Top 1 mAP
87.5
75.5
88.6
73.5
83.4
70.0
89.0
79.0
71.6
45.0
86.4
72.6
85.9
73.7
85.3
73.2
82.4
66.6
86.9
73.2
85.9
74.5
87.1
73.4
83.9
68.2
86.4
76.4
86.6
74.8
89.0
76.0
83.3
69.2
86.6
74.3
87.7
73.7
86.5
73.1
87.9
77.9
88.6
78.1
89.8
79.2
89.8
79.6

94.7
95.1
95.7
95.9
96.1
95.6
95.6
96.1
95.8
96.1
95.8
95.8
96.2

85.8
89.1
88.7
89.0
89.4
86.3
89.0
89.5
89.9
90.2

84.5
85.0
86.9
87.4
87.4
88.3
88.8
84.7
89.3
88.4
88.9
89.3
89.9

Table 2: Comparisons on the MSMT17 dataset.
Method
AutoReID* [34] (ICCV 19)
OSNet* [78] (ICCV 19)
MVPM* [41] (ICCV 19)
SFT [31] (ICCV 19)
IANet [23] (CVPR 19)
Circle [42] (CVPR 20)
DG-Net [72] (CVPR 19)
Global feature 𝑓𝐼𝑔 (O)
Spatial feature 𝑓𝐼𝑠 (O)
Fusion (O)

Top 1
78.2
78.7
71.3
73.6
75.5
76.3
77.2
80.5
81.0
82.1

mAP
52.5
52.9
46.3
47.6
46.8
50.2
52.3
55.6
55.8
57.6

Circle+MGN [42] (CVPR 20)
RGA [65] (CVPR 20)
ABD-Net [8] (ICCV 19)
Global feature 𝑓𝐼𝑔 (M)
Spatial feature 𝑓𝐼𝑠 (M)
Fusion (M)

76.9
80.3
82.3
82.8
83.2
84.2

52.1
57.5
60.8
58.9
60.0
60.7

[34], MGN [49], BHP [20] and Pyramidal [68] which utilize
the semantic parts or horizontal stripes to extract part-level
feature, and (3) attention based methods including MHAN
[3], CAMA [58], SONA [53], CAR [80], SCAL [6], ABD-Net
[8], DAAF [10] and RGA [65]. These methods are categorized
into 3 types based on different backbones: the ones which
employ ResNet-50 directly, the ones which modify ResNet50 by introducing additional branches, attention subnets or
dilated convolution, and the others which don’t use ResNet50. For fair comparison, the former two types are compared
with “ResNet-50 (O)” and “ResNet-50 (M)” respectively, and
the results of the last type are listed for reference only.
From the comparative results shown in Table 1 and Table 2, it is evident that: (1) The advantage of spatial feature
𝑓𝐼𝑠 is obvious compared to other methods, including the STN
based method PAN [74]. It demonstrates that modeling spatial distribution of the feature map is indeed helpful to the
person ReID task. Even only using the global feature 𝑓𝐼𝑔 , the
proposed method is still superior to most of methods. The
reason is that the discriminative spatial distribution of feature map leads to more discriminative statistical properties.
In addition, “Fusion” can further improve the performance,
it shows that the global feature and the spatial feature are
complementary to each other. (3) The proposed method also
outperforms the stripe-based methods, and here we give more
comparisons with 3 typical stripe based methods PCB+RPP
[43], MGN [49] and Pyramidal [68] which utilize the stripes to
model spatial distributions. Specifically, PCB+RPP [43] divides the feature map into 6 one-grained stripes, while MGN
[49] and Pyramidal [68] combine the global feature with 5
two-grained stripes and 20 five-grained stripes, respectively.
Even if 20 carefully designed stripes are used, Pyramidal
[68] is still inferior to the proposed method. The reason is
that the stripe based methods ignore the spatial distribution
in each stripe and the relations among different stripes. In
contrast, the learned VCN kernels are more fine-grained and
diverse. (4) The proposed method achieves the state-of-art

72.9
77.2
78.4
78.6
78.3
73.1
79.6
80.2
80.2
81.1

Comparison Results

We compare the proposed method with 33 recent published
works including (1) global feature based methods which aims
to learn the global feature from the feature map directly,
including PAN [74], DMML [7], DCDS [1], VCFL [30], MVPM
[41], LRDNN [79], RB [35], LITM [63], IANet [23], Sphere
[14], BNNeck [32], OSNet [78], AANet [46], DG-Net [72], BDB
[12], Circle [42], SFT [31], (2) part based methods including
PCB+RPP [43], Local [57], HPM [16], CASN [71], AutoReID
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Table 3: Evaluations of different components.
Method
𝑓𝐼𝑔 w/o 𝑓𝐼𝑠 (Baseline)
𝑓𝐼𝑠 w/o 𝑓𝐼𝑔
Baseline+VCN
Baseline+STN+VCN
Baseline+STN(w/o rotate)+VCN
Baseline+SC-STN(𝜖 ∈ (0, 1))+VCN
Baseline+SC-STN(𝜖 = 0.4)+VCN
Baseline+SC-STN+GP
Baseline+SC-STN+FC
Baseline+SC-STN+VCN (w/o HP)
Baseline+SC-STN+VCN (shared)
Baseline+SC-STN+MGN

Top 1
94.0
94.9
95.2
85.1
86.9
95.3
95.4
94.1
95.3
95.2
95.0
95.7

mAP
85.3
86.4
87.0
62.4
70.6
87.6
88.1
86.2
87.2
87.1
86.5
87.5

Full Model (Baseline+SC-STN+VCN) w/o 𝐿𝑟
Full Model (Baseline+SC-STN+VCN)

95.8
96.1

87.7
88.6

Figure 5: The left images are detected, and the middle and right ones are transformed by the SC-STN
and STN respectively.

performance in ResNet-50 (M) because the dilated convolution can obtain richer spatial correlations [59]. The proposed
method is decoupled with the backbone and benefits from
the backbone improvement.

4.4

the effectiveness of the self-constrained mechanism. The second one (Baseline + SC-STN (𝜖 = 0.4) + VCN) forces
𝜖 = 0.4 rather than learning. The performance indicates the
detection error assumption is appropriate and it is important
to limit the range of transformer factors. Finally, the full
model outperforms “Baseline + SC-STN (𝜖 = 0.4) + VCN”
because the full SC-STN learns 𝜖 the constraint for each
image adaptively rather than fixing 𝜖 = 0.4 for each image.
To evaluate the SC-STN intuitively, we perform the affine
transformation on the original images where the transformation matrix 𝐴 (Eq. 1) is learned by the SC-STN and STN
respectively. It is reasonable because 𝐴 has same effect on
images and the corresponding feature maps. Several visualized examples are shown in Fig. 5, and it is evident that the
SC-STN refines the images much more significantly.
Effect of the VCN In this experiment, 6 types of networks are used to replace the VCN respectively, including:
(1) “Baseline+SC-STN+GP”: A global average pooling
(GAP) and a global max pooling (GAP) are performed on the
refined feature map 𝑀𝐼𝑟 directly, and the feature is extracted
by summing their results; (2) “Baseline+SC-STN+FC”:
Based on the “Baseline+C-STN+GP”, a FC layer with 12,288
outputs is used to lengthen the feature; (4) “Baseline+SCSTN+VCN (w/o HP)”: the horizontal pooling is removed
and the VCN is performed on the refined feature map 𝑀𝐼𝑟
directly; (5) “Baseline+SC-STN+VCN (shared)”: the
kernels {𝛿𝑘𝑐 }𝑘=1,...,𝐾 are shared among different channels; and
(6) “Baseline+SC-STN+MGN”: the refined feature map
𝑀𝐼𝑟 is divided into 5 two-grained horizontal stripes and the
feature is extracted on each stripe as similar to [49], then
these features are concatenated as the spatial feature.
The evaluation results are listed in Table 3 and we can
obtain the following conclusions: (1) The improvement of
“Baseline+SC-STN+GP” is limited, because it only focuses on
the average and max values of each channel of the feature map,
which is similar to “Baseline”. (2) “Baseline+SC-STN+FC”
is inferior to the full model, it demonstrates the improvement
of the method is caused by learning spatial feature rather than

Ablation Study

In this section, four groups of ablation studies are conducted
on the Market-1501 dataset to investigate the effectiveness
of each proposed component. All experiments are based on
the ResNet-50 (O).
Effect of the Global Branch Firstly, we remove the spatial
feature branch and the global feature branch, denoted as
“𝑓𝐼𝑔 w/o 𝑓𝐼𝑠 ” and “𝑓𝐼𝑠 w/o 𝑓𝐼𝑔 ”, respectively. The former is
regarded as the baseline. As shown in Table 3, “𝑓𝐼𝑠 w/o 𝑓𝐼𝑔 ”
is superior than “𝑓𝐼𝑔 w/o 𝑓𝐼𝑠 ” demonstrates the advantage of
the spatial feature. In addition, “𝑓𝐼𝑠 w/o 𝑓𝐼𝑔 ” is much poorer
than “𝑓𝐼𝑠 ” in Table 1. As stated before, the learning of the
global feature suppresses the feature map activations of the
backgrounds and helps the learning of SC-STN.
Effect of the SC-STN The second group of experiments
are conducted to validate the effectiveness of the SC-STN.
Firstly, the SC-STN is removed and the VCN learns the
spatial feature from 𝑀𝐼 directly (“Baseline+VCN”). As
shown in Table 3, the superiority compared to the baseline
indicates the VCN can learn discriminative feature effectively.
Also, it is inferior to the full model because the detection
errors may lead misalignments. Then, 2 versions of the original STN are evaluated respectively including: “Baseline +
STN + VCN” where the original STN [25] is used (Fig 3),
and “Baseline + STN (w/o rotate) + VCN” where 𝑟𝑤
and 𝑟ℎ of the STN are forced to 0. Their performance drops
drastically even worse than the baseline, in indicates that it
is hard to learn the original STN because the guidance of
affine transformation is lacking. In addition, two types of SCSTN are evaluated. The first type (Baseline + SC-STN
(𝜖 ∈ (0, 1)) + VCN) removes the detection error assumption
(i.e, 0.4 in Eq. 5) and allows 𝜖 ∈ (0, 1). Even though it doesn’t utilize any additional prior assumption than “STN (w/o
rotate)”, yet the results are much better, which indicates
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Table 4: The number of parameters (Millions) and
FLOPS (Billions) of different methods. The extra
parameters and flops are also listed in the brackets.
Method
ResNet-50 (O)
BDB (ICCV 19)
Pyramidal (CVPR 19)
Ours (O)

Param (M)
23.51
31.12 (+7.61)
29.02 (+5.51)
23.86 (+0.35)

FLOPS (B)
6.12
6.99 (+0.87)
6.13 (+0.01)
6.12 (+≈ 10−4 )

ResNet-50 (M)
SONA (ICCV 19)
Ours (M)

23.51
32.44 (+8.93)
23.93 (+0.42)

18.74
18.75 (+0.01)
18.74 (+≈ 10−4 )

Figure 6: The heat map of feature map activations.
The left images are original images, and the middle
and right ones are feature maps learned by the baseline and the proposed method, respectively.

just lengthening the feature. (4) The full model outperforms “Baseline+C-STN+VCN (w/o HP)” clearly because the
horizontal pooling is robust to various horizontal viewpoints
and makes the spatial feature easy to learn. (5) The evaluation result of “Baseline+SC-STN+VCN (shared)” is lower
than the full model because the independent kernels are mode
adaptive to different channels. (6) “Baseline+SC-STN+MGN”
improves the baseline, while the performance is still inferior
to the full model. In “Baseline+SC-STN+MGN”, the spatial
distribution in each stripe is ignored, and the stripes are
irrelevant to each other. In contrast, the VCN focuses on
the spatial distribution of whole feature map and models the
correlations among different latitudes. (7) At last, the ranked
list loss 𝐿𝑟 [50] further improves the final performance by
refining the ranking list during training. Even without 𝐿𝑟 , the
result is still better than most of methods in Table 1 expect
[68] who also utilizes multiple type of losses. It indicates our
high performance is not only from the ranked list loss 𝐿𝑟
[50], but the effective model architecture.
Several heat maps of feature map activations are visualized
in Fig. 6. The feature maps learned by the proposed method
distinguish people and background clearly, and the activations
distributed in the whole body. In addition, several typical
matching results of the baseline and the full model are shown
in Fig. 7. The baseline usually confuses different pedestrians
with similar global appearances, while the proposed method
can distinguish them well by the spatial distributions.
Model Complexity To better validate our advantage, the
network parameters and FLOPS are further evaluated to
compare with several state-of-the-art methods which employ
the same backbone. In this experiment, the last classifier FC
layer is removed for each model because it is only used in
training and useless for the application deployment. As shown
in Tab. 4, the proposed method contains much less parameters
and FLOPS, and only requires to introduce about 0.4M
additional parameters and approximately 10−4 B FLOPS to
the backbone. It is reasonable because the SC-STN and VCN
are both holistic and contain a few parameters.

Figure 7: Several matching results of the baseline
(up) and the full model (down). The first column is
the query and the 2𝑛𝑑 -6𝑡ℎ column are top 5 matching
results. The green and red boxes mean positive and
negative respectively.

5

CONCLUSIONS

This paper proposes a novel method to learn discriminative
spatial feature for the person ReID task. A self-constrained
spatial transformer network is introduced to make the feature
map robust to the detection errors, and then a novel vertical
convolution network is proposed to extract the spatial feature
in vertical. Extensive experimental evaluations on several
benchmarks demonstrate that the method achieves stateof-the-art performances by introducing only a few network
parameters to the backbone.
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