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Abstract—The non-local adaptive in-loop filter (NALF) for video
coding has achieved significant coding gain by exploiting image
non-local self-similarity (NSS) to efficiently reduce the compression
artifacts. However, the intensive computation of NALF hinders its
practical deployment in video standardizations. In this paper, we
propose a fast NALF optimization algorithm in parallel-computing
framework by leveraging the massive parallel execution resources
of GPU. First, the computational complexity of original NALF is
analyzed in depth, then the pipelines of computational-intensive
modules are re-designed to adapt to the general-purpose GPU with
more parallel-friendly consideration. Specifically, we speed up the
NALF by optimizing thread allocation to maximize the parallelism
degree and elaborately designing the GPU block dimension to avoid
access conflict. The group-level and pixel-level parallelization for
collaboratively filtering and patch matching modules are designed
respectively. To reduce the cost in data transmission, the whole
filtering process is implemented on GPU by taking the advantage of
low data dependency in NALF. Extensive experimental results show
that the proposed fast NALF optimization using GPU architecture
achieves high-speeed processing while maintaining the significant
coding performance of original NALF, which shows the potential
of NALF in the future video coding standard.

Index Terms—Video coding, NSS, adaptive in-loop filter, NALF,
GPU.

I. INTRODUCTION

V IDEO compression has been one of the cutting edge re-
search topics in the context of multimedia signal process-

ing for decades. Recently, the Joint Video Expert Team (JVET)
has been recently established by International Telecommuni-
cation Union-Telecommunication Standardization Sector (ITU-
T) and the ISO/IEC Moving Picture Experts Group (MPEG)
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to study improvements beyond High Efficiency Video Coding
(HEVC) [1] and to make progress towards the next generation of
the video coding standard. In current existing video coding stan-
dards [1]–[8], in-loop filtering algorithms play an important role
in promoting coding performance by simultaneously reducing
the compression artifacts and providing higher quality reference
pictures for the subsequent frames compression.

Many in-loop filtering methods have been investigated and
proposed during the development of video coding standards.
H.264/AVC adopts deblocking filter (DF) [4] to reduce the
blocking artifacts, which utilizes a set of predefined integer-
coefficient filters to smooth the block boundaries adaptively
according to coding parameters and the characteristics of re-
constructed blocks. The state-of-the-art video coding standard,
HEVC, conducts another in-loop filter algorithm, Sample Adap-
tive Offset (SAO) [9], which improves compressed video qual-
ity by transmitting offsets for different regions. The software of
former joint exploratiion expert team utilizes Geometry Adap-
tive In-Loop Filer (GALF) [10]–[12] to further enhance the
quality of the compressed video, which derives Wiener-based
filters and introduces geometric transformations for them to
filter the pixels in different categories depending on the gra-
dient of the reconstructed samples before filtering. Hence,
the mean square errors (MSE) between uncompressed sam-
ples and reconstructed samples is minimized. Compared with
SAO, GALF achieves more spatial adaptability for diverse im-
age content, but it also brings relative large overhead due to
transmitting filter parameters. Moreover, the plus-shaped bilat-
eral filter is also introduced to reconstruct pixels after inverse-
quantization [13]. However, the performance of bilateral filter is
limited.

Recently, the image non-local self-similarity (NSS) has been
becoming one of the emerging topics and achieving great suc-
cess in image and video restoration, which depicts the repet-
itiveness of image patterns non-locally distributed in images
and videos. Based on NSS, we proposed the non-local adap-
tive in-loop filter (NALF) for video coding in our previous
works [14]–[16], which significantly improves the coding ef-
ficiency over the state-of-the-art video coding standard HEVC.
The original NALF [15] first divides each frame into differ-
ent patch groups by searching similar patches in non-local re-
gions, and then applies the singular value decomposition (SVD)
to these low-rank matrices comprised by similar patches in the
same group. The filtering process is to shrink the singular val-
ues using soft thresholds, which are derived according to the
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statistical characteristics of similar patches adaptively. In [14],
[16], [17], the hard and frame-level thresholds are derived based
on quantization parameter to reduce the computational com-
plexity of the original NALF. However, the extreme compu-
tational cost and memory bandwidth of original NALF algo-
rithm still limit its practical acceptance for future video coding
standard.

Fortunately, GPU has shown great success to speed up
image and video processing algorithms due to its highly
parallel-processing capability [18]. Regarding in-loop filtering,
Cho et al. [19] designed an efficient control method for in-loop
filtering across tile boundaries for multi-core HEVC hardware
decoders. In [20], Momcilovic et al. presented the dynamic load
balancing algorithm for real-time video encoding across several
heterogeneous devices between CPU and GPU platforms. More-
over, especially for the fast development of convolution neural
network (CNN), GPU almost has become the necessary compu-
tation platform. Therefore, it is a promising solution to accelerate
the NALF in parallel by leveraging GPU parallel-computing ar-
chitecture, which also joins the multimedia coding standard and
low complexity computation platform and envisions the future
practical utility of NALF. In this paper, we revisit the original
NALF algorithm and then present the optimized fast NALF for
future video coding. The main contributions of this paper are
three aspects:
� We revisited the significant contributions of original NALF

algorithm from the perspective of computation procedure,
analyzed the bottleneck of its computational costs, and ex-
plored its speedup possibility in parallel implementation
on GPU platform.

� Based on the analysis of the bottleneck and data depen-
dency of original NALF, we proposed the fast NALF by
leveraging GPU parallel computation resources. The pixel-
level parallel computation is proposed for patch match-
ing by delicately designing the thread assignment and
patch division. We have also optimized memory organi-
zation for the weighted reconstruction from filtered sim-
ilar patches by designing two buffers to avoid the mem-
ory conflicts. Moreover, iterative SVD algorithm based on
power method is investigated and re-designed for a fast
parallel implementation to avoid the CPU-GPU memory
communication.

� Furthermore, we have analyzed the proposed fast NALF
from both the performance and efficiency perspectives in
depth, and it achieves up to 150 times speedup compared
with the original NALF on average with negligible per-
formance loss. The proposed fast NALF can satisfy the
low-latency requirement for video coding applications with
acceptable memory consumption.

The remainder of this paper is organized as follows. Section II
first revisits the NALF and analyzes its parallel-friendly design,
then the architecture of GPU is introduced. Section III presents
the proposed fast NALF design in parallel implementation for
computation intensive modules on GPU. Extensive experimental
results and discussions are reported in Section IV, and finally
we conclude this paper in Section V.

II. RELATED WORK

A. Non-Local Adaptive In-Loop Filter

With the development towards future video coding standard,
the NALF aims to reduce the compression noise and provide a
novel solution for in-loop filter algorithms based on NSS prior
knowledge. Targeting high quality restoration in video coding,
NALF has achieved a significant success in terms of coding effi-
ciency as well as the visual quality improvement for compressed
videos. As illustrated in Fig. 1(a), the original NALF algorithm
locates between DF and SAO in the original HEVC processing
chain, and it consists of three major modules, i.e., similar patch
clustering, collaborative filtering and aggregation for reconstruc-
tion as shown in Fig. 1(b). Specifically, the similar patch cluster-
ing contains patch matching and top-K similar patch selection to
form a group of similar patches. The collaborative filtering firstly
applies SVD to each matrix composed by the patches of the
same group, then shrinks the singular values based on content-
dependent thresholds. Finally, video frames are reconstructed
by averaging all the estimations from different similar patch
groups.

In similar patch clustering, NALF firstly divides the whole
image into Bs ×Bs patches with overlappling, as the yellow
dashed square patch illustrated in Fig. 1(b). For each patch, K
nearest non-local patches are extracted according to the Eu-
clidean distance of pixel intensity as Eq. (1) by exhaustive
search within a search window Ws ×Ws (dashed red square
in Fig. 1(b)).

d(xi,xj) =‖ xi − xj ‖22 . (1)

Subsequently, the similar patches in the same group form aB2
s ×

K matrix XGi
by vectorizing K patches in group Gi as follows,

XGi
= [xGi,1,xGi,2, . . .,xGi,K ], (2)

where xGi,k is the kth patch vector in group Gi.
In collaborative filtering, considering the low-rank character-

istic of similar patch matrix XGi
, its spare representation can be

constructed by SVD,

XGi
= UGi

ΛGi
V T
Gi
, (3)

where the columns of U and V are orthogonal vectors defined
as singular vectors and the matrix ΛGi

is diagonal with singu-
lar values. The compression noise can be removed by low-pass
filtering the singular values in the singular value transformed
domain. The filtered image is reconstructed by performing SVD
in Eq.(3) with shrunk singular values.

To reduce the computational complexity, the global threshold
is estimated for each color component in [14], [16] according to
quantization parameter and frame types as,

τ = σ ∗ (Bs +
√
K), (4)

σ = α ∗ 2(QP−4)/6 + β, (5)

where the parameter α and β are estimated for each frame type
as in Table I.
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Fig. 1. (a) The NALF module in HEVC hybrid encoding framework; (b) the processing chain of NALF algorithm.

TABLE I
THE PARAMETER σ FOR DIFFERENT FRAME TYPES

To analyze the computational complexity of NALF, the per-
centages of average running time for different modules are
shown in Fig. 2, which is tested on sequence BQTerrace with
QP = 27. We can see that similar patch clustering and collab-
orative filtering take up most of the NALF execution time up to
89% while the aggregation for reconstruction only takes 7% run-
ning time. Therefore, the optimization of NALF is centralized
in the three modules. And the bottleneck of original NALF al-
gorithm lies in the exhaustive search for similar patch clustering
and the numerical iteration calculation for the SVD of each group
in collaborative filtering. Fortunately, these computations are
group-independent and can be redesigned into parallel-friendly
procedures, which are suitable for parallel implementation and
execution especially on the GPU platform.

Fig. 2. The running time consumption for different modules of original NALF,
testing on sequence BQTerrace compressed at QP = 27.

B. Introduction of GPU Architecture

GPU has become the most popular parallel computing plat-
form especially since the development of deep learning (DL)
and convolutional neural network (CNN). To well support im-
age processing, a variety of parallel computing platforms and

Authorized licensed use limited to: Peking University. Downloaded on December 21,2020 at 03:04:15 UTC from IEEE Xplore.  Restrictions apply. 



42 IEEE TRANSACTIONS ON MULTIMEDIA, VOL. 23, 2021

Fig. 3. The illustration of NVIDIA GPU hardware architecture.

application programming interfaces (APIs) are released with
well optimized built-in functions in recent years, e.g., Com-
pute Unified Device Architecture (CUDA) [21], DirectX [22]
and Open Computing Language (OpenCL) [23], which have
strengthened the parallel-processing capabilities of GPUs to-
wards general purpose of computing. The GPU hardware des-
ignation and architecture are depicted in Fig. 3 [21].

C. GPU Based Optimization for Video Coding and Processing

With the development of GPU devices and increasing de-
mand for image/video coding and processing, there has been fast
growing interest in applying GPU optimization to speed up im-
age/video processing by leveraging the outstanding parallel per-
formance of GPU [24]. In [25], [26], the high parallel motion es-
timation (ME) algorithms were investigated by using GPU to ob-
tain real-time encoding for H.264/AVC and HEVC respectively.
Efficient HEVC decoder solutions accelerated by GPU [27], [28]
were proposed which designed the parallel pipeline for decoder
and achieved real-time decoding of the Ultra High-Definition
(UHD) 4 K videos. Yan et al. [29] analyzed the ME module
in HEVC and proposed a parallel framework to decouple ME
for different partitions on many-core processors based on local
parallel method (LPM) and directed acyclic graph (DAG).

In [30], the well-known Non-Local Means (NLmeans) filter-
ing for denoising application has been well optimized on GPU by
utilizing a whole image accumulation algorithm, which achieves
a speedup of 45 times while remaining the same performance.
McGaffine et al. [31] optimized the edge-preserved denoising
algorithm by iteratively performing a set of independent, paral-
lel 1D pixel-update subproblems which are able to handle the
edge-preserving roughness penalties.

Along with the development of CNN based in-loop filters
proposed in state-of-the-art video coding framework [32], [33],
GPU has become the necessary computational platform to accel-
erate the DL frameworks such as Caffe [34] and Tensorflow [35].
Jia et al. [33] further investigated multiple CNN models for
content adaptation and proposed CNN based in-loop filter for
both intra- and inter-frames. Although the DL based approaches
have been accelerated by GPU implementation, their processing
speed is still unacceptable for video coding standard especially
for low-latency applications. Furthermore, the memory cost of

DL based algorithms is extremely high which shows little hospi-
tality for mobile and portable devices. Therefore, in this paper,
we design the GPU based nonlocal adaptive in-loop filter to
satisfy low-latency requirements with memory efficiency and
significant bit-rate saving. To the best of our knowledge, this
work is the first and the fastest implementation for NALF in
video coding.

III. PROPOSED FAST NALF OPTIMIZATION FOR VIDEO CODING

In this section, we first present the overall design of the pro-
posed optimized NALF algorithm based on GPU architecture
for future video coding. In the following subsections, the imple-
mentation details of proposed method are introduced from three
aspects: parallel similar patch clustering, parallel computation
for SVD and parallel patch aggregation.

A. Overall Optimization for NALF on GPU Architecture

The optimized NALF algorithm is applied for the recon-
structed pixels after DF, which are copied entirely from CPU
memory to the GPU global memory. Then, all intermediate op-
erations are implemented on GPU and all data is cached in the
global memory as well to avoid the extra data transfer between
CPU-GPU memory except for the input image and the final fil-
tered image. Since the intermediate data is preserved in GPU
memory, the working flow of proposed optimization could be
decomposed into several core kernel functions corresponding
to the diagram of the original NALF in Fig. 1(b), where there
are three key modules optimized via GPU implementation, i.e.,
similar patch clustering, parallel computation for SVD and par-
allel patch aggregation. The overall design is shown in Fig. 4. To
distinguish the ambiguity of the terminology block and patch,
the rectangular image region is denoted as patch in this paper
while the term block represents the basic unit of GPU thread
collections.

B. Parallel Similar Patch Clustering on GPU

Similar patch clustering generates the similar patch matrix for
each reference patch via patch matching and patch sort based on
L2 distance in ascending order. Each reference patch searches its
similar patches within the Ws ×Ws search window and selects
its top K similar patches from sorted ones to form the similar
patch matrix after vectorization. As illustrated in Fig. 2, almost
half of the running time of the original NALF is contributed by
similar patch clustering. To reduce the complexity, the parallel
search for each reference patch is designed using parallelism
since there is concurrent solution to process multiple reference
patches. Moreover, the error between the reference patch and
all query patches within search window can also be calculated
concurrently.

In particular, our parallel algorithm for similar patch cluster-
ing is illustrated in Algorithm 1. To achieve run-time memory
reduction and simplicity during implementation, we design a
four-element tuple (x, y, dist, avl) to represent each patch in
our implementation, where (x, y) denotes the absolute coordi-
nates of the top-left pixel in a patch, dist is the distance between
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Fig. 4. The processing flowchart of the proposed NALF implementation on GPU.

query patch and its reference patch and avl means whether query
patch is available during search. The proposed GPU-based simi-
lar patch clustering algorithm mainly contains two sub-modules
i.e., the simultaneous L2 distance calculation between reference
patch and all query patches within the Ws ×Ws search window
and top K similar patch selection.

For the first sub-module, the most straight-forward parallel
strategy is to calculate the patch distance in patch level by
assigning each thread of a GPU block to each pair of reference
and query patch. The visualization is depicted in Fig.4 (a) where
red patch denotes reference patch while the blue and green one
are query patches. Each thread gets L2 distance between the
reference patch and each query patch within search window, and
the threads iterate over the patches. However, this patch-level
parallelism obviously contains redundant calculations since
patches are overlapped and part of the distance computation
also overlaps.

To avoid redundant calculation and further improve the par-
allelism degree, we propose a GPU implementation with pixel-
level parallelism where each thread is responsible for calculat-
ing the distance of each pixel. Specifically, we assign each patch
with a GPU block whose thread number is identical with the
pixel number of a Bs ×Bs patch, which can avoid bank con-
flict of threads. As such, each thread corresponds to one pixel
within a patch. The distance between reference patch and query
patch can be directly obtained through the computation by one
GPU block simultaneously. The illustration of distance calcu-
lation is shown in Fig. 5(b) where Ti denotes the thread index
while pixi is the pixel index of a patch.

For the second sub-module, the similar patch matrix construc-
tion should re-rank these query patches for each reference patch
in ascending order according to the L2 distance, and select the
top K similar patches. Since the number of similar patches K
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Fig. 5. The illustration of parallelism during similar patch clustering: (a) patch level; (b) pixel level.

is relatively small, we adopt the regular selection sort algorithm
provided by CUDA library. Each thread is assigned to one refer-
ence patch to find K most similar patches among the candidate
list and store them into global memory.

Meanwhile, the memory consumption of this module is also
considered sinceK most similar patches for each reference patch
are needed to store in original NALF algorithm. For example, the
reference patches and their parameters are stored in shared mem-
ory for fast access, and searched similar patches and restoration
buffers are stored in global memory due to its large volume.
To reduce the run time GPU memory cost, only the index of
these patches with respect to the original entire image are stored
during similar patch clustering. And each similar patch is only
accessed and stored before collaborative filtering stage.

C. Collaborative Filtering on GPU

As for the collaborative filtering module, the SVD operation
should be conducted for every similar patch matrix XGi

gen-
erated in previous stage. The parallel custom-implemented full
SVD algorithm is designed in the proposed fast NALF algorithm
based on the numerical iteratively truncated power method [36].
It is worth noting that we do not use the SVD functions with
existing CUDA libraries because the CUDA-provided APIs are
host functions which cannot be invoked by device functions due
to CUDA’s design. The only way to use CUDA-provided APIs
for SVD calculation is to copy the device memory back to host
side after similar patch matrix generation, which may reduce the
parallelism as well as the speed due to the memory access and
data transfer. To achieve the highest speedup ratio, we design
the whole pipeline of NALF within GPU memory and no extra
memory communication between host and device is needed ex-
cept for the initial deblocked input and final filtered image for
output. Furthermore, the dimension of each similar patch matrix
(B2

s ×K) is fixed and typically small while the SVD APIs in
CUDA library are designed for large dense matrix with extreme

high dimensions. Therefore, it is inappropriate to simply reuse
the CUDA APIs for SVD calculation.

We propose a GPU-based power method SVD algorithm by
iteratively computing the largest singular value (sing_val) with
its singular vectors (UGi,i and V T

Gi,i
as in Eq.(3)) until it meets

the threshold τ , where the iterative algorithm is illustrated in
Algorithm 2. Within each iteration, the largest singular value
and its singular vectors are computed. If the current obtained
singular value is larger than filtering threshold (τ ), we update
the similar patch matrix XGi

by subtracting the reconstructed
matrix X̂Gi

which is the low-rank approximation of XGi
by us-

ing largest singular value and its singular vectors. This procedure
is performed iteratively to calculate largest singular value for the
updated XGi

until the obtained singular value is less than τ .
Specifically, the implementation detail of power

method based largest singular value calculation algorithm
(power_singular_val) is shown in Algorithm 3. We first
normalize each column of XGi

in parallel to initialize the right
singular vector of XGi

. Then, the numerical iteration is per-
formed to improve the precision of singular values. During each
iteration, the left singular vector is calculated by normalizing
the dot multiplication result between XGi

and the calculated
right singular vector in previous iteration. Subsequently, the
right singular vector is analogously updated by first calculating
dot multiplication between XGi

and left singular vector in the
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former step, then normalization. Finally, the singular value is
the square root of the normalization factor of the right singular
vector during the last iteration. In general, the iteration process
of power method based singular value calculation is performed
by alternatively updating the left singular vector and the right
singular vector, which makes the singular value convergent
quickly.

To compromise the computational complexity and the preci-
sion of singular values, the iteration times (max_iter in Algo-
rithm 3) is set to be 3. Since the power_singular_val procedure
calculates a few largest singular values greater than τ as well as
their singular vectors of XGi

, the collaborative filtering is also
realized simultaneously by parallel implementation for matrix
multiplication during iterations.

D. Pixel Aggregation on GPU

The aggregation stage combines the processed results to pro-
duce a final filtered image as the output of NALF. Since each
patch can be assigned to multiple similar patch matrices in the
patch clustering process, the filtered patches are overlapped. As
such, the weighted average of overlap-filtered results are utilized
to reconstruct the high-quality images because each filtered re-
sult unevenly contributes to the final reconstruction. In our GPU
implementation, the reconstruction for similar patches in the
same group is realized by processing the K filtered patches
from XGi

sequentially. For each patch with Bs ×Bs pixels,
each pixel is assigned to one thread to achieve the pixel-level
parallelism within one patch.

The aggregation procedure constructs the numerator buffer
to store the accumulated weighted pixels and the denomina-
tor buffer to count accumulated times for each pixel. Specif-
ically, the numerator buffer caches the values of the filtered
pixel in the aggregation equation Eqn.(6) while denominator
buffer caches the sum of weights as normalization factor S in
Eqn.(7).

x̂(p,q) =
1

S

∑
k∈Ωp,q

wkx̂k(p
′
, q

′
), (6)

S =
∑

k∈Ωp,q

wk, (7)

wherewk represents the weight of filtered pixels in thekth image
patch x̂k, while Ωp,q is a collection consisting of the image
patches that include the image pixel x̂(p, q). The index (p, q)
and (p,′ q′) denote the same sample with respect to the entire
image and the image patch index systems, respectively. Hence
the final denoised results are the weighted average of numerator
buffer using denominator as normalization factors. The weight,
wk, is determined by the rank of the matrix XGk

,

wk =
1

θ
max

((
1− r

WGk

)
,

1

WGk

)
, (8)

where r is the rank of the matrix ˆXGk
which has been previ-

ously calculated during SVD module in Algorithm 2, and θ is a
normalizer. Here,WGk

is the smaller dimension of similar patch
matrix XGk

as in Eqn.(9).

WGi
= min(B2

s ,K). (9)

Since both numerator and denominator buffers are shared
by all threads within a certain GPU block, the aggregation
operation is performed by atomic_add instruction which is
a read-modify-write atomic operation on one 32-bit or 64-
bit word residing in global memory provided by CUDA li-
brary. The threads within one block are responsible for the
updating of one certain patch, which indicates that there is
no memory conflicts among themselves and they improve the
utilization of caches where the atomic updates are actually
resolved.

IV. EXPERIMENTAL RESULTS

To verify the efficiency of the proposed GPU optimized
fast NALF for future video coding, we implement it into the
HEVC reference software HM-16.6 with CUDA 8.0. In this
section, we validate the effectiveness of the proposed method
from four different aspects: coding performance, run time effi-
ciency, memory consumption and subjective quality improve-
ments. First, the objective coding performance is provided by
directly comparing original NALF with global threshold [14],
[16] (denoted as NALF-CPU) and GPU optimized NALF (de-
noted as NALF-GPU). Second, the encoding and decoding ef-
ficiency are analyzed from multiple dimensions: the run time
distribution of different modules, processing speed under dif-
ferent GPU platforms and different video resolutions. Third,
the run time memory footprint is also presented to illustrate the
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TABLE II
RATE-DISTORTION PERFORMANCE (BDBR) OF THE PROPOSED NALF-GPU ALGORITHM FOR EACH SEQUENCE. (ANCHOR: HM-16.6)

advantages of the proposed optimization on GPU. Subsequently,
we present the subjective visual comparisons between the pro-
posed NALF-GPU, NALF-CPU and the HEVC anchor. Finally,
we compare the coding performance of the proposed method
with the latest GALF algorithm [12] in JEM.

A. Experiment Configuration

The video test sequences in HEVC standard development
are utilized to verify the performances of the proposed method,
which are classified into five different categories according to
resolutions, Class A Class E. The first 120 frames of each test
sequence are compressed for performance validation in our ex-
periments. Four typical QP values are tested, including 22, 27,
32, 37. The experiments are all conducted under HEVC com-
mon test condition (CTC) with all intra (AI), low-delay (LDB),
and random access (RA) configurations. The anchor for all ex-
periments is HEVC reference software (HM-16.6) with both DF
and SAO enabled.

As for the hyper-parameter settings for NALF, all of them are
designed in the power of 2 to adapt the warp size and block size
with GPU for optimal parallelism. The image patch size (Bs) is
8× 8 in our implementation. For each frame of test sequences,
we overlaply partition the reference patch every s (s = 2) pixels
in raster scan order. Hence, the two adjacent reference patches
are overlapped with six row/column pixels during similar patch
search. For each reference patch, the top K (K = 32) nearest
neighbors are selected, which are generated in exhaustive man-
ner within the surroundings of the current reference patch with
fixed search range [−16, 16] both in vertical and horizontal di-
rections, respectively.

B. Compression Performance

To distinguish the performance of NALF-GPU, the BD-rate
reductions (BDBR) compared with HM-16.6 for each sequence
is shown in Table II, where it can be observed that 3.5%, 4.1%
and 4.8% bit-rate savings are obtained for the luminance com-
ponent using AI, LDB and RA configurations, respectively. We
also implement the original NALF-CPU in HM-16.6, and show
its performance in Table III, which achieves 3.7%, 4.5% and
5.3% bit-rate saving compared with HM-16.6 under AI, LDB
and RA configuration respectively. From the comparison be-
tween Table II and Table III, it is obvious that the proposed
NALF-GPU achieves comparable coding performance against
the NALF-CPU with negligible loss.

Since BDBR only reflects the overall compression perfor-
mance for each sequence, to explore the performance compar-
ison under different bit-rate, we further plot the rate-distortion
curves of HEVC, NALF-CPU and NALF-GPU in Fig. 6. Sim-
ilar conclusion can also be drawn that the proposed NALF-
GPU achieves comparable coding performance compared with
NALF-CPU algorithm on a large bit-rate range.

It is noticed that the performance loss of the optimized NALF-
GPU against original NALF-CPU is 0.2%, 0.4% and 0.5% for
AI, LDB and RA configurations according to Table II and Ta-
ble III. There are mainly two reasons for the performance degra-
dation. First, to adapt GPU block size and achieve optimal par-
allelism, some of the parameters in the proposed NALF-GPU
are different from original NALF-CPU. For instance, patch size
(Bs) is set to be 8 and the number for similar patches (K) is
32 while they are 6 and 30 in original NALF-CPU. Second, the
hyper-parameter (in Table I) for hard-threshold is trained and op-
timized for original NALF-CPU algorithm. For simplicity, we
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TABLE III
RATE-DISTORTION PERFORMANCE (BDBR) OF THE NALF-CPU. (ANCHOR: HM-16.6)

directly reuse those hyper-parameters to estimate the noise level
and determine the threshold for singular values.

C. Speed Evaluation

To achieve a better understanding of the speed-up ratio on
GPU, the first 30 frames of these test sequence are compressed
by HM-16.6 with the original NALF-CPU and the proposed
NALF-GPU under AI, LDB and RA configurations to calculate
the average processing time of the two in-loop filters for each
frame. The experiments in Table V are tested on Windows 10
system with Intel(R) Core(TM) i5 7300HQ and 8 GB mem-
ory, while the NALF-GPU are tested on different GPUs. The
processing speed of NALF-CPU is much slower, which takes
10846.6 ms on average for processing each frame. We also opti-
mized the NALF-CPU with OpenMP to achieve more compre-
hensive comparison, which obtains about 2.5x speed-up ratio.
To validate the effectiveness of proposed GPU optimized NALF
algorithm, we test our method on three different GPUs: GTX
1050Ti, GTX 1060 and Titan X Pascal, which represent the
entry-level, mid-level and professional level graph card respec-
tively. Their features are specified in Table IV. The GTX 1050
Ti, GTX 1060 and Titan Xp have the same architecture such that
their compute capability is 6.1. And the main difference among
them is CUDA Cores, Bandwidth and number of Transistors
which result in the various speedup ratio. Based on the all the
parameters, we could easily observe that Titan Xp is the flag-
ship GPU which has the strongest computing power while GTX
1050 Ti is the entry-level graphic card. This observation also
corresponds to our subsequent experimental results. As shown
in Table V, the average processing time of the proposed GPU
optimized NALF algorithm for each frame on three different

TABLE IV
THE GPU COMPUTE CAPABILITY VARIATIONS

TABLE V
THE RUNNING TIME OF ORIGINAL NALF-CPU (HM-16.6) FOR FILTERING

EACH FRAME ON INTEL I5-7300HQ CPU, TIME (MS)

GPU platforms is 193.4 ms, 91.7 ms, 72.1 ms respectively. From
the comparison of the two tables (Table V and Table VI), we
can see that the proposed NALF-GPU achieves up to 150 times
speedup on average using Titan X Pascal GPU compared with
NALF-CPU. Especially for high resolution video sequence, the
speedup ratio is much higher compared with that for low resolu-
tion ones, and the speedup ratio is up to 175 times for sequences
in Class A. Moreover, for the video sequences with resolutions
as Class C and D, the proposed NALF-GPU can well satisfy the
real-time application requirements with only one GPU.
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Fig. 6. Rate-distortion curves of proposed NALF-GPU algorithm and original NALF-CPU algorithm under different coding configurations, anchor: HM-16.6.
(a) FourPeople, AI; (b) BQMall, AI; (c) BasketballDrill, LDB; (d) Traffic, LDB; (e) Kimono, RA; (f) Cactus, RA.

Fig. 7. Run time complexity comparisons for different modules. These above results are tested on Windows PC with Intel(R) Core(TM) i5-7300HQ CPU 2.50 GHz
and a NVIDIA GTX 1050Ti GPU. (a) BQSquare_416× 240; (b) RaceHorses_832× 480; (c) Johnny_1280× 720; (d) BasketballDrive_1920× 1080.

TABLE VI
THE RUNNING TIME COMPARISON OF PROPOSED OPTIMIZED NALF-GPU FOR

FILTERING EACH FRAME ON DIFFERENT GPU PLATFORM, TESTED ON PC
WITH 64-BIT WINDOWS 10 OPERATING SYSTEM, TIME (MS)

For better investigating the speedup in-depth, we further
illustrate the run time complexity comparison of different
modules for NALF-CPU and NALF-GPU respectively in
Fig. 7. The run time are tested on Windows PC with In-
tel(R) Core(TM) i5-7300HQ CPU 2.50 GHz and a NVIDIA

GTX 1050Ti GPU. Four different sequences are utilized for
demonstration: BQSquare_416× 240, RaceHorses_832× 480,
Johnny_1280× 720, BasketballDrive_1920× 1080. We can
see that each module has been significantly accelerated by the
proposed GPU optimized method, and the main speedup comes
from the similar patch clustering and SVD modules.

Considering that NALF is an in-loop filter coding tool in video
coding containing the memory exchange process which is not
reflected by the above experiments, we further show the overall
encoding/decoding time with the proposed NALF-GPU com-
pared with HM-16.6. When evaluating the coding complexity
overhead due to NALF, the ΔT is calculated as,

ΔT =
T ′ − T

T
, (10)

where T is original encoding/decoding time of HEVC refer-
ence software (HM-16.6) and T ′ is the encoding/decoding time
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TABLE VII
OVERALL ENCODING AND DECODING TIME COMPLEXITY AND RUN TIME GPU MEMORY CONSUMPTION OF THE OPTIMIZED NALF-GPU

ALGORITHM ON DIFFERENT GPU PLATFORMS

Fig. 8. Visual quality comparison for BasketballDrill with AI configuration, where the 11th frame is shown (QP = 37). (a) HEVC; (b) NALF-CPU;
(c) NALF-GPU.

of the proposed NALF-GPU. From Table VII, the average en-
coding time increases on three kinds of GPUs are 9%, 7% and
4% compared with original HEVC encoder under AI, LDB and
RA configurations respectively, and it still takes about 4 times
longer than original HEVC decoder. Especially, on the GTX
1060, the encoding time for LDB and RA has been reduced, be-
cause the NALF provides higher reconstructed image quality in
inter prediction for subsequent coding frames which can reduce
the entropy coding times due to fewer residuals to be encoded.
However, it should be noted that the increase of decoding time
is still up to 4 times compared with HM-16.6, but it much faster
than the original NALF-CPU which increases the decoding time
by hundreds of times.

D. Memory Consumption Analysis

To explore the memory footprint of the proposed NALF-
GPU algorithm in terms of memory utility, we compare the
overall GPU memory usage under different GPU platforms in
the last column of Table VII. We can see that the proposed
NALF-GPU does not only achieve significant running time sav-
ing compared with NALF-CPU, it is also memory efficiency,
which only consumes about 170 MB GPU memory for dif-
ferent GPUs. This is because we do not store all the patches
in group XGi

during similar patch clustering, while only the
coordinates of the top-left pixel are stored to represent each
patch instead, which significantly reduces the GPU memory con-
sumption. Moreover, the memory consumption of the proposed
NALF-GPU is stable among different GPU platforms. Over-
all, the proposed NALF-GPU proves that the nonlocal based
in-loop filter is possible for practical video coding scenarios
according to both the running time complexity and memory
consumption.

E. Subjective Evaluations

Since we have validated the objective performance between
NALF-CPU and the proposed NALF-GPU. In this subsection,
we further compare the visual quality of the reconstructed im-
ages, which are depicted in Fig. 8. The typical frames from se-
quenceBasketballDrill are selected for illustration. The frame
is also cropped for better visualization.

It is obvious that our proposed NALF can efficiently remove
blocking artifacts, ringing artifacts and shifting noise etc. More-
over, the observers can also find that the degraded structures dur-
ing block-based coding can also be recovered by the proposed
scheme, e.g., the texture of floor and straight-lines. It is obvious
that the original NALF and optimized NALF obtain similar vi-
sual quality, which proves that NALF-GPU not only boosts the
processing speed but also achieves similar visual performance
with NALF-CPU.

F. Comparison With GALF

Due to the high efficiency, the GALF [12] has been adopted
into the JVET reference software JEM1 recently. For the sake of
completeness and comprehensive understanding of the proposed
fast NALF algorithm, the compression efficiency comparison
between GALF and NALF-GPU is provided in Table VIII. In this
set of comparison, the performance of luma channel is reported
and the anchor is set to be JEM-7.1 with GALF disabled. We
compare the compression performance of the proposed NALF-
GPU and the GALF [12] against the anchor respectively.

The GALF achieves 4.0%, 5.2% and 5.0% bit-rate saving in
AI, LDB and RA configurations while the proposed NALF-GPU

1[Online]. Available: https://jvet.hhi.fraunhofer.de/trac/vvc/browser/jem
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TABLE VIII
THE CODING PERFORMANCE OF GALF [12] AND PROPOSED NALF-GPU.

(ANCHOR: JEM-7.1 WITHOUT GALF)

TABLE IX
THE CODING PERFORMANCE OF PROPOSED NALF-GPU ON THE

TOP OF GALF [12]

obtains 4.3%, 5.7% and 5.5%. It is clear that the proposed NALF-
GPU also outperforms the GALF in all the three configurations
on average. From Table IX, we could learn that the proposed
NALF-GPU achieves 0.4%, 0.6% and 0.5% bitrate saving for
AI, RA and LDB configurations respectively on top of GALF.
Based on the above analysis, we believe that the nonlocal based
loop filtering is a promising technique for future video coding
due to its remarkable performance, and the GPU optimization
can make it more approach to practical applications.

V. CONCLUSION

In this paper, we proposed an efficiently optimized nonlo-
cal adaptive in-loop filter (NALF) for future video coding by
using GPU architecture to achieve high-speed processing. We
well designed the threads allocation and memory utility mech-
anism to improve the parallelism and reduce the memory ac-
cess consumption. The proposed algorithm mainly optimized
three bottleneck modules of original NALF method in video
codec, including similar patch clustering, SVD and patch ag-
gregation, and achieved significant speedup (more than 150
times) compared with the CPU version of NALF with negli-
gible performance loss. The proposed NALF could outperforms
the state-of-the-art in-loop filtering algorithm GALF and even
obtain further coding gain on the top of it. In addition, we pro-
vided multi-dimensional analysis of the proposed method which
show that NALF-GPU is memory efficiency and stable, which
further makes it suitable for practical video coding application.
The quantitative and qualitative results of this work further prove
that NALF is a promising competitor for the future video coding
standard designation as one of the potential in-loop filter coding
tool.
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