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ABSTRACT

Removing reflections from a single RGB image is a highly
ill-posed problem. Unlike RGB images, near-infrared (NIR)
images obtained through an active NIR camera are less likely
to be affected by reflections when glass and camera planes
form certain angles, while textures on objects could “vanish”
under certain circumstances. Based on this observation, we
propose a two-stream neural network to remove undesired
reflections in an RGB image with the guidance of an NIR
image. To tackle the insufficiency of training data, we pro-
pose a synthetic data generation pipeline that simulates the
reflection-suppressing nature of the active NIR imaging and
build a dataset mixed with synthetic and real data. Exper-
imental results show that the proposed method outperforms
state-of-the-art reflection removal methods in both quantita-
tive metrics and visual quality.

Index Terms— Reflection removal, near-infrared, convo-
lutional neural network

1. INTRODUCTION

Capturing images with undesirable reflection contamination
is commonly confronted when photographing in front of the
window or glass. The reflections significantly degrade the
quality of mixture images, as users prevailingly attempt to
obtain reflection-free background images. In consequence,
the reflection removal problem, which is targeted at removing
reflections and recovering the background, has become an ac-
tive research area in the computer vision and computational
photography community [1, 2, 3, 4, 5].

Due to the ill-posed nature of the reflection removal
problem, non-learning methods require sophisticatedly hand-
crafted priors observed from specific scenes [6, 7], which are
ineffective if the desired priors are weakly observed. In recent
years, methods based on deep learning develop rapidly, which
have been demonstrated to be effective in reflection removal
using a single image [1, 2, 3, 4, 5]. Due to the reliance on
features learned solely from images, the performance of these
methods is highly relevant to the similarity between training

§Part of this work was finished while visiting Peking University.
∗Corresponding author.

RGB mixture NIR mixture RGB background

Fig. 1. An example of RGB and NIR image pair captured si-
multaneously in front of a piece of glass and the correspond-
ing RGB background image captured without glass. Reflec-
tions of the person and desk in red boxes are significantly
suppressed in the NIR mixture image (middle) in contrast to
the RGB mixture image (left), and the NIR mixture image
shows consistent information with the RGB background im-
age (right) except for the LED monitor in green boxes (since
it does not emit NIR light).

and testing scenes. Auxiliary information independent from
image contents can help to relieve such a restriction [8, 9].

Following the popularity of Kinect V2, the active near-
infrared (NIR) camera has become more easily available for
non-professional users (e.g., for smartphone users, Huawei
P30 Pro and Samsung Galaxy Note10 have such cameras).
NIR images captured by such cameras are naturally less in-
sensitive to reflections when glass and camera planes form
certain angles. The textures on objects could “vanish” if the
emitted light from its source does not contain infrared com-
ponents or the reflected near-infrared intensities are consistent
across a single material. An example is illustrated in Figure
1, which presents the reflection-suppressing property of the
active NIR imaging and the texture vanishing phenomenon
existed in NIR images.

On the basis of the above observation, we introduce NIR
images into the reflection removal pipeline. We propose a
two-stream Near-infrared Image guided Reflection Removal
Network, which is denoted as NIR2Net. As illustrated in Fig-
ure 2, NIR2Net consists of two components: the near-infrared
guidance network (NGN) to exploit reflection-suppressed in-
formation from NIR images and the visible reconstruction
network (VRN) to estimate background images with the guid-
ance of features in NGN. Our major contributions are summa-
rized as follows:

• We propose the first NIR image guided reflection re-
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Fig. 2. The network architecture of NIR2Net. VRN estimates RGB background images with multi-scale guidance from NGN
by utilizing the reflection-suppressing property of active NIR mixture images.

moval network.
• We exploit the feature discrepancy between NIR and

RGB images to deal with the texture vanishing phe-
nomenon.

• We capture a real dataset for reflection removal con-
taining both RGB and NIR images to facilitate research
in this area.

2. RELATED WORK

Reflection removal. Reflection removal has become an ac-
tive research area in computer vision community for more
than decades. For non-learning methods, handcrafted priors
such as gradient sparsity priors [6], relative smoothness [10]
and ghosting cues [7], are adopted to facilitate solving the ill-
posed problem. These priors exploit differences of the visual
property between background and reflection layers in certain
scenarios, which are likely to fail in more complicated real-
world situations. For learning-based methods, CEILNet [1]
adopts the traditional two-stage framework which predicts the
edge map and the background layer successively. CRRN [2]
and CoRRN [4] combine the gradient inference and the im-
age inference in one unified mechanism to remove reflections
concurrently. Zhang et al. [3] propose a neural network with
perceptual loss to emphasize the independency of background
and reflection layers in the gradient domain. ERRNet [5] em-
beds context modules in networks and exploits the unaligned
data to separate background and reflection layers.
Near-infrared imaging. NIR imaging can be divided into
two categories: the passive imaging and the active imaging.
The passive NIR imaging is often implemented by attaching
NIR pass filters in front of lenses [11, 12], and NIR images
can be applied to various computer vision tasks [11, 13] due
to their unique properties compared to RGB images. The ac-
tive NIR imaging has been widely applied to 3D sensing de-
vices like Kinect V1 and V2 for geometry refinement [14]

and robot navigation [15]. Sun et al. [8] use the shape and
edge information contained in depth maps from Kinect V2 to
guide reflection removal, which has limited capability in re-
covering details in background layers due to the texture-less
appearance of depth maps. Our work leverages the reflection-
suppressing property from NIR images (also captured by
Kinect V2) and utilizes their richer texture information (com-
paring with depth maps) to guide reflection removal.

3. PROPOSED METHOD

Given an RGB mixture image M contaminated by reflections,
our task is to recover the background layer B under the guid-
ance of a reflection-suppressed NIR mixture image I. To ac-
complish this, we develop a two-stream convolutional neu-
ral network which consists of two sub-networks to process
RGB and NIR images concurrently and to conduct multi-scale
guidance to the background recovery procedure, as shown in
Figure 2. Given an RGB-NIR image pair {M, I}, we denote
the whole estimation process as follows:

B∗ = F(M, I, θ), (1)

where F presents the network to be trained with parameters
θ, and B∗ is the estimated RGB background.

3.1. Reflection-suppressing NIR imaging

The key constraint NIR2Net relies on is the observation that
the majority of NIR images captured by active NIR cameras
are hardly affected by reflections except large angles (say
> 80◦) are formed by the camera and glass planes, while
corresponding RGB mixture images are blended with unde-
sirable ghosts. Figure 3(a) shows an example of how angles
influence reflections. Reflections in red boxes are visible in
the RGB image but suppressed in the NIR image when the
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Fig. 3. Reflection suppression under different angles of inci-
dence. (a) An example of how angles of incidence influence
reflections in NIR images. (b) The relative intensity curve of
[R(θ)]2 and [1−R(θ)]2.

angle is 40◦, while reflections in green boxes are clearly vis-
ible in both RGB and NIR image with the angle increasing
to 80◦. The above reflection suppression phenomenon can be
explained by transmission characteristics of the NIR light.

Suppose Is, a beam of NIR light, is emitted from the
projector and split into reflected and transmitted rays by the
glass; they are received by the NIR camera after hitting the
objects in both reflection and background scenes and going
back through the glass. The NIR image records the inten-
sity of the received light as Irec. According to the Fresnel
equation [16], this simplified propagation process1 can be ex-
pressed as:

Irec = Is[R(θ)]2 + Is[1−R(θ)]2, (2)

in whichR denotes the relative intensity of the light reflected
by the glass and θ is the angle of incidence. Additionally,
[R(θ)]2 and [1−R(θ)]2 can be regarded as the intensity coef-
ficients of reflection and background layers in the NIR image,
respectively.

Under the assumption that the emitted NIR light is un-
polarized, we plot the relative intensity curve of [R(θ)]2 and
[1−R(θ)]2 in Figure 3(b). The relative intensity of reflection
stays at a low level when θ is small and the reflection com-
ponent starts to dominate the intensity of the NIR image until
θ increases over 80◦, which is rarely happened in practice.
Next, we will exploit the property that NIR images from ac-
tive NIR imaging tend to be reflection-suppressed and retain
features of background scenes to guide reflection removal .

3.2. Network architecture

Convolutional neural networks with the encoder-decoder ar-
chitecture have been proved to be effective in the reflection
removal problem [2, 4]. Therefore, as illustrated in Figure 2,
NIR2Net is designed to consist of two sub-networks with the
encoder-decoder architecture: the near-infrared guidance net-
work (NGN) and the visible reconstruction network (VRN),
in both of which features are down-sampled to obtain context
information in encoder part and upsampled for recovery of

1Details of the propagation process are provided in the supplementary
material.

the final result in decoder part. The details of the two sub-
networks are as follows:
Near-infrared guidance network (NGN). NGN takes input
an NIR image, which is a 1-channel tensor to exploit the
reflection-suppressed background context information and to
provide multi-scale guidance for the entire recovery process.
The encoder part in NGN consists of 11 convolutional blocks,
each of which is made up of a convolutional layer with kernel
size equal to 3 × 3, followed by a batch normalization layer
and an activation layer with LeakyReLU function; 5 convolu-
tional blocks are setup with stride equal to 2 and the rest are
setup to 1, which are placed alternately to extract and down-
sample features successively. The decoder part is composed
of 5 transposed convolutional layers with kernel size equal to
4 × 4 and stride to 2, each followed by an activation layer
with LeakyReLU function. To conserve the distinct details
and avoid gradient vanishing, preceding features in shallower
layers are concatenated to deeper layers with the same spatial
resolution in decoder part.
Visible reconstruction network (VRN). The input of VRN
is a 3-channel RGB mixture image, which is employed to
extract high-level semantic background features, and to fa-
cilitate the background recovery process. Similar to NGN,
VRN adopts the mirror-like encoder-decoder architecture
with more channels in the intermediate layers due to the ad-
ditional color information in RGB images compared to NIR
images. Moreover, the feature enhancement layers which are
convolutional layers with kernel size equal to 1 × 1, are ap-
plied to features in encoder part before being concatenated to
the corresponding layers in decoder part, decreasing the unde-
sirable reflection context information. The end of the decoder
part is a convolutional layer with kernel size equal to 1 × 1,
which estimates the final background from feature space to
RGB space.

To properly leverage the intrinsic correlation between the
NIR mixture image and the RGB background layer, we con-
duct a multi-scale guidance strategy from NGN to VRN for
the corresponding layers of the same spatial resolution. In-
spired by CoRRN [4], feature enhancement layers with kernel
size equal to 1× 1 are employed before feature concatenation
to compress channels and maintain the dominant contribution
of features in VRN.

3.3. Loss function

Pixel-wise loss. Considering the simplicity and low cost of
computation, we penalize the pixel-wise discrepancy between
the estimated background B∗ and its ground truth B with
mean squared errors (MSE), the loss is defined as:

Lpixel(B,B
∗) = ‖B−B∗‖22. (3)

Structural similarity loss. Simply utilizing pixel-wise loss
generates results with blurry regions which degrades the vi-
sual quality. To tackle this problem, the structural similarity



index (SSIM) [17] which measures the similarity of the lu-
minance, contrast and the structure between B∗ and B and
conforms to human perception closely, is introduced to form
a loss function. The SSIM index is defined as followed:

SSIM(B,B∗) =
(2µBB∗ + C1)(2σBB∗ + C2)

(µ2
B + µ2

B∗ + C1)(σ2
B + σ2

B∗ + C2)
, (4)

where µB and µB∗ are the means of B and B∗, σB and σB∗

are the variances with µBB∗ representing their covariance. In
consideration of the property of loss functions, we define our
structural similarity loss as:

Lssim(B,B∗) = 1− SSIM(B,B∗). (5)

Texture difference loss. In NIR spectrum, a large number
of colorants and dyes are transparent and the image intensity
values are consistent across a single material [13]. Hence, the
objects in NIR images tend to miss important textures such
as figures or icons visible in RGB images, which causes the
context guidance from NIR images to confuse the background
recovery process. To cope with this problem, we design a
texture difference loss to measure the feature differences be-
tween B∗, B, and I, as:

Ldiff (I,B,B∗) = ‖D(B, I)−D(B∗, I)‖1 , (6)

D(B, I) =
∑
i

‖Φi(GB)− Φi(I)‖ , (7)

where GB presents the grayscale image of the RGB image
referring to [18], which alleviates the color interference of the
RGB background image in the subsequent feature extraction
procedure. The Φi presents the i-th convolutional layer in the
encoder part of NGN, and in our experiment, the value of i is
set to {3, 5, 7, 9, 11}.

Combining the above definitions, our overall loss is sum-
marized to be:

Ltotal = αLpixel + βLssim + γLdiff , (8)

where the weights are empirically set as α = 1, β = 0.5, and
γ = 1 throughout our experiments.

Our model is implemented using PyTorch. We train the
model end-to-end for 100 epochs with Adam optimizer [19].
The learning rate is set to 10−3 initially and halved at epoch
20, then decreased to 2.5 × 10−4 at epoch 40. The weights
are initialized as in [20].

4. DATASET

4.1. Synthetic data

Due to the insufficiency of available datasets for reflection
removal with both RGB and NIR images, we build a syn-
thetic dataset using SUN-RGBD dataset [21] to satisfy the
data-driven needs of our learning-based method, which con-
tains 9500 image sets for training and 835 for evaluation.

RGB image. Based on the assumption that background layers
are sharper than reflections as people tend to focus on back-
ground scenes when photographing, which is adopted by pre-
vious works [1, 2, 3, 4, 5], we generate RGB mixture images
with the method proposed in [1]. The background and re-
flection images are all from the SUN-RGBD dataset [21]. For
each background image, we randomly select another image as
reflection and synthesize the mixture image from them. All of
the images are resized to 224 × 288.
NIR image. An active NIR imaging device receives the re-
flected NIR light emitted from its source to form an image,
in which the relation between the intensity and depth from
the light source follows the inverse square law [14]. Taking
the above premise and the texture vanishing phenomenon into
consideration, we synthesize NIR images from RGB back-
ground images to simulate the reflection-suppressing prop-
erty of the active NIR imaging2. RGB background images are
first converted to grayscale images according to the formula
in [18], as each pixel in grayscale images only carries inten-
sity information, which is similar to NIR images. To simulate
the texture vanishing, we use semantic segmentation labels in
SUN-RGBD dataset [21] and select five classes empirically
to create masks and remove textures in the corresponding re-
gions of the converted grayscale images. Finally, we employ
depth maps as weighted masks for grayscale images to simu-
late the intensity variation regarding to depth according to the
inverse square law.

4.2. Real data

Since there is no other real dataset with both RGB and NIR
images, we capture 109 image sets with Kinect V2, a device
with both RGB camera and active NIR camera. RGB and
NIR mixture images are captured in front of a piece of glass
and RGB background images are captured without the glass.
As the operating range of Kinect V2 is 0.5m to 4.5m [15],
our dataset mainly includes indoor scenes with various light
conditions to assure the diversity of the dataset. We randomly
select 96 images and extract 480 patches as training data, and
the rest 13 images are used for quantitative and visual quality
evaluation.

5. EXPERIMENTS

5.1. Comparison with the state-of-the-arts

We conduct both quantitative and visual quality comparison
between our method with several state-of-the-art single im-
age reflection removal methods, including Zhang et al. [3],
CoRRN [4], and ERRNet [5]. We train our network with the
parameters mentioned in section 3.3 and finetune the above
state-of-the-art methods using our training dataset with pro-
vided default parameters for the sake of fairness.

2Details of the data synthesis approach are provided in the supplementary
material.



RGB input                     NIR input                    Ground truth                   NIR2Net                  Zhang et al. [3]                CoRRN [4]                    ERRNet [5]   

Fig. 4. Visual quality comparison results on our evaluation dataset, compared with Zhang et al. [3], CoRRN [4], and ERR-
Net [5]. The first two rows are synthetic data and the last two rows are real data (brightness ×1.8 for better visualization and
red boxes indicate noticeable differences). Please zoom-in for details.

Table 1. Quantitative results on synthetic and real datasets
compared with Zhang et al. [3], CoRRN [4], and ERRNet [5].

Model Synthetic Real
PSNR SSIM PSNR SSIM

Baseline 15.192 0.787 24.407 0.862
NIR2Net 30.988 0.962 25.804 0.890

Zhang et al. [3] 22.788 0.859 25.204 0.874
CoRRN [4] 26.576 0.924 24.860 0.880
ERRNet [5] 26.536 0.940 25.052 0.880

Quantitative comparison. The quantitative results utilizing
SSIM and PSNR as error metrics on our evaluation dataset
are shown in Table 1, with errors between mixture and back-
ground images to be the baseline. As summarized in Ta-
ble 1, our method accomplishes state-of-the-art performance
and consistently exceeds other methods and the baseline in
both SSIM and PSNR, which indicates less distortion in lu-
minance, contrast and image structure. The outperformance
in both synthetic and real data demonstrates better generaliza-
tion capacity of our method than other state-of-the-art meth-
ods.
Visual quality comparison. Examples of the estimated RGB
background images from our method and other state-of-the-
art methods are illustrated in Figure 4, with RGB mixture im-
ages, input NIR images and ground truths in the first three
columns for visual quality comparison. Results generated by
Zhang et al. [3] retain more reflection residuals than other
methods. CoRRN [4] and ERRNet [5] can estimate simi-
larly acceptable results while unsatisfactory in regions with
strong reflections. In these regions, ERRNet is unable to dis-

tinguish reflections with the background and CoRRN gener-
ates results with over smoothing. Compared to these methods,
our method achieves reflection removal more effectively and
recovers background layers more clearly.

5.2. Ablation study

To investigate the effectiveness of loss functions and the con-
tribution of NGN to VRN, we conduct several ablation stud-
ies by re-training the model with removing loss functions or
NGN respectively. The quantitative results are shown in Ta-
ble 2 and the qualitative results are shown in Figure 5. Our
complete model obtains the best performance among all com-
binations. The model without NGN performs the worst due
to the lack of instructive background context information con-
tained in NIR images, which demonstrates the validity of our
guided mechanism. The model without Ldiff generates re-
sults remaining more reflection residuals than the complete
model especially in regions where texture vanishing occurs,
implying its effectivity to cope with the texture vanishing.
The overall capablity of the model without Lssim is similar
to the model without Ldiff while producing distortion in the
image structure.

6. CONCLUSION

We propose a concurrent learning-based framework for RGB
image reflection removal guided by reflection-suppressed ac-
tive NIR images. To deal with the unavailability of data, we
build a dataset containing both synthetic and real data for
the training and evaluation of our network. The quantitative



RGB input                   NIR input                      Ground truth                  NIR2Net                        W/o Ldiff W/o Lssim W/o NGN   

Fig. 5. Qualitative results of the complete model (NIR2Net) and models without loss functions or NGN. The first row is synthetic
data and the second row is real data (brightness ×1.8 for better visualization and red boxes indicate noticeable differences).
Please zoom-in for details.

Table 2. Quantitative results with different settings.

Model Synthetic Real
PSNR SSIM PSNR SSIM

NIR2Net 30.988 0.962 25.804 0.890
w/o Ldiff 28.857 0.951 25.372 0.884
w/o Lssim 30.230 0.940 24.620 0.857
w/o NGN 25.299 0.915 23.339 0.877

and visual quality comparison conducted using our dataset
demonstrate the effectiveness of the proposed method.
Limitations. Due to the limited operating range of Kinect
V2, capturing outdoor data is infeasible. Besides, the simu-
lation of the texture vanishing in our present synthetic data
generation pipeline is empirical, which still shows discrep-
ancy with real data. In the future, we will further investigate
the principle of the active NIR imaging with other types of
active NIR cameras and propose physics-based constraints to
deal with the texture vanishing and guide reflection removal.
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