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Abstract—The huge variance of human pose and the misalign-
ment of detected human images significantly increase the difficulty
of pedestrian image matching in person Re-Identification (Re-ID).
Moreover, the massive visual data being produced by surveillance
video cameras requires highly efficient person Re-ID systems.
Targeting to solve the first problem, this work proposes a robust and
discriminative pedestrian image descriptor, namely, the Global–
Local-Alignment Descriptor (GLAD). For the second problem,
this work treats person Re-ID as image retrieval and proposes
an efficient indexing and retrieval framework. GLAD explicitly
leverages the local and global cues in the human body to generate
a discriminative and robust representation. It consists of part
extraction and descriptor learning modules, where several part
regions are first detected and then deep neural networks are
designed for representation learning on both the local and global
regions. A hierarchical indexing and retrieval framework is
designed to perform offline relevance mining to eliminate the
huge person ID redundancy in the gallery set, and accelerate the
online Re-ID procedure. Extensive experimental results on widely
used public benchmark datasets show GLAD achieves competitive
accuracy compared to the state-of-the-art methods. On a large-
scale person, with the Re-ID dataset containing more than 520 K
images, our retrieval framework significantly accelerates the online
Re-ID procedure while also improving Re-ID accuracy. Therefore,
this work has the potential to work better on person Re-ID tasks
in real scenarios.

Index Terms—Person re-identification (Re-ID), global-local-
alignment descriptor, retrieval framework.
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I. INTRODUCTION

NOWADAYS, widespread camera networks have been de-
ployed in airports, college campuses, office buildings and

many other public areas. While the huge amount of image and
video data provides enhanced coverage and increases the likeli-
hood of finding the target individual, it also makes the recogni-
tion process infeasible for brute-force human scrolling and sift-
ing. Person Re-Identification (Re-ID) addresses the problem of
automatically identifying an individual, who has been observed
by a network of cameras. Given a person of interest appeared
in a probe image, the task of person Re-ID is to search images
of the identical person in a gallery generated by the camera net-
works. Person Re-ID has drawn lots of attention since security
cameras and video surveillance have been playing a crucial role
in public safety [1]–[8].

Although extensive research efforts have been conducted in
recent years, person Re-ID is still far from been solved. As
shown in Fig. 1, the appearance of a person image can be easily
affected by various factors like camera viewpoint, human pose,
illumination, occlusion, etc. Those factors make identifying a
specific person from the large-scale gallery set a challenging
task. To tackle this challenge, most of person Re-ID works fo-
cus on two stages, i.e., descriptor learning and distance metric
learning. Descriptor learning aims to learn a discriminative de-
scriptor to represent the appearances of different persons. Dis-
tance metric learning is designed to reduce the distance among
descriptors of images containing the same person. Traditional
descriptor learning methods usually extract rigid global fea-
tures. Suffering from the huge variance of human pose and
camera viewpoint, these descriptors are not robust enough to
identify person. Most of distance metric learning methods take
a pair of pedestrian images as input, thus correspond to the high
complexity. More detailed introduction to related works will be
given in Section II.

Inspired by the success of deep Convolutional Neural Net-
works (CNN) in fine-grained visual classification, latest works
start to design deep learning algorithms and have achieved sig-
nificant improvements [3], [8]. Most of deep learning based
works learn descriptors from the whole pedestrian images. Such
descriptors thus depict the global cues but are not designed to
depict local details on human body that could be important
to differentiating different persons. For example, two different
pedestrians may wear similar suits and pants, but wear differ-
ent glasses and hats. Those local cues conveyed in head region
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Fig. 1. Examples of detected pedestrian images from Market1501 (first row)
and CUHK03 (second row).

would be important for differentiating those two pedestrians.
This problem has been noticed in previous works [1]–[3], [8],
[9], where the researchers divide the whole pedestrian image
into several fixed-length strips. By learning descriptors on these
strips rather than the whole image, these methods [1]–[3], [8], [9]
explicitly embed more detailed local cues. Experiments show
such local descriptors substantially boost the performance of
person Re-ID. However, fixed-length strips would be sensitive
to the pose variance and person misalignment. As illustrated in
Fig. 1, misalignment commonly exists in detected pedestrian
images. Therefore, it is necessary to study local features for
person Re-ID and more delicate ways should be designed to
overcome the pose variance and misalignment issues.

Aiming to solve the above issues, we propose the Global-
Local-Alignment Descriptor (GLAD), which is generated with
two modules, i.e., part extraction and descriptor learning. Part
extraction module utilizes Deeper Cut [10] to estimate four hu-
man key points that are robust for various poses and camera
viewpoints. Three coarse part regions, i.e., head, upper-body,
and lower-body are hence generated based on the estimated key
points. To explicitly embed part cues in the learned represen-
tation, a CNN composed of four sub-networks is proposed in
descriptor learning module. Those sub-networks share several
convolutional layers and are designed to learn descriptors on
three part regions and the global image, respectively. During the
training stage, the shared convolution layers can be efficiently
optimized by multiple learning tasks on different body regions
to avoid overfitting. After network training, we feed the three
part regions and global image into the neural network to extract
four descriptors, which are finally concatenated as the GLAD.
Therefore, GLAD contains both the global and local cues, thus
is potential to be more discriminative. GLAD also could be more
robust to the pose variance and image misalignment issues be-
cause the human body is divided in a more meaningful way.

Person Re-ID is commonly solved as a classification or
distance metric learning problem [8], [9], [11]–[17], which
suffers from massive computations of classifier training and
the high time complexity for online pairwise matching. To
make our Re-ID system scalable on large-scale datasets, we
regard person Re-ID as a fine-grained pedestrian retrieval task,
and focus on designing a more efficient indexing and retrieval
framework. In person Re-ID gallery sets, each person would
have multiple samples. This implies data redundancy and

thus could be optimized by indexing strategies. Our indexing
algorithm is designed to group samples of the same person into
one unit. Specifically, we propose a Reverse Two-fold Divisive
Clustering algorithm (RTDC) to group different samples of one
person together through merging samples of the same person
in a greedy manner. Finally, a descriptor is generated to depict
the visual cues of each group. The online Re-ID procedure can
be regarded as a two-fold retrieval, where the coarse retrieval
retrieves image groups, and a fine retrieval is then conducted to
get a precise image ranklist from the retrieved groups. In other
words, we need not match the query person image against each
gallery image during retrieval procedure. So, our retrieval strat-
egy can effectively speed up the online Re-ID. Moreover, offline
grouping explicitly builds the correlations among samples of the
same person. Therefore, the retrieval accuracy and recall could
be improved, if accurate grouping algorithms are designed.

Although there are many deep learning based person Re-
ID works, our work differs from them in the aspects of intro-
ducing a more efficient online Re-ID strategy and considering
delicate part cues. Zheng et al. [18] also propose a pose in-
variant embedding framework to solve the misalignment issue.
Ten fine-grained parts are extracted by estimating human key
points. These parts are first normalized by affine transformation,
then are combined to compose a global pose invariant image.
The final representation is hence extracted from the standard
pose image. Therefore, the representation in [18] is not learned
explicitly on local parts and still belongs to the global represen-
tation. Moreover, as shown in our experiments, fine-grained part
extraction is easily affected by image noises, pose and viewpoint
variances. For instance, arms can be invisible due to occlusion
or pose changes. Our experiments also show mandatory detec-
tion of fine-grained parts, e.g., occluded arms, results in noisy
part regions and degrades the Re-ID performance.

Some recent works propose online re-ranking strategies to
improve the Re-ID accuracy [5]. The basic idea is to re-rank
the top N matched person images by exploring their KNN re-
lations during online retrieval. Differently, our retrieval frame-
work computes the KNN relations among images during offline
indexing, and improves both the Re-ID accuracy and efficiency.
Extensive experimental results on five public datasets show our
GLAD and retrieval framework present competitive accuracy
and efficiency compared to the state-of-the-art methods. Our
method also presents substantial advantages on automatically
detected pedestrian images. Therefore, we conclude this work
has potential to be more robust and effective in real scenarios.

Compared with our previous work [19], this journal version
brings several new contributions. We have modified our offline-
indexing strategy to make it capable of handling large-scale
datasets. As illustrated in our experiments, our offline-indexing
strategy achieves the speed-up ratio of 61 times over the linear
search. This offline-indexing strategy also improves the retrieval
accuracy. More experimental results are provided to validate
the performance of the proposed methods. Moreover, retrieval
re-ranking strategies are tested, which further improve our per-
formance on public datasets. Two recently released datasets,
i.e., the DukeMTMC-reID and the large-scale Person520 K are
adopted in experiments. The extensions on methodology and
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experiments further show the advantages of our method in the
aspects of both accuracy and efficiency.

II. RELATED WORK

This work is related with deep learning based person Re-ID
and human part detection for person Re-ID. The following
parts briefly review several works on these two categories,
respectively.

A. Deep Learning Based Person Re-ID

Deep learning shows remarkable performance in computer
vision and multimedia tasks, and has become the main stream
method for person Re-ID. Current deep learning based person
Re-ID methods can be divided into two categories based on
the usage of deep neural network, i.e., descriptor learning and
distance metric learning.

Descriptor learning network aims to learn robust and dis-
criminative descriptors to represent pedestrian images. Most of
previous works adopt different training strategies or learning
frameworks to extract descriptors from the full pedestrian im-
ages. In [20], identification model and verification model are
combined to learn a discriminative representation. In [21], a
new dropout algorithm is designed for descriptor learning on
a multi-domain dataset, which is generated by combining sev-
eral existing datasets. In [22], random erasing data augmenta-
tion strategy is adopted to train the convolution network, which
makes it perform better in person Re-ID task. In [23], the gen-
erated adversarial network is utilized to generate more training
samples. In [24], Singular Vector Decomposition is adopted to
reduce the correlations among descriptors learned from CNN.
Zhang et al. [25] propose a deep mutual learning strategy for an
ensemble of two student networks. During training procedure,
the student networks learn collaboratively and benefit each other.
However, because of the disturbance of background in auto-
detected pedestrian images, these descriptors are not robust.
Aiming at solving this issue, Lan et al. [26] utilize reinforce-
ment learning strategy to detect more accurate body regions.
Similarly, Zheng et al. [27] propose the pedestrian alignment
network to align detected person images. Compared with vi-
sual descriptors learned from networks, attribute descriptors are
more robust to pose changes. Su et al. [28], [29] propose a semi-
supervised attribute learning framework to learn binary attribute
descriptors. Those above works achieve good performance by
using powerful deep models. However, they extract features
from global person images and do not consider the detailed
part cues.

To explicitly utilize local cues, Cheng et al. [2] propose a
multi-channel parts based network to learn a discriminative de-
scriptor. Wu et al. [1] divide one image into five fixed-length part
regions. For each part region, a histogram descriptor is generated
and concatenated with the full body CNN feature. Other than di-
rectly extracting local visual cues from part regions, multi-scale
learning frameworks are designed to learn information from dif-
ferent scales. In [30], multi-scale context-aware network is pro-
posed for better descriptor learning on visual cues at both small
local scale and larger scale. Similarly, Chen et al. [31] propose

Deep Pyramid Feature Learning network to extract multi-scale
appearance information.

Siamese network is commonly used to learn better distance
metrics between the input image pair. Yi et al. [9] propose a
siamese network composed of three components, i.e., CNN,
connection function, and cost function, respectively. Similar
with [2], several fixed-length part regions are divided and trained
independently. In [11], an end-to-end siamese network is pro-
posed. By utilizing small filters, the network goes deeper and
obtains a remarkable performance. Ahmed et al. [12] design
a new layer to capture local relationships between input image
pair. In [32], comparative attention network is proposed to adap-
tively compare the similarity between images. Triplet loss can
also be used for distance metric learning. Hermans et al. [33]
perform end-to-end deep metric learning though the triplet loss.

B. Human Part Detection for Person Re-ID

Human parts provide important local cues of human appear-
ance. Therefore, it is natural to design part detection algorithms
for person Re-ID in some early person Re-ID works [34]–[36].
Motivated by the symmetry and asymmetry properties of hu-
man body, Farenzena et al. [34] propose to detect salient part
regions by the perceptual principles of symmetry and asymme-
try. In [35], Cheng et al. propose a pictorial structure algorithm
to detect parts. In [36], deformable part model [37] is utilized
to detect six body parts.

Most of recent deep learning based methods directly di-
vide pedestrian images into fixed-length regions and have
not paid much attention in leveraging part cues [38]. Re-
cently, Zheng et al. [18] adopt the Convolution Pose Machines
(CPM) [39] to detect fine-grained body parts and then generate a
standard pose image, which is hence utilized to generate descrip-
tors. Therefore, the representation [18] is not learned explicitly
on local parts. In [40], Zhao et al. utilize CPM to detect three
macro body regions and four micro body regions. Also, a tree-
structured feature fusion strategy is proposed to better fuse the
features extracted from macro body regions and micro regions.
In [30], Li et al. adopt Spatial Transform Networks (STN) [41]
to localize latent body parts. To make STN more suitable for
person part localization task, three special constrains are com-
bined with STN. Similarly, Zhao et al. [42] also propose an
unsupervised part localization method to localize informative
regions.

Our work shares certain simialrity with [30], [40], [42], which
also fuse local and global cues for person Re-ID. Different form
Zhao et al. [40], we just detect three coarse robust part regions.
Fine-grained part extraction is expensive and could be easily af-
fected by image noises, pose and viewpoint variance, as shown
in Fig. 3. Those factors would degrade the Re-ID accuracy and
efficiency. Unlike Li et al. [30] and Zhao et al. [42] that utilize
unsupervised methods to detect latent regions, we utilize human
keypoints detection method to extract part regions. Experimen-
tal results show our part detection strategy is more robust and
accurate. Experimental comparisons with those works also show
the advantages of our methods.
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III. PROBLEM FORMULATION

Given a probe image p, person Re-ID targets to identify and
return images containing the identical person in p from a set of
gallery images {(g1 , l1), (g2 , l2), . . . , (gN , lN )}, where gi and
li denote the i-th gallery image and its person ID label, respec-
tively. Person Re-ID can be tackled by classifying those gallery
images [1], [11], [20], [28], or by an image retrieval procedure,
i.e., ranking those images based on a descriptor and a distance
metric d(fp , fi), where f represents the generated image de-
scriptor, and d(·) denotes the distance between probe image and
gallery image. The returned ranklist of N images could be de-
noted as {r1 , r2 , . . . , rN }, where ri is the sorted index of image
gi . Under the retrieval formulation, the objective function of
person Re-ID can be summarized as Eq. (1), i.e.,

min
N∑

i=1

riI(lp , li), I(lp , li) =

{
1 lp = li

0 lp �= li
, (1)

where lp is the person ID label of the probe image p.
Compared with person classification, treating person Re-ID

as a retrieval task has potential to better cope with large-scale
data and present improved generalization ability to unseen sam-
ples. Therefore, the retrieval formulation may work better in
real scenarios, because the probe persons commonly do not ex-
ist in the training set. Under the retrieval formulation, person
Re-ID consists of two critical steps: 1) robust and discrimi-
native descriptor generation, and 2) efficient image similarity
computation and ranking.

Targeting to deal with the image misalignment and pose vari-
ance issues, we present Global-Local-Alignment Descriptor in
Section IV. Most of previous Re-ID works focus on descriptor
generation, and has not paid much attention to efficient gallery
image indexing and ranking. In Section V, we propose an effi-
cient indexing and retrieval framework that makes person Re-ID
using GLAD more efficient.

IV. GLOBAL–LOCAL-ALIGNMENT DESCRIPTOR

The framework of GLAD extraction is summarized in Fig. 2.
It can be observed that, we first detect several body parts from an
input person image, then learn descriptors from both the global
and local regions. Through detecting more subtle body parts,
GLAD has potential to be robust to the misalignment and would
gain more discriminative power by explicitly embedding global
and local cues. In the following, we present the part extraction
module and descriptor learning module, respectively.

A. Part Extraction

Body part extraction has been studied by many pose esti-
mation works [10], [43]–[46]. However, the pedestrian images
in person Re-ID are taken in unconstrained environment, and
are easily affected by occlusions, viewpoint changes, and pose
variances. Those factors make it difficult to detect fine-grained
parts. For example, either the left or right arms cannot be de-
tected in side view images of pedestrian. Mandatory detection
of such parts results in noisy part regions and may degrade the
Re-ID performance. The above issues motivate us to consider

Fig. 2. Framework of GLAD extraction, which includes two modules, i.e.,
part extraction and descriptor learning. Three parts are extracted based on four
detected key points. A four-stream CNN is designed to generate descriptors
from both the global and local regions.

Fig. 3. Examples of detected keypoints and generated three part regions. The
first row shows good cases of keypoint detection. The second row shows failure
cases. It can be observed that, the extraction of coarse part regions is robust to
keypoint detection errors.

parts that could be easily and reliably detected under various
viewpoint and pose changes.

Specifically, we utilize Deeper Cut [10] to estimate only four
key points, i.e., upper-head, neck, right-hip, left-hip, respec-
tively on the pedestrian image. As shown in Fig. 3, based on
those four key points, we can coarsely divide a pedestrian im-
age into three part regions: head, upper-body, and lower-body,
respectively. The head region can be located based on upper-
head point and neck point. Suppose the size of person image is
H ×W and the coordinates of upper-head point and neck point
are (x1 , y1) and (x2 , y2), we crop the head region Bh with
Eq. (2), i.e.,

Bh = [(|xc − w/2|+ , |y1 − α|+), (xc + w/2, y2 + α)],

w = y2 − y1 + 2 · α,

xc = (x1 + x2)/2, (2)
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where the Bh is located by coordinates of the upper-left and
bottom-right points. α is a parameter controlling the overlap
between neighboring parts regions. α is experimentally set as
15 for the 512× 256 sized person image. | ∗ |+ is a non-negative
constrain, and | ∗ |+ is equal to zero when ∗ is a negative value.

Suppose the coordinates of left-hip and right-hip points are
(x3 , y3) and (x4 , y4), the upper-body region Bub and the lower-
body region Blb can be captured in similar way with Eq. (3),
i.e.,

Bub = [(0, |y2 − 2 · α|+), (W − 1, yc + 2 · α)],

Blb = [(0, |yc − 2 · α|+), (W − 1,H − 1)],

yc = (y3 + y4)/2, (3)

Examples of detected keypoints and part regions are illus-
trated in Fig. 3. It can be observed that, there exist failure cases
for keypoints detection, especially when the pedestrian body is
occluded or the resolution is low. However, the four key points,
i.e., upper-head, neck, right-hip, left-hip can be robustly detected
even in those failure cases. Thus, it’s more reasonable to divide
the part regions according to the four keypoints other than the
other keypoints. The three part regions hence could be reliably
extracted. This also motivates us to extract coarse body regions
instead of fine-grained body regions to increase robustness to
keypoint detection errors. Because the keypoints on human foot
are not stable, it is difficult to confirm the bottom coordinate of
lower-body region. We thus simply set the bottom of the image
as the bottom of lower-body region. As we can see, these part
regions are coarse, and may include some background regions.
However, CNN have the ability of learning attention and it will
focus on more discriminative person part regions. More intu-
itive illustrations are shown in Section VI-D. Compared with
fine-grained parts detection, our part extraction strategy is more
reasonable. More extensive evaluations on the validity of part
extraction will be given in Section VI-D.

B. Descriptor Learning

Existing deep neural networks such as AlexNet [47],
GoogLeNet [48], VGGNet [49], and ResNet [50] have been
utilized to learn descriptors on the global image for person
Re-ID. To explicitly leverage global and local cues for descrip-
tor learning, we propose a four-stream CNN. As illustrated
in Fig. 2, the proposed network includes one sub-network
for global descriptor learning and three sub-networks for part
descriptor learning, respectively. These sub-networks share the
identical structure and can be initialized by exiting network
structures and parameters.

Specifically, our sub-network is modified and initialized from
GoogLeNet [48] by replacing its final fully connected layer
with two convolutional layers as classifier. In another word,
the only difference between each sub-network and the original
GoogLeNet is the classifier block, where we use convolutional
layers while GoogLeNet uses fully connected layers. As shown
in Fig. 2, we call the first convolutional layer as feature layer
because it is used for feature extraction. The latter convolutional
layer directly produces C feature maps corresponding to C

TABLE I
COMPARISON OF DIFFERENT FEATURE FUSION AND TRAINING STRATEGIES ON

MARKET1501. BASELINE DENOTES THE DESCRIPTOR GENERATED BY OUR

MODIFIED GOOGLENET [48] ON THE ORIGINAL IMAGE. WO/S DENOTES

TRAINING THE FOUR NETWORKS WITHOUT PARAMETER SHARING. W/S
DENOTES THE FOUR NETWORKS ARE TRAINED WITH

SHARED CONVOLUTION LAYERS

classes in the training set. Therefore, we call those feature maps
as confidence maps, which essentially show the classification
confidences.

Based on the confidence maps, we apply Global Average
Pooling (GAP) to generate the classification score for each class.
GAP averages the responses on each two-dimensional feature
map, i.e.,

Sc =
1

X × Y

X∑

x=1

Y∑

y=1

Rc(x, y), (4)

where Sc denotes the classification score of the c-th class, and
Rc(x, y) is the response value at location of (x, y) on the con-
fidence map corresponding to the c-th class. X and Y are the
width and height of the confidence map, respectively. Following
GAP, softmax loss function is used to compute the network loss.

Thus, the updated architecture could accept images with ar-
bitrary scales as input. We resize the input image into larger
scales to allow the neural network capture more detailed cues.
Moreover, the four sub networks in Fig. 2 can share the identi-
cal structure and accept body regions with different sizes. The
sub-network is regard as our baseline, and its comparison with
the original GoogLeNet is shown in Table I. As shown in the
Table I, our modified GoogLeNet generates more discriminative
feature than the original GoogLeNet in person Re-ID.

For the global descriptor learning, the input image is the
original image with scale resized to 512 × 256. For descriptor
learning on head, the head region is resized to 96 × 96 as the
network input. For upper-body and lower-body sub-networks,
the input size is set as 224 × 256, respectively. These sub-
networks are trained in different classification tasks, i.e., each
task aims to classify the global or local input regions into correct
person classes. In this way, the network generates 3 parts for
an image, and computes the person classification loss on each
part separately. In other words, the network is trained to focus
on every body part and learn discriminative representations for
each of them. As illustrated in Fig. 2, instead of training the
four sub-networks alone, we train them together with sharing
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Fig. 4. Our retrieval framework mainly contains two modules, i.e., offline
grouping and coarse-to-fine online retrieval. Reverse two-fold divisive clustering
(RTDC) clusters similar images into the same group. Images in returned groups
are retrieved with original GLAD to generate an image ranklist.

weights in convolution layers. This optimizes the convolutional
layers in different tasks and hence better avoids overfitting. We
evaluate this strategy in Section VI-C.

During testing, we use the feature maps produced by feature
layer to generate descriptors. Suppose C channels of feature
maps are generated in the feature layer, we finally generate an
C dimensional feature descriptor by GAP on each feature map.
The descriptors extracted on four regions are concatenated as
the final GLAD, i.e.,

fGLAD = [fG ; fh ; fub ; f lb ], (5)

where fGLAD denotes the final GLAD. fG represents the learned
feature on the global image, fh , fub and f lb are descriptors
generated from the three sub-networks, respectively. Therefore,
GLAD is an 4× C dimensional vector, which explicitly con-
tains global and local cues. We experimentally set C as 1024,
which generates an 4096-dim GLAD. The resulting GLAD is
learned by imposing more strict constraint on CNN training,
i.e., minimizing classification loss on both the global image and
local parts, as well as explicitly fusing the global and local part
cues.

By only detecting robust coarse part regions, GLAD seeks
a reasonable trade-off between part detection accuracy and ro-
bustness to misalignment and pose changes. Therefore, GLAD
would be more robust to misalignment issues than global fea-
tures. Moreover, GLAD is trained with multiple losses computed
on different regions. This essentially enforces the network to fo-
cus on different parts and learn discriminative feature for each
of them. This training strategy has potential to learn more dis-
criminative features than previous deep features, which may get
overfitted to the most discriminative parts on the training set
and ignores the others. Detailed evaluations on GLAD will be
presented in Section VI-C.

V. RETRIEVAL FRAMEWORK

Based on the GLAD, we proceed to propose a hierarchi-
cal indexing and retrieval framework illustrated in Fig. 4. As
shown in Fig. 4, the offline indexing stage clusters similar im-

ages into the same group. This is motivated by the fact that,
each person has multiple samples in the gallery set, e.g., one
person can be recorded for multiple times by different cameras.
Carefully grouping these samples together thus reduces the per-
son ID redundancy and improves the online retrieval efficiency.
Moreover, sample grouping is potential to significantly improve
the accuracy of person Re-ID. For each person in the gallery
set, the generated group may contain both his/her samples that
can be easily identified and samples that can be hardly identi-
fied. Those hard samples thus can be retrieved together with the
easy samples as one group during online retrieval. Therefore,
effective offline grouping algorithms should be designed.

There are many ways to cluster the images into groups [51].
Because the number of identities in person Re-ID gallery is
unknown, it is hard to set the group number manually and makes
clustering methods like K-Means [52] not optimal for this task.
In our previous work [19], we have proposed Two-fold Divisive
Clustering (TDC) to divides images in gallery set into groups
in a top-down manner. However, TDC is not efficient for large-
scale datasets. In every division step, TDC looks for two farthest
images in the feature space as centers for the next round of
division. This algorithm thus requires to maintain a N ×N
sized matrix to store the distance among N images.

Aiming at solving this issue, we propose a Reverse Two-
fold Divisive Clustering algorithm (RTDC) to cluster gallery
images into groups in a bottom-up manner. RTDC initializes
every gallery image as a group. Then, it spots and merges two
nearest groups in every step. Therefore, RTDC only needs a
k × N̄ sized matrix to store the distance between each group
and its k nearest neighbors, where N̄ denotes the number of
groups. Because RTDC does not need to record a full distance
matrix, the memory complexity is reduced from N ×N in TDC
to k × N̄ , where N̄ ≤ N , thus makes RTDC more suitable for
large-scale person Re-ID tasks.

In RTDC, the distance measurement of groups is defined as

D(Ga ,Gb) =
1

Ma ×Mb

M a∑

i=1

M b∑

j=1

dis(Ia
i , Ib

j ), (6)

where D(Ga ,Gb) denotes the distance between group Ga and
group Gb . We use superscript a and b to denote the index of the
groups. Ma and Mb denote the number of images in Ga and Gb ,
respectively. dis(Ia

i , Ib
j ) represents the distance between two

images, i.e., Ia
i and Ib

j .
Jaccard distance is computed based on the hypothesis that, if

two images are more similar with each other, there should be
more duplicate samples in their K-reciprocal neighbor sets. As
suggested in [53], Jaccard distance is reasonable and discrimi-
native. Therefore, we also adopt Jaccard distance as the distance
measurement for two images. It’s calculated as

dis(Ia
i , Ib

j ) = 1− |KNN(Ia
i ,K) ∩KNN(Ib

j ,K)|
|KNN(Ia

i ,K) ∪KNN(Ib
j ,K)| , (7)
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Algorithm 1: Reverse-TDC

Input: Gallery {I1 , I2 , . . . , In}, distance threshold θ for
group merging, K for reciprocal neighbor set
computation

Output: Group setR
1: Initialization:R = {G1 ,G2 , . . . ,Gn}, Gi = {Ii},

sparse group distance matrixM
2:
3: while True do
4: Find the minimum distance Dmin inM, and its

corresponding groups, i.e., Gi and Gj

5: if Dmin < θ then
6: Gnew = Gi ∪ Gj

7: R ← {R,Gnew}
8: R ← R \ Gi \ Gj

9: According to Eq. (6), compute the distance from
Gnew to other groups inR

10: UpdateM according toR
11: else
12: Break
13: end if
14: end while

where KNN(Ia
i ) represents the K-reciprocal neighbor set of

image Ia
i . It can be defined as

KNN(Ia
i ,K) = {I0 , I1 , . . . , In},

where (Ij ∈ KNN(Ia
i ,K)) ∩ (Ia

i ∈ KNN(Ij ,K)), (8)

where KNN(Ia
i ) represents the K nearest neighbor set.

RTDC is conducted to merge nearest groups in a greedy man-
ner, and finally exits if the distance between the nearest groups
to be merged is higher than a threshold θ. Details of RTDC are
summarized in Algorithm 1. The effects of parameters θ and K
on Re-ID performance will be tested in our experiments.

After offline clustering images into groups, we generate a
group descriptor to depict the visual appearance of each group.
For simplicity, we generate the group descriptor with average
pooling in Eq. (9), i.e.,

fG(i) =
1
M

M∑

j=1

fGLAD
j (i), (9)

where fG(i) denotes the i-th dimension of group descriptor fG .
M is the number of samples in the group, and fGLAD

j (i) is the
i-th dimension in GLAD of the j-th sample. For every group,
we can get an 4096-dim feature descriptor. To speed up the
similarity computation, we reduce the dimensionality of fG into
128 with PCA for fast online retrieval.

As shown in Fig. 4, the online retrieval first retrieves image
groups. GLAD is first extracted from the query, then is converted
into an 128-dim vector with PCA. The 128-dim feature is used
to retrieve relevant image groups. Because the number of image
groups is significantly smaller than the number of images, this
procedure can be efficiently finished. After the coarse retrieval,
the top T relevant groups are selected for fine retrieval, i.e., the

original 4096-dim GLAD is used to rank the images contained
in the T groups to get a precise image ranklist. T is commonly
set as a small value, e.g., T = 5. The two stages are performed to
first quickly narrow-down the search space, then refine the initial
result, respectively. Thus, they are combined to improve both
the Re-ID efficiency and accuracy. This retrieval framework is
evaluated in Section VI-F.

VI. EXPERIMENTS

A. Datasets

We evaluate the proposed methods on four widely used
person Re-ID datasets, i.e., Market1501 [54], CUHK03 [38],
DukeMTMC-reID [23] and VIPeR [55]. To evaluate the effi-
ciency of our retrieval method on the large-scale dataset, we
also report the performance on Person-520 K [56].

Market1501 [54] is composed of 1,501 identities automati-
cally detected from six cameras. The dataset clearly defines and
splits training and testing sets. The training set contains 12,936
images of 751 identities. 19,732 images of 750 identities are
included in the testing set. Market1501 is a large-scale dataset
and is designed for pedestrian retrieval task. Therefore, mean
Average Precision (mAP) is also used to evaluate person Re-ID
algorithms.

CUHK03 [38] consists of 1,467 identities captured from two
cameras. Automatically detected images by pedestrian detector
and human labeled bounding boxes are both provided. On av-
erage, each person has 4.8 images under each camera. CUHK
provides 20 split sets, each randomly selects 1,367 identities for
training and the rest fort testing. We choose the first split set and
report the average accuracy after repeating the experiments for
1,000 times. There is also other evaluation protocol in CUHK03.
Xiao et al. [21] combine detected images and labeled images
as one dataset, and select 1367 identities for training and the
rest for testing. For fair comparison, we also do experiments
following above.

DukeMTMC-reID [23] is composed of 1,404 identities
and 408 distractor identities cropped from DukeMTMC [57].
Similar with Market1501, 16,522 images of 702 identities are
included in training set and 17,661 images of 1,110 identities
are included in testing set.

Person-520 K [56] is generated from CUHK03 and Mar-
ket1501. In the testing set, 520 K images of 1,481 identities
and other distractor identities are included. Person-520 K is cur-
rently the largest person Re-ID dataset. We use it to test the
scalability of the proposed indexing and retrieval framework.

VIPeR [55] is a small dataset. It contains 632 identities and
1,264 images taken by two cameras. 316 identities are randomly
chosen as training set, the rests are hence used as testing set.
Because of its small size, the training set in VIPeR is enhanced
to make deep model training possible. More details of training
procedure on VIPeR are summarized in Section VI-B.

B. Implementation Details

We use Caffe [58] to implement the neural networks. To es-
timate keypoints for GLAD extraction, we use Deeper Cut [10]
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model pre-trained on the MPII human pose dataset [59]. Dur-
ing GLAD learning procedure, an initial learning rate is set as
0.001, and is divided by 2 after every 20,000 iterations. The
initial CNN weights are learned from ImageNet and then are
fine-tuned on the target datasets. On Market1501, CUHK03,
DukeMTMC-reID and Person-520 K, we train our network with
100,000 iterations. On VIPeR, we combine VIPeR training set
with the training sets of CUHK03 and Market1501, then train
the neural network on this mixed dataset with 100,000 itera-
tions. For the four sub-networks, we set the loss weights as 1,
0.2, 0.4, 0.4, respectively. All experiments are conducted on a
server equipped with GeForce GTX 1080 GPU, Intel i7 CPU,
and 32 GB memory.

C. Evaluation on Descriptor Learning

Our descriptor is learned by a four-stream neural network
on the global and local regions. The four neural networks are
trained with shared parameters in convolutional layers. We thus
first compare different feature fusion and training strategies to
test the validity of our descriptor learning method. The ex-
perimental results on Market1501 are shown in Table I. In
Table I, WO/S denotes training without parameter sharing, and
W/S denotes training with shared parameters. “Global” denotes
fG extracted by our four stream network on the global image.
“Head” denotes fh extracted by our four stream network on the
head region. “Upper” denotes fub extracted by our four stream
network on the upper region. “Lower” denotes f lb extracted
by our four stream network on the lower region. “Head+Upper
body” fuses fh and fub . “Head+Lower body” fuses fh and f lb .
“Upper+Lower body” fuses fub and f lb . “Head+Upper+Lower
body” fuses features on three local regions, and “GLAD” fuses
the four descriptors in Eq. (5).

Table I shows that, sharing parameters during training sub-
stantially boosts the performance of learned descriptors. This
might be because, the shared convolution kernels are forced to
learn both global and local cues, thus are trained with more sam-
ples and could better avoid overfitting. We also observe that, the
global feature performs better than features on local regions.
This might be because the global image contains more visual
cues than part regions thus reasonably conveys stronger dis-
criminative power. This also explains why the descriptor on the
head region is weaker than the ones on upper and lower body
regions. For example, features extracted from the small head
region only achieves mAP of 3.4% on Market1501. As a re-
sult, “Upper+Lower body” outperforms “Head+Upper+Lower
body”, i.e., equally fusing another weak descriptor degrades the
performance of fub and f lb . However, it doesn’t mean that the
descriptor on the head region is useless. In Table I, the Rank-1
accuracy is improved when fusing the upper (or lower) body
descriptor with head descriptor using equal weights. In Table I,
“Head+Upper+Lower body (W)” denotes fusing the three de-
scriptors with different weights decided by the size of the three
regions, i.e., we set three weights as 0.2, 0.4, 0.4, respectively.
For GLAD, we also set the same weights for part features. With
this weight setting, fusing head region boosts the mAP of “Up-
per+Lower body” from 60.9% to 62.8%. It also can be observed

TABLE II
COMPARISON WITH DIFFERENT WEIGHT SETTINGS ON SUB-REGIONS.

W1,W2,W3 DENOTES THE WEIGHT ON HEAD, UPPER-BODY AND

LOWER-BODY REGION, RESPECTIVELY

that, “Head+Upper+Lower body (W)” also constantly outper-
forms “Upper+Lower body” and “Head+Upper+Lower body”.
This shows that, with proper fusion weight, the descriptor on
head region is helpful in boosting the Re-ID performance.

To further evaluate the effect of different weights on these
part descriptors, we compare the performance achieved with
different weight settings on these part descriptors. As shown
in Table II, the weight of head region should be lower than
and those of upper-body and lower-body regions. This could
be because the head region is small and can not convey enough
discriminative cues. The contributions of upper-body and lower-
body are equally important, thus we should set the same weight
for the two regions. Finally, as shown in Table I, the final GLAD
achieves the best performance by fusing global and regional
features. This implies that, the global and regional features can
be complementary to each other and their fusion further boosts
the performance.

By combining both the global and local descriptors, GLAD
outperforms all of the global and fused local descriptors. For in-
stance, GLAD significantly outperforms our baseline by 13.6%
on mAP and 9.2% on Rank-1 accuracy. The above experiments
show the validity of our descriptor learning strategy, i.e., embed-
ding local and global cues in a four-stream network with shared
convolutional layers. Examples of Re-ID results produced by
our baseline and GLAD are shown in Fig. 5.

D. Evaluation on Part Extraction

Because it is difficult to detect accurate fine-grained parts on
person Re-ID data, GLAD should be extracted on coarse parts
rather than the fine-grained parts. These coarse regions might
include some background regions. Through end-to-end training,
CNN could gain the ability of learning attention and it will focus
on more discriminative person part regions. Fig. 6 shows several
saliency maps generated by the learned CNN. It is obvious that,
the cluttered backgrounds can be identified and suppressed. This
is because, CNN is trained to decrease the pedestrian classifi-
cation error, which would guide the network to focus on more
discriminative regions, i.e., the foreground person regions. How-
ever, as shown in Fig. 6, the detected saliency maps are not as
accurate as the ones detected by previous works [60], [61]. In
those works [60], [61], salient regions are detected with more
dedicated region division and learning models. Differently, our
CNN model is not specifically designed to learn attentions, and
is only trained with classification loss computed on global image
and coarsely divided local regions. Although it is not the focus of
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Fig. 5. Examples of Re-ID results on Market1501. In each example, the first
row and second row show top-10 retrieved images of baseline and GLAD,
respectively. Red dashed bounding box denotes false positive.

Fig. 6. Saliency maps generated by the learned CNN using algorithms pro-
posed by [62]. It is obvious that, the trained CNN can effectively identify the
person region and ignore the backgrounds.

this work, introducing more accurate saliency detection in CNN
learning has potential to improve the person ReID accuracy.

To further test the validity of our part extraction strategy, the
most intuitive way is to compare our descriptor with descriptors
learned on fine-grained parts using the GLAD structure. Thus,

TABLE III
COMPARISON OF PART EXTRACTION METHODS ON MARKET1501. § DENOTES

GLAD EXTRACTED FROM THE STANDARD POSE IMAGE [18] GENERATED

BASED ON FINE-GRAINED PART CUES. † DENOTES GLAD EXTRACTED FROM

FINE-GRAINED PARTS WITHOUT AFFINE TRANSFORMATION IN [18]. ‡
DENOTES GLAD EXTRACTED FROM THREE PARTS GENERATE BY EQUALLY

SPLITTING THE PEDESTRIAN IMAGE IN HORIZONTAL

we compare with a recent work that considers fine-grained part
cues for descriptor learning [18]. In [18], 10 parts are captured
and normalized with affine transform to achieve pose invariance.
The normalized parts then compose a standard pose image,
which is expected to be invariant to misalignment and pose
changes. For fair comparison, we input the original image and
the standard pose image generated by [18] into our descriptor
learning module, then compare the learned GLAD descriptors
on these two inputs. In other words, the two GLADs are learned
with the same setting but on different inputs, i.e., our method
embeds coarse part cues, and the other considers fine-grained
parts and extra affine transformation. Moreover, to eliminate
the noisy introduced by affine transformation, GLAD extracted
from fine-grained parts without affine transformation are also
evaluated.

Table I shows the performance of GLAD extracted on coarse
parts. The performance of GLAD considering fine-grained part
cues is summarized in Table III. The comparison between
Table I and Table III obviously shows that, descriptors generated
on coarse parts get better performance than those considering
fine-grained parts cues. This conclusion thus supports our dis-
cussions, i.e., fine-grained part region detection is sensitive to
many factors like image noises, viewpoint and pose variations,
etc., and may degrade the performance of person Re-ID

Moreover, we evaluate the performance of GLAD extracted
from parts generated by equally splitting the pedestrian image
in horizontal. The result is summarized in Table III. The com-
parison between Table I and Table III obviously shows that, this
simple part partition method performs better than fine-grained
part detection, but does not perform as good as our coarse part
detection scheme. The advantage of our algorithm over fixed
part partition could be because our algorithm is more robust to
the misalignment error in human bounding boxes.

E. Comparison With Other Methods

To test the discriminative power of GLAD, we use the
4096-dim GLAD and squared Euclidean distance for person
Re-ID. On market1501, we compare GLAD with many state-
of-the-art works belonging to two categories, i.e., distance met-
ric learning based methods and deep learning based methods,
respectively. The results are shown in Table IV. In the table,
we observe that our method outperforms these previous works
by large margins. For example, our method outperform the best
result of those compared works by 2.2% on Rank-1 accuracy
and 1.5% on mAP, respectively.
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TABLE IV
COMPARISON WITH RECENT WORKS ON MARKET1501 IN

SINGLE QUERY MODE

TABLE V
COMPARISON WITH RELATED WORKS ON DUKEMTMC-REID

DukeMTMC-reID is a new person Re-ID dataset. Many latest
works have reported their performance on this dataset. We thus
compare GLAD with their reported performance. The compar-
ison is summarized in Table V. It is obvious that, our method
also outperforms those works. For instance, after applying re-
ranking, our algorithm achieves mAP of 79.3%, which is signif-
icantly higher than the best performance of compared methods,
i.e., 60.6%.

On CUHK03, we compare GLAD with recent distance met-
ric learning based methods, including WARCA [13], LOMO +
XQDA [14], Null Space [15] and MLAPG [74]. Deep learn-
ing based methods including PersonNet [11], SI-CI [76], Gated
Siamese [64], LSTM Siamese [65], Improved Deep [12], PIE
[18], MSCAN [30], DLPAR [30], SVDNet [24], PAN [27],
GOG [75] and SSM [70] are also compared. Experiments are
conducted on both the datasets with labeled and detected bound-
ing boxes. The results are show in Table VI and Table VII, re-
spectively. From the two tables, it is clear that GLAD achieves
promising performance. We achieve Rank-1 accuracy of 86.0%

TABLE VI
COMPARISON WITH RELATED WORKS ON CUHK03 LABELED DATASET

TABLE VII
COMPARISON WITH RELATED WORKS ON CUHK03 DETECTED DATASET

TABLE VIII
COMPARISON WITH RELATED WORKS ON CUHK03 COMBINED DATASET

on the labeled dataset and Rank-1 accuracy of 83.3% on the de-
tected dataset, which are better than the reported ones of other
works. For fair comparison with DGD [21] and Spindle [40],
we follow their evaluation protocol on the combined CUHK03
dataset. The results are show in Table VIII. It can be observed
that, GLAD still gets promising performance, e.g., shows com-
parable performance for Rank-1 and Rank-5, and performs bet-
ter than Spindle [40] for Rank-10 and Rank-20.

The comparisons on VIPeR are summarized in Table IX.
WARCA [13], Null Space [15], LOMO+XQDA [14], Mirror-
KMFA [77], MLAPG [74], SCSP [63] are compared as distance
metric learning based methods. Deep learning based methods
include Gated Siamese [64], LSTM Siamese [65], SI-CI [76],
PIE [18], PIE+Mirror+MFA [18], Spindle [40], MSCAN [30]
and DLPAR [30] . We can observe that traditional distance
metric learning based methods show substantial advantages over
deep learning based methods. This is mainly because VIPeR is
not large enough for deep model training. However, GLAD still
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TABLE IX
COMPARISON WITH RELATED WORKS ON VIPER

achieves the best Rank-1 accuracy among all of those methods,
and constantly outperforms most of other deep learning based
methods at different rank levels.

It is also necessary to note that, Spindle [40] considers fine-
grained parts to learn appearance descriptors. Our method sub-
stantially outperforms Spindle on Market1501 and VIPeR, and
gets comparable performance with it on CUHK03. This also
shows the advantages of only considering coarse part cues. To
further improve the performance of GLAD, one possible solu-
tion is to adaptively learn weights of different parts. For instance,
when occlusion occurs on a certain part, the weight of this part
feature should be lower. Self-adaptive weights can be inferred
based on the quality of the extracted deep features and can
be learned in the deep neural network. Although self-adaptive
weighting is not our focus in this paper, we still achieve promis-
ing performance with fixed weights.

F. Performance of Retrieval Framework

Market1501 and Person-520 K allow to implement person Re-
ID as a pedestrian retrieval task. To test our retrieval framework
on Market1501 and Person-520 K, we first study the impact
of parameters in RTDC on Market1501, then evaluate the effi-
ciency of our retrieval strategy on Person-520 K. RTDC involves
two parameters, i.e., θ and K. θ is the distance threshold for
groups merging and K affects of computation of K-reciprocal
nearest neighbors. Experimental results with different θ and K
are summarized in Table X.

Larger θ means relaxed threshold for group merging, thus
results in smaller number of groups. It is obvious in Table X
that, larger θ improves the retrieval efficiency because the group
number, i.e., search space of coarse retrieval, is decreased. More-
over, from the Table X, we can see the mAP is improved as the
θ is larger. This is mainly because larger θ corresponds to larger
group size. With larger θ, more images could be returned in the
top T groups, which hence enlarges the search space of refined
search and brings higher mAP. T is set as a small value, i.e.,
T = 5, making the refined search stage does not substantially
degrade the online efficiency even with larger θ. Larger K re-
sults in larger K-reciprocal nearest set, thus may introduce more

TABLE X
RE-ID PERFORMANCE OF OUR RETRIEVAL FRAMEWORK ON MARKET1501

WITH DIFFERENT θ AND K . THE SECOND ROW DENOTES THE PERFORMANCE

OF LINEAR SEARCH WITH THE ORIGINAL GLAD

TABLE XI
RE-ID PERFORMANCE OF DIFFERENT POOLING METHODS FOR GROUP

DESCRIPTOR GENERATION ON MARKET1501

noises in the generated groups. It can be observed that too large
K is harmful for the ReID performance. From the Table X, the
mAP and Rank-1 accuracy stay relatively stable with different
settings of K and θ. It can be concluded that, our two-stage
retrieval framework is not sensitive to different parameter set-
tings. This might be because different K and θ mostly affect the
coarse retrieval, which serves to narrow down the search space,
rather than to get a precise ranking list. For simplicity, we fix
θ = 0.8, K = 10 for RTCD. It is necessary to note that, this
setting substantially improves the ReID accuracy. The mAP is
improved from baseline 73.9% to 76.4%. This shows the valid-
ity of our offline grouping strategy. Moreover, the retrieval time
cost is significantly reduced from 352.0 ms to 4.5 ms.

In addition, we evaluate the effect of different pooling meth-
ods for group descriptor generation. The experimental results
of average pooling, Lp -Norm pooling [78], max pooling and
weighted pooling are presented in Table XI. Average pooling
and max pooling can be regarded as special cases of Lp -Norm
pooling [78], i.e., average pooling corresponds to p = 1, and
max pooling corresponds to p =∞. Besides setting p as 1 and
∞, we also test different values of p. Weighted pooling assigns
larger weights for the samples near the group center and assigns
small weights for samples far from the group center. As shown
in Table XI, our method is not quite sensitive to those pool-
ing method, i.e., it achieves similar performance with different
pooling strategies. This might be because the generated group
descriptor is only used in coarse retrieval stage and is not used
in the fine-retrieval, which has larger impact on the retrieval
accuracy.

To further test the scalability of our indexing and retrieval
framework, we conduct another experiment on the large-scale
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TABLE XII
RE-ID PERFORMANCE OF OUR RETRIEVAL FRAMEWORK ON PERSON-520 K

Person-520 K. We adopt the same experimental settings and
parameters on Market1501. The experiments results and com-
parison with a recent method [56] are summarized in Table XII.
Clearly, our method still maintains the advantages on efficiency
and accuracy. It achieves significantly higher mAP and Rank-1
accuracy than the ones in [56] and only requires about 300 ms
to finish each query, significantly faster than the linear search
which takes about 20 seconds. Yao et al. [56] use a coarse-to-fine
retrieval strategy, where coarse retrieval is performed with linear
search using a low dimensional feature. Compared with [56],
our method achieves higher speed-up ratio over the linear search
baseline, i.e., our 61X vs. 26X [56]. This is mainly because
our coarse retrieval has smaller search space, i.e., about 199K
groups are generated from 520 K images. Those comparisons
show the advantages of our indexing and retrieval framework
in the aspects of both accuracy and efficiency. We thus could
conclude that, our proposed method is expected to work well in
real person Re-ID scenarios.

VII. CONCLUSION

This paper presents a GLAD descriptor, and an efficient re-
trieval framework for pedestrian image retrieval. GLAD is pro-
posed with the motivation of generating a discriminative de-
scriptor robust to misalignment and pose change issues. GLAD
is extracted by explicitly learning the global and coarse part
cues in human body through a four-stream CNN model. An
efficient indexing and retrieval framework is finally proposed
to accelerate the online Re-ID procedure and improve the re-
trieval accuracy. In this framework, the pedestrian images in
gallery set are clustered into groups for offline indexing. Online
retrieval procedure first retrieves image groups, then conducts
fine retrieval to get a precise image ranklist. Extensive experi-
ments show the strong discriminative power of GLAD and high
efficiency of our retrieval framework.
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