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A B S T R A C T

Reflection is a common category of contamination in images captured in the wild, particularly, undesired
reflections observed on windshield images in surveillance scene bring difficulties to the analysis of surveillance
contents. Existing general reflection removal methods do not exploit the specific semantic information in
windshield scenes, so they cannot effectively handle the challenges of high noise and low resolution in images
taken by surveillance cameras. In this paper, we propose a reflection removal framework specially designed for
surveillance windshield images, with the guidance of depth of field features introduced from different levels of
blurs, and constraint of specific semantic features for vehicle retrieval. Experimental results on a newly built
dataset for this specific task demonstrate that our method outperforms other state-of-the-art reflection removal
methods in both visual quality and quantitative metrics.

1. Introduction

Vehicle is a common and crucial target in traffic surveillance sys-
tem, and particularly, the scene of windshield captured under surveil-
lance camera contains abundant information for video analysis and
tracking, which greatly benefits the public security management for
smart city construction. However, due to inappropriate setup of surveil-
lance cameras or unsatisfactory lighting condition, the windshield im-
ages are often contaminated by reflections, as is shown in Fig. 1. For
example, the street trees and surrounding buildings may be reflected on
windshield glasses, and intense sunbeam can also cause high specular
reflections, which will place a great challenge for both human observers
and computer vision tasks to analyze such data.

Reflection removal itself has proved to be a task of great interest in
computer vision field, since the aim is to enhance the visibility of the
background obscured by reflection, as an essential pre-processing step,
for instance, in image classification [2] and stitching [3]. The basic
formation model of reflection contaminated images can be expressed
as an additive superposition of different layers as follows:

𝐈 = 𝐁 + 𝐑, (1)

where 𝐈 denotes the mixture image with reflection (the input of reflec-
tion removal problem), 𝐑 stands for the reflection layer to be removed,
and 𝐁 for the clear background image desired. The decomposition
problem is rather challenging owing to its ill-posed nature, in that the
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unknowns 𝐁 and 𝐑 is twice more than the equations. Plenty of work has
been done on handling such underconstrained condition to correctly
solve reflection removal problem, by exploring extra constraints from
multiple input images [3,4], or assuming various priors to model the
statistical properties of different layers [5,6]. Nowadays, with the rapid
progress of machine learning practice in computer vision community,
deep neural networks have also been adopted as powerful tools in
reflection removal research works [7,1], which are trained with syn-
thetic images mixed from images of arbitrary scenes, and demonstrate
fairly impressive results compared to previous works. However, these
learning based reflection removal methods still suffer from several
drawbacks: Semantic information for specific scene is seldom exploited
in the process of recovering the background layer, thus they are limited
to the diversity and realness of the training data.

Particularly, for reflection removal of surveillance windshield im-
ages, there exist unique challenges due to the capture condition and
quality of the surveillance images. The surveillance cameras are in-
stalled high above the road, forming scenes with fixed contents when
vehicles pass by. However, owing to performance limitation from cap-
turing devices, complex outdoor lighting condition and the fast motion
of vehicles, the captured images are often blurry and noisy with low
contrast, which places the reflection removal even harder for the
windshields. In industrial practice, to solve such a problem, polarizer
is used to separate reflections with different polarization angle [8].
Such device based solution still needs to be improved because the
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Fig. 1. Given a windshield image with reflection contamination, cropped from surveillance vehicle pictures, our specially designed reflection removal framework can remove the
reflections more clearly. The reflection-free result can lead to better visibility of the scene behind the windshield, compared with state-of-the-art reflection removal methods for
general scenes (e.g., ZR18 [1]).

use of polarizer needs subtle adjustment to work efficiently and extra
modification to for every single camera. Thus a computational solution
to remove reflection in surveillance windshield images is desired to
conquer the aforementioned challenges.

In this paper, to deal with the common occurrence of reflection in
surveillance windshield scene, we propose a depth-of-field (DoF) [9]
guided and semantic-aware deep learning framework. Our proposed
framework is shown in Fig. 2, which is composed of four compo-
nents: edge selection network with DoF feature guidance, reflection
inference network, background prediction network and semantic con-
straint module. We take advantage of the comprehensive modelling
capability of deep neural networks to omit the complicated algorithm
procedure [10] and mathematical optimization [5] during prediction,
and predict the reflection layer within the pipeline as well to better
supervise the training process. In order to effectively enhance results
for windshield scenes, we integrate the semantic features into our
framework, which are extracted from learning based descriptors for
windshields in vehicle ReID task [11]. Furthermore, we introduce the
DoF features that utilize different levels of blurred input as guidance for
decomposing different layers into our pipeline design, with multi-scale
feature extraction blocks to clearly distinguish edges of background
layer from reflection.

Our major contributions can be summarized as follows:

• We propose the first solution for reflection removal problem for
windshield images under the surveillance scene.

• We specially design a network guided by DoF and semantic
features to remove reflections from windshield image.

• We correspondingly build the first windshield image dataset with
reflections to support the specific task.

2. Related work

Due to the ill-posed nature of reflection removal, previous works
solve the challenge either by exploiting specific priors of images with
reflection, or by integrating a sequence of images taken under different
circumstances (e.g., viewpoints [3] or polarization status [12]). Thus
previous works on reflection removal can be generally classified into
two categories: single image based methods and methods with multiple
inputs.

Multiple image based methods tend to investigate the motion cues
inferred from images taken from various viewpoints, then through the
difference in projected motion between two layers, the background
can be separated from input scene with reflection. Works under such
design vary in the way of describing the motions of layers: Parametric
models such as translative motion [13], affine transformation and
homography [14] are used in earlier works, and then the dense motion
fields such as optical flow [15] and pixel-wise SIFT flow [16,17] better
reveal the motional differences between layers. Besides the motion
cues, the different capture settings of focuses [18], flashlights [19] and
polarization status [4]. These methods have achieved rather reliable re-
sults recovered from multiple inputs, however the complicated capture
setups severely limit their practical use, especially when it comes to
pictures taken in uncontrolled scenes and Internet images.

On the contrary, single image based methods utilize the specific
properties of reflection and background layers to compensate for the
underconstrained condition of single input, where various statistical
priors are employed: Levin et al. [5] use the heavy-tailed distribution
to describe the sparsity of gradients in natural images, and then de-
compose the different layers under extra guide of user annotation. Li
et al. [20] assume different blur levels of background and reflection
layers. Besides, parametric models such as GMM distribution [2] for
patches and Laplacian data fidelity term [6] are adopted to regularize
the optimization process. These works are often with high computa-
tional cost because of sophisticated mathematical processing to solve
the constrained problem.

Moreover, more recently, along with the breakthrough on the im-
plementation of deep learning, the priors on data can be modelled
implicitly through the features extracted from convolutional layers.
In [21], basic CNN structure is adopted to infer the difference in depth
of the two layers. Fan et al. [7] and Wan et al. [22] exploit the
edge features of images to realize reflection removal with the help of
deep neural network, getting rid of unnecessary complex optimization
process. Zhang et al. [1] integrate a perceptual loss calculated from pre-
trained CNN model to ensure more reliable background recovery from
reflection contamination. However, in spite of the promising results
those learning based single input methods have achieved, they have
shown limited insights compared to previous optimization based works,
overly rely on the distribution of training set. In addition, existing
learning based methods [23] are all trained on images composed of
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Fig. 2. The framework of our proposed method. Our framework takes a single windshield image as input and consists of five modules: Depth of field features extraction modules,
edge selection network guided by DoF features to separate the edges of two layers, reflection inference network to reconstruct reflection layer from corresponding edges, background
prediction network to solve for desire reflection-free image and semantic constraint module to regularize the solution with scene prior. The black arrows denote the inter-module
dataflow, the grey ones represent the intra-module dataflow, and the dashed arrows are only involved in training stage.

arbitrary background and reflections, which often appears to be un-
realistic, thus no methods are specially designed for reflection images
under a specific category of scenes with semantic information.

3. Dataset preparation

We build a new dataset for training and evaluating the task of
reflection removal for windshield images. Our data creation is designed
for windshield images in street scenario under outdoor illumination, so
we cannot simply hybridize arbitrary images as previous works do, in-
stead we specifically mix cropped windshield images under surveillance
cameras with processed reflection layer images sampled from street
view datasets, as shown in Fig. 3.

The background windshield regions are extracted from surveillance
images of single vehicles from existing dataset [24] and some images
under high-resolution surveillance camera collected by us. Regional
proposal network is utilized to detect the landmarks for the boundary
of windshield region, and then the extracted windshield is rectified into
rectangular coordinate through homography mapping, as can be seen
in Fig. 3.

As for the reflection layer, we randomly crop regions out of the
upper quarter of street view images [25], where the dominant contents
are sky and top of trees or buildings along the road, thus we can ensure
the reflections in mixture images semantically realistic. In addition,
to make the reflection layer more visually convincing, we also apply
different levels of Gaussian blur to reflection regions to imitate the
effect that the background layer and reflection layer are at different
distances from the camera, thus the reflections tend to be out of
focus. Besides, to avoid excessive brightness overflow caused by naive
superposition, we adjust the scale of dynamic range of the reflection
layer, making it close to or slightly higher than the scale in the original
background image. Besides, we add some random noise to the reflection
layer to mimic the condition of the low-resolution image. Then the
mixing process is carried out with gamma transformation and clipping
normalization, as previous work [7] suggests. We build a dataset of
more than 5K synthetic reflection-contaminated windshield images,

which greatly resembles the real data visually, as can be seen in Fig. 4.
We also collect more than 300 real-world surveillance captures of
windshields with reflection for further evaluation.

4. Proposed method

As shown in Fig. 2, our learning based framework for windshield
reflection removal consists of four parts: edge selection network to
obtain the edges of the background guided by depth of field features,
reflection inference network to reconstruct the reflection layer from
corresponding edges, background prediction network to decompose the
background layer from mixture, and semantic constraint module to
regularize the training, respectively. In this section, we will describe
the different network components in each part, along with the detailed
designs. In addition, the overall optimization objective and training
details will also be fully explained.

4.1. Edge selection with DoF guidance

According to [5], the layer decomposition of an image in a task such
as reflection removal can be formulated into two stages: determining
the edges 𝐸𝐵 of the desired layer using prior distribution or user
annotation, then reconstruct the layer 𝐵 from those edges with prior
distribution. This procedure has been adopted in many following works,
with more exploitation in priors and utilization of deep learning models
to reduce the computational complexity.

Depth of field feature guidance. Still, due to the special properties of
surveillance windshield images, the degradation of low resolution and
high noise, directly applying existing methods to select background
edges might lead to incomplete edge maps. Therefore, to obtain more
accurate edge map for background layer, we investigate the theory of
depth of field in images [9], which describes the distance between the
farthest and nearest objects from the camera that appear acceptably
sharp, and the DoF map [10] stands for the blurred degrees of all
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Fig. 3. The pipeline to synthesize realistic training data of surveillance windshield images with reflections. The windshield regions are proposed by a region proposal network and
warped to rectangular shape, and the reflection layers are obtained by cropping regions from the upper side of street view images, and processing them with blur and dynamic
range adjustment.

Fig. 4. Samples in our training dataset, with real data in the bottom row in contrast.

positions in the image. The value of DoF confidence at point (𝑥, 𝑦) can
be represented as follows:

𝐷(𝑖, 𝑗) =
∑

𝑘

∑

(𝑛,𝑚)∈𝑊𝑖𝑗

𝐾𝐿(𝑑𝑥(𝐼)|𝑑𝑥(𝐼 ∗ 𝑘)) +𝐾𝐿(𝑑𝑦(𝐼)|𝑑𝑦(𝐼 ∗ 𝑘)), (2)

where 𝐼 denotes the input image, 𝐾𝐿 stands for the computation of
Kullback–Leibler divergence, 𝑘 for different blurring kernels, 𝑑𝑥 and 𝑑𝑦
represent the derivatives on 𝑥 and 𝑦 orientation, and 𝑊𝑖𝑗 stands for the
neighboring window around (𝑥, 𝑦).

The relative difference in DoF value can be hardly influenced by
the low resolution and noise in images. And the DoF features can help
easily distinguish the reflection layer on windshield from background
scene inside the car because the reflections, which are mainly the
clouds in sky and trees at a distance, tend to be out of focus with higher
blur degree and weaker DoF feature response.

Thus we introduce such a mechanism into our network design, en-
hancing the edge selection with a DoF-aware feature extraction model.
The DoF-aware feature is in Fig. 5, which indicates the major edges
with low blur for the background. The module first calculates blurred
versions of the input of different levels, which are convolution results
of the input with Gaussian kernels of different size. Then the various
blurred inputs are fed into the learning model, to implicitly imitate the
calculation of DoF map.

Particularly, a multi-scale scheme is used in the learning process
as shown in the DoF feature module in Fig. 2, where the inputs are

passed on to dense blocks [26] with different filter sizes, which aims to
extract features of multiple scale receptive fields, and then concatenate
the multi-scale features together to build DoF-like features 𝐹𝐷𝑜𝐹 (𝐼) for
following edge selection procedure, where 𝐼 denotes the input image.

Generative and adversarial loss for edge. Under such features guidance,
the edge of the mixture image input goes through a generator 𝑒
composed of series of residual blocks to infer an edge map for the back-
ground layer, then the prediction 𝐸𝑑 = 𝑒(𝐼, 𝐹𝐷𝑜𝐹 (𝐼)) is passed through
a discriminator 𝐷 to improve the authenticity of edge predictions in the
specific windshield scenes. Thus the adversarial loss can be formulated
as follows:
𝐚𝐝𝐯 = min

𝑒
max
𝐷𝑙∈

𝐸𝐸𝑏 ,𝐸∗
𝑏∼P𝑟

[𝐷𝑙(𝐸𝑏, 𝐸
∗
𝑏 )]

− 𝐸𝐸𝑏∼P𝑟 [𝐷𝑙(𝐸𝑏,𝑒(𝐼, 𝐹𝐷𝑜𝐹 (𝐼))],
(3)

where 𝐸𝑏 and 𝐸∗
𝑏 stand for the real edges of background and estimated

edges, respectively, 𝐷𝑙 for the set of 1-Lipschitz functions, and P𝑟
represents the real distribution of background edges, which contains
the content of the windshield scene. Apart from the adversarial loss, the
𝐿2 loss on edge selection result is also adopted to encourage accurate
separation in edge domain. Thus the loss function for edge selection
can be concluded as:

𝑒𝑑𝑔𝑒 = 𝜆𝑒2(𝐸∗
𝑏 , 𝐸𝑏) + 𝛽𝑒𝐚𝐝𝐯. (4)

where 𝜆𝑙 and 𝜃𝑙 are weighting coefficients to balance the terms.
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Fig. 5. Example of the DoF-aware feature extracted, the red boxes mark the region where the reflection edges give weak DoF response due to higher degree of blur. Compared
with the high response of major background edges, the weaker DoF response of reflection edges despite strong gradient indicates the separation of reflection and background
layers.

4.2. Reflection inference

Previous methods tend to directly reconstruct the background layer
from the selected background edges, however, because the edges of
background scene are numerous, the selection results are often not ac-
curate enough, leading to reconstructed background with missing con-
tent details. Moreover, the layer reconstruction process for background
is usually more complicated to model than the reflection layer in
learning manner also owing to the complexity of edges in background
layer.

Therefore, to make the training of layer reconstruction model more
reliable and less complicated, we choose to solve for the reflection
layer in this reflection inference network 𝐺𝑟(𝐼, 𝐸𝑟) instead of the back-
ground, which provides additional supervision to the whole pipeline as
well. The network is realized through the architecture of autoencoder
stacked from convolutional layers. The edges of reflection layer 𝐸𝑟 is
obtained by subtracting the estimated background edges 𝐸∗

𝑏 from edges
of the original mixture input 𝐸𝐼 , with the adoption of data-fidelity 𝐿2
loss, the objective function for reflection inference can be written as
follows:

𝑟𝑒𝑓 = ‖𝑅 − 𝐺𝑟(𝐼, (𝐸𝐼 − 𝐸∗
𝑏 ))‖2, (5)

4.3. Background prediction

Since we have estimated the reflection layer in the reflection infer-
ence network, according to basic reflection formation model Eq. (1),
the acquisition of background image can be realized by subtracting
reflection layer from the mixture image. However, there exist unique
challenges in reflection removal for surveillance windshield images,
originating from the real conditions of image capture under surveil-
lance camera which include the disturbance of noise and limited dy-
namic range. Hence the direct way to separate background layer is
not accurate enough theoretically, so again we turn to exploit the
comprehensive capability of modelling of neural networks, and adopt
a background prediction network 𝐺𝑏 to handle this task. To enforce
the correctness of layer decomposition model and obtain the desired
background image 𝐵, we also apply the 𝐿2 distance to constrain the
solution:

𝑏𝑔 = ‖𝐵 − 𝐺𝑏(𝐼, 𝑅∗)‖2, (6)

4.4. Semantic constraint

Reflections incline to cover up regions of the original background
scene in the mixture image, thus the reflection removed results are
often deformed or have missing contents in such regions. Besides,
existing general reflection removal methods are prone to oversmooth
the image, deteriorating the visibility of the scene the windshield in

our specific task. Considering the contents behind the windshield are
relatively fixed in category and appearance, the semantic information
of the background layers, which is highly distinguishable from that of
reflection mixed images, can be further exploited as a scene prior to
better preserve the scene details in background layer and inpaint some
missing parts.

Thus we propose the specific semantic constraint module to regu-
larize the optimization of the whole pipeline based on the difference of
semantic features between estimation results 𝐵∗ and real data 𝐵. The
features are extracted by pre-trained model for semantic descriptors
embedding in vehicle retrieval task [11], which has a variant model
specially trained on windshield images, and the semantic features are
represented by the deep descriptors from the fully connected layers.
The extra constraint on semantic features can be expressed as:

𝑠 =
∑

𝑐𝑖∈𝑐
‖𝑐𝑖 (𝐁

⋆) − 𝑐𝑖 (𝐁)‖1 (7)

where 𝑐 denotes the collection of fully connected layers.

4.5. Overall optimization objective function

By combining the objective loss functions of each components
in Eqs. (4)–(7), the overall optimization objective of our whole pipeline
can be summarized as follows:

 = 𝜃1𝑒𝑑𝑔𝑒 + 𝜃2𝑟𝑒𝑓 + 𝜃3𝑏𝑔 + 𝜃4𝑠. (8)

4.6. Implementation details

We have implemented the proposed model on PyTorch. The training
process of the complete framework is divided into two stages: First,
with inputs resized to 256 × 512, we train the edge selection net-
work, reflection inference network, and background prediction network
independently until convergence. Then the components are stacked
together, along with the semantic constraint model, are training as a
whole and further fine-tuned. We use the ADAM optimizer in training,
the batchsize used in training process is fixed at 8, and the learning rate
used in first 40 epochs is set to 5× 10−5, which decays to 5× 10−6 then.
The weighting coefficients in Eq. (8) are set as 1, 0.5, 1, and 0.05.

5. Experiments

This section first evaluate the performance of out method on quanti-
tative metrics, compared with state-of-the-art reflection removal meth-
ods, e.g. NR17 [6], FY17 [7], ZR18 [1]. Then another comparison on
the visual quality of reflection removed windshield results is done with
a perceptual study among users. Besides, the ablation study of our
task-specific designs is carried out to validate the effectiveness of our
network design choices.
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Fig. 6. Examples of reflection removal results on synthetic data, compared with NR17 [6], FY17 [7] and ZR18 [1], and YG18 [27]. The regions marked by red boxes are closed-up
views.

5.1. Quantitative comparison

We have conducted quantitative experiments on our proposed syn-
thetic reflection-contaminated windshield image dataset, since there
exists no such real-world dataset with ground truth to calculate the met-
rics. We compute the widely-used metrics SSIM and PSNR between the

ground truth background images and corresponding results in the ex-
periments, to make quantitative comparisons. The SSIM value demon-
strates the structural similarity of two pictures, with the higher value
showing better similarity, and the PSNR value shows the pixel-wise
deviation between two images.

As for methods for comparison, we have chosen recent learning
based methods FY17 [7], ZR18 [1], YG18 [27], the first two of which
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Fig. 7. Images processed by our method on real-world surveillance windshield data, compared with original image with reflection, FY17 [7], ZR18 [1] and YG18 [27]. The
reference images for real world surveillance windshield are not available since we cannot capture a windshield-free vehicle in real surveillance setup.

Table 1
Quantitative evaluation results on our proposed dataset, compared with NR17 [6],
FY17 [7], and ZR18 [1].

Input NR17 [6] FY17 [7] ZR18 [1] YG18 [27] Ours

SSIM 0.612 0.792 0.880 0.889 0.868 0.902
PSNR 15.584 19.487 24.881 25.798 22.408 27.720

are also trained on our new dataset,1 and optimization based NR17 [6].
The numerical results have been shown in Table 1, from which we first
can learn that the contamination of reflection brings much degradation
to windshield images, shown by the low PSNR and SSIM value com-
puted against the clean background. As is also shown in Table 1, the
optimization based method achieves limited success in the specific task
of windshield reflection removal, and the learning based methods show
obvious performance gain compared to optimization based method,
with ZR18 [1] shows the second best results. The pre-trained YG18 [27]
model has unsatisfactory results due to limited generalization ability
when dealing with windshield images. Still, our proposed method
evidently outperforms other state-of-the-art methods by 1.13% and
1.922 dB in SSIM and PSNR thanks to our specific designs, also greatly
enhancing the numerical metric values in contrast with the original
input.

5.2. Visual qualitative study

We exhibit the examples of reflection removed surveillance wind-
shield images in our dataset in Fig. 6, compared with the results of
three state-of-the-art methods. We can tell that our method provides
results with remarkably clearer visibility on the whole, except that
the pre-trained YG18 [27] model blurs the input image. In contrast,
the non-learning method [6] greatly deforms the original structures
of input images. The learning based methods [7] and [1] offer more
satisfactory results, however some reflections remain not cleaned up
in their results and part of the details in the windshield scene is also
missing. For instance, in the results provided by FY17 and ZR18 in
the fifth row of Fig. 6, there still remains reflection inside the region
marked by the red box, while ours show a clear vision with no obvious
disturbance of the scene behind the windshield. Also, as can be seen in
the last row of Fig. 6, the face of the vehicle driver marked by bounding
box is oversmoothed by other methods, and our method maintains the
facial contour details much better, which may be attributed to the
semantic constraint.

1 The method YG18 [27] does not provide an open access to its training
code, thus we conduct the experiments using its available pre-trained model.

Fig. 8. Perceptual study results among three learning-based methods (FY17 [7],
ZR18 [1], and ours) and the baseline using input reflection contaminated images. The
statistics are acquired from 40 participants judging 100 quadruples.

Results on real data. To evaluate the generalization performance of our
proposed method to handle real-world data, we also test our method
on real data with reflections captured from surveillance cameras at
highway tolls. The comparison results are shown in Fig. 7, from which
we can find that when faced with the low resolution and high noise
conditions in real surveillance data, other general reflection removal
methods fail to totally remove the reflections shown on windshield,
meanwhile our method can more effectively get rid of the occurrence
of reflection. Particularly, the model of YG18 [27] is pre-trained using
the data simply superimposed from clear images in PASCAL VOC [28],
and it generalize poorly to the high-noise and low-visibility surveillance
windshield images, therefore its results have many artifacts. Like the
first, second and last row in Fig. 7 show, the reflections of clouds,
sunbeam and trees still remain in the results of FY17 [7] and ZR18 [1],
and our method thoroughly erases the influence of such reflections,
proving its feasibility in practical application.

User perceptual study. Since the reflection removal results aim at en-
hancing the visual quality of images to assist human observers to
analyze surveillance images, the evaluation from human users is of
great interest to investigate. We invite 40 participants to rate the
quality of 100 randomly selected results of our method according to
their visual perception, compared with the other two methods [7,1]
with good performance on quantitative experiments. The procedure of
the perceptual study is as follows:

1. First we show the clear windshield images and reflection con-
taminated windshield images to help participants obtain a gen-
eral sense on this task.

2. The results of three methods and their corresponding input
images are grouped as a quadruple and the quadruples are dis-
played to participants one at a time, with the images randomly
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Fig. 9. Images processed by our full model, model without DoF guidance (Section 4.1) and model without semantic constraint module (Section 4.4).

Fig. 10. Examples of challenging cases, where there exist extreme specular highlight and cast shadows.

Table 2
The comparison of SSIM and PSNR on our full model, model without DoF guidance
and model without semantic constraint module.

W/o DoF guidance W/o semantic features Full model

SSIM 0.850 0.886 0.902
PSNR 22.829 24.307 27.720

arranged. The participants are asked to rank the visual quality
of the three results without time limit.

3. The average user preference score 𝜙 for a method is computed
according to the rankings, as 𝜙𝑚 = 1

𝑁
∑

𝑖
∑

𝑗 (𝑁 − 𝑟𝑎𝑛𝑘𝑖,𝑗,𝑚 + 1),
where 𝑚 represents a certain method, 𝑁 stands for the number
of methods evaluated in the study, and 𝑖, 𝑗 indicate the index of
participant and image quadruple, respectively.

As Fig. 8 illustrates, the average preference score of our method is
apparently higher than that of the other two state-of-the-art methods,
which demonstrates the human observers consider that the results of
our method are of much better visibility in windshield. More detailedly,
the number of rank-1 choices of our method is 2633 out of total 4000
quadruples, even more than the sum of that of the other three. Although
most times the methods improve the visibility of the images, there exist
a few cases where reflection removal methods lead to results that are
even worse in visual quality for human perception. And our method
generate the least below baseline results (the rank-4 number). The
numerical results of the user perceptual study show that our method
provides the most quantity of best reflection removal results and the
least relative failure cases.

5.3. Ablation study

In order to validate the effectiveness of the specific designs in
our proposed framework, we conduct ablation experiments on models

trained without the DoF guidance module and semantic constraint
model. The quantitative results are shown in Table 2, from which
we can tell that the two designs both contribute to the performance
gain of the whole framework, and the DoF guidance appears to be
of more significance. The qualitative comparison of different models
are shown in Fig. 9, where it can be observed that the results by the
model without DoF guidance show several deformity artifacts due to
misestimation of the background edges, as can be seen from the missing
hole in the result at the last row. Besides, the model without semantic
constraint module cannot separate the windshield scene from reflection
thoroughly. Besides, we also investigate the effectiveness of adversarial
loss in edge prediction, and the numerical results of the model without
adversarial loss are 0.897 for SSIM and 25.499 for PSNR, providing
a minor performance gain though much less than DoF guidance and
semantic features. We suppose the minor gain is probably because
of the fact that clear windshield images have highly fixed contents,
thus the edges are also almost identical across the images, Such a
discriminative ‘‘style’’ can be learned by discriminator. The edges of
reflection contamination are inconsistent with the edge distribution of
clear windshield, thus they can be penalized by such a GAN loss.

6. Conclusion

Different from existing general reflection removal methods, we
propose a new reflection removal problem in a practical but challenging
scenario, i.e., windshield images with reflection contamination under
surveillance cameras. We present a depth of field features guided
learning framework with semantic constraint to solve this problem.
We integrate the DoF features into our background selection learning
model, exploiting the different blurred degrees of objects in scene, to
more effectively separate the background and reflection layers. Besides,
semantic descriptors extracted from specifically pre-trained vehicle
retrieval models are utilized to better constrain the solution and make
up for missing regions. Based on a newly collected training dataset
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on windshield reflection, our framework has achieved surpassing re-
sults compared to existing state-of-the-art general reflection removal
methods both quantitatively and qualitatively, and generalized well to
real-world data.

Limitations. Though our reflection removal method has obtained
promising results on real-world windshield under surveillance cameras,
there still remain some categories of extreme cases that cannot be
handled well for now. The failure cases are shown in Fig. 10, where we
can infer that the windshield images with extreme specular highlight
(e.g., the first row) and cast shadows (e.g., the second row). Our
future work on the issue will attempt to settle such cases and put the
framework into practical use.
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