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ABSTRACT

Image hashing is critical for large-scale image analytic-based

applications, such as image retrieval. Although there have

been dozens of hashing approaches, few of them take the hier-

archical structure of the image categories into consideration.

In this paper, we propose to incorporate the category tax-

onomy information in a deep reinforcement learning (DRL)

model for image hashing. In particular, we learn an agent to

predict the hashing codes sequentially under the DRL theme.

Each coordinate of the hashing function can take the errors

incurred by previous ones into consideration and hence more

reliable hashing codes can be obtained than learning them in-

dependently. Besides, we design a novel level-specific reward

function to gradually refine the hashing function according

to the taxonomy information. Extensive experiments on two

popular datasets demonstrate effectiveness of the proposed

method.

Index Terms— Image hashing, category taxonomy, hi-

erarchical structure, deep reinforcement learning, image re-

trieval

1. INTRODUCTION

Image hashing is to map the image features into binary codes,

while maximally preserving the discriminative ability of the

original features. Very fast similarity calculation can be con-

ducted on the binary codes and thus the matchings between

images can be very efficient. This is critical in many real-

world applications, such as large-scale image classification

and retrieval.

In the past decades, dozens of hashing approaches have

been proposed. Some early works are unsupervised, such as

locality sensitive hashing (LSH) [1] and iterative quantiza-

tion (ITQ) [2]. More recent works are conducted in a su-

pervised [3] or semi-supervised [4] manner by incorporating

label information to increase the discriminative ability of the

hashing codes. Most of the deep hashing methods [5] are

∗Equal contribution.

supervised and can simultaneously learn features and hashing

codes. In spite of the significant development, existing (super-

vised) image hashing approaches usually ignore the hierarchi-

cal structure of the image categories and treat the categories at

different levels equally. This is not reasonable since different

categories may be closer to each other at different levels, and

images that belong to the same low-level category of a query

should be ranked higher than the ones that are close to the

query at higher levels. For example, given a query image of

“palm” tree, the image of “oak” tree should be ranked higher

than “rose” flower, although all of these three categories be-

long to the same high-level category “plants”.

Recently, a supervised hierarchical deep hashing (SHDH)

method [6] is proposed to remedy this drawback and can take

advantage of the characteristics of hierarchical class labels.

Although significant improvements are obtained compared

with some competitive hashing approaches, it suffers from

several critical issues: 1) different coordinates of the hash-

ing function are learned independently and their correlations

are ignored. This is also an issue of most current hashing

approaches; 2) the learned hashing function is linear and the

binary codes are obtained by post-processing; 3) a hash vec-

tor/function is learned for each class level and thus the hash-

ing codes learned using different datasets may be not compa-

rable due to the varied category taxonomy.

To tackle these issues, we propose a novel hierarchical

image hashing method based on deep reinforcement learning

(DRL), where the category taxonomy information is incorpo-

rated. The proposed method is called DRL based hierarchi-

cal image hashing (DRLHIH). In particular, we regard image

hashing as a Markov decision process (MDP) and predict the

discrete binary codes step by step under the DRL [7] theme.

Since the action of predicting a code is based on the obser-

vation of the current state of previously obtained codes, sub-

sequent coordinates of the hashing function are learned de-

pendent on previous coordinates [8]. In this way, the errors

incurred by previous coordinates can be corrected to some

extent and the correlations between different coordinates are

exploited. Besides, the decision process is nonlinear and the
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Fig. 1. Architecture of the proposed deep reinforcement learning based hierarchical image hashing (DRLHIH). Training con-

straints are constructed according to the category information in each level. The images together with the constraints at the first

level are passed through the designed DRL-based image hashing model to learn the initial hashing function. At the subsequent

levels, the hashing functions are learned following the same procedure, only the hashing codes of an image are enforced to be

close to its codes generated at the previous level. This is equivalent to refine the initial hashing function using the sub-level

category information.

binary codes can be directly and naturally obtained without

post-processing. To take the hierarchical structure of the im-

age categories into consideration, we first learn the hashing

function according to the top level categories and then gradu-

ally refine the function using the lower-level categories based

on the designed level-specific reward function. The hashing

codes learned using different datasets are comparable since

a unified hashing function can be obtained. We demonstrate

effectiveness of the proposed method by comparing it with

several representative and competitive hashing approaches on

two popular datasets in the image retrieval application.

2. RELATED WORK

In this section, we summarize some closely related works on

hashing and deep reinforcement learning.

2.1. Hashing

The hashing technique is a very hot topic in recent years since

it can increase the search efficiency and reduce the storage

requirement significantly, which is critical in handling big

data [9, 10]. Most of the early works on hashing are data-

independent and the hash functions are learned by exploring

the locality sensitivity property [1]. More recent works are

data-dependent and learn the hashing functions by preserv-

ing data similarity from the original space to the hash cod-

ing space [11]. This is also called learning to hash, which

has been shown to usually achieve better performance, espe-

cially those approaches that make use of the deep learning

technique, such as [6].

The most close one to our method is the work presented

in [6], where hierarchical structure of the class labels is con-

sidered in a deep hashing framework. However, this approach

can only learn linear projection from the features to the hash-

ing codes and the correlation between different coordinates of

the hashing function are ignored. These issues can be appro-

priately tackled by the proposed deep reinforcement learning

based hashing method.

2.2. Deep Reinforcement Learning

Reinforcement learning tries to mimic human’s decision pro-

cess, and the goal is to learn an agent that will take action

to receive maximal cumulative reward. Deep reinforcement

learning (DRL) [7, 12] is marriage of deep learning and rein-

forcement learning, and has attracted an increasing attention

recently due to its great success in gaming [7, 13] and com-

puter vision tasks [14]. For example, the DRL-based “Al-

phaGo” [13] was shown to beat the world-level Go players,

and DRL was utilized to filter out valueless or low-quality

frames in the videos for better face recognition [14].

As far as we are concerned, the only work that applies

DRL for image hashing is the one presented in [8]. However,

the hashing codes are obtained by post-processing and hence

the advantages of DRL are not adequately exploited. Our

method can directly predict binary hashing codes by lever-

aging the sophisticated deep Q-network (DQN) [7]. Besides,

the proposed model is able to make use of the category taxon-

omy information, which are ignored in most existing hashing

approaches.

3. PROPOSED METHOD

Fig. 1 is the diagram of the proposed method. Specifically,

we first construct training constraints according to the class

labels at different levels. For example, a constraint at the

top level can be: plant “rose” is more similar to plant “palm”



than the animal “shark”, and a constraint at the bottom level

could be: a “palm” tree is more similar to another “palm” tree

than the “oak” tree. Then given the images and the corre-

sponding constraints at each level, we input them into a deep

neural networks to learn feature representations for the im-

ages. Any deep neural networks can be utilized for feature

learning and we choose the popular ResNet [15] in this paper.

Based on the image features, we designed a policy to choose

an action (generate a “0/1” code or short code sequence, such

as “010”) that tends to receive a maximal long-term reward,

where the well-known Q-learning technique [7] is introduced.

The hashing functions at different levels are learned following

the same procedure, only that the generated hashing codes at

the lower levels are enforced to be close to the ones obtained

at their previous levels. This is equivalent to refine the top-

level hashing function using the category taxonomy informa-

tion, and the hashing function learned at the bottom level is

utilized for final prediction. The technique details are given

below.

3.1. Deep Reinforcement Learning based Image Hashing

Given a set of hierarchically labeled images {In}Nn=1, our ul-

timate goal is to learn a (vector-valued) hashing function that

map each image as a binary vector. Traditional hashing meth-

ods usually learn the function independently and directly. We

learn the function using the DRL technique due to the reasons

as mentioned in Section 1. We denote the obtained hashing

vector at the time t as the state st, and the action of adding

codes as at ∈ A, where A denote the action space. When

only one bit is predicted at each step, there are two possible

actions, i.e., A = {0, 1}. Alternatively, we can generate mul-

tiple bits (e.g., 3) at each step, such as “011”, then the number

of possible actions |A| = 8, where | · | signifies the cardinality

of a set.

The triplet ranking loss [16, 17, 18] is widely utilized in

supervised hashing and can usually achieve competitive per-

formance [19]. This motivates us to define the reward as the

following function w.r.t. training triplet (I, I+, I−),

r(I, I+, I−)

= −max{0, β + ‖b(I)− b(I+)‖H − ‖b(I)− b(I−)‖H},
(1)

where I is the anchor image, I+ and I− are the images that

belong to the same and different category of I respectively (at

a certain category level), b(·) denotes the generated binary

vector and ‖ · ‖H signifies the Hamming distance.

In this paper, we adopt the Q-learning technique [7] to

learn the policy, i.e., π = argmaxaQ(s, a), where Q is the

sum of expected rewards and given by

Q(st, at) = max
π

E[

∞∑

i=0

γirt+i|π]. (2)
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Fig. 2. Architecture of the Q-value estimation network. The

input mainly consists of the image features, the previous gen-

erated hashing codes (we only consider the past k codes) and

the codes generated by the current action. The dimension of

the original features may be very high and hence we project

the them as a to low-dimensional representation, which is

concatenated with the hashing codes. The concatenated vec-

tor is then passed through some fully-connected layers to out-

put a scalar value as the approximation of the optimal Q-

value.

Here, rt is the immediate reward at time t and γ is a discount

factor, which is utilized to balance the immediate reward and

future rewards. According to [7], we can train a deep neu-

ral network Q̂(st, at|Θ) to approximately estimate the value

Q(st, at).
The architecture of the designed network f(st, at) is

shown in Fig. 2. Specifically, we first project the original fea-

ture vector x(I) of the image I as a low-dimensional repre-

sentation h(I). Then we concatenate the representation with

the past k (window size) codes ct and the currently generated

codes at, as well as the normalized time index t. The concate-

nated vector is passed through several fully connected layers

to output a scalar value Q̂(st, at|Θ), which is utilized as the

approximation of Q(st, at). Finally, the network is trained

using the temporal differences (TD) method, i.e.,

argmin
Θ

L(Θ)

= E[r(st, at) + γmax
a

Q̂(st+1, a|Θ)− Q̂(st, at|Θ)]2,
(3)

where Θ is the set of parameters in the network and we

adopt the ε-greedy strategy [7, 14] to balance the exploration-

exploitation given the Q values among all the valid actions

and choose the action with a probability to randomly select

actions.

3.2. Hierarchical Image Hashing

By utilizing the above mentioned method, we can learn a

hashing function according to the top level category infor-

mation. For the subsequent levels, we propose to gradually

refine the hashing function by adding a distance penalty be-

tween two levels hash codes.

rdist(I, I+, I−) = −λ‖bl(I)− bl−1(I)‖ (4)



λ ≥ 0 is the hyper-parameter to control the scale of the

penalty. Then we combine it with triplet loss reward with

weighted sum to get the final reward function

rl(I, I+, I−) = ρr(I, I+, I−) + (1− ρ)rdist (5)

where b0(I) is the vector obtained at the top level, l ≥ 1 is

an integer and ρ ∈ [0, 1] is a trade-off hyper-parameter. That

is, the codes learned at the current level should be close to the

ones obtained at the previous level.

4. EXPERIMENTS

In this section, we empirically verify effectiveness of the

proposed DRL-based hierarchical image hashing (DRLHIH)

method.

4.1. Experimental Setup

We conduct experiments on two public datasets, i.e., CIFAR-

100 (CIFAR for short) [20] and NUS-WIDE (NUS for

short) [21], which are widely used in the image retrieval ap-

plication. The CIFAR dataset contains 60, 000 small images

of size 32 × 32. In this dataset, there are 20 super-classes

and 100 sub-categories. In this paper, we choose two repre-

sentative super-classes, i.e., “trees” and “people”. The NUS

dataset consists of 269, 648 natural images that belong to 81
concepts, which are grouped as 6 super-concepts. We select

the representative “scene” and “objects” super-concepts for

experiments. The image hash code length is set to 12, and

for each step, DQN agent will generate a 3-bits hash code.

The discount factor γ = 1.0, λ = 1, and ρ = 0.9 by de-

fault. We compared with various hashing algorithms, includ-

ing the well-known locality sensitive hashing (LSH) [1], spec-

tral hashing (SH) [11], iterative quantization (ITQ) [2], deep

cauchy hashing (DCH) [22] and supervised hierarchical deep

hashing (SHDH) [6]. The evaluation criteria are the popular

average cumulative gain (ACG), discounted cumulative gain

(DCG) and normalized DCG (NDCG) [23].

4.2. Effectiveness of Using the Category Taxonomy Infor-
mation

We first demonstrate that utilizing the category taxonomy in-

formation is advantageous. This is performed by comparing

the proposed model with its counterparts of using single-level

category information. The results on the two datasets are

shown in Fig. 3, where we varied the training constraints from

“0K” to “5K” in each level. From the results, we observe

that using the hierarchical category information can be supe-

rior to using either of the single-level category information,

and the results are consistent in terms of ACG and NDCG on

both datasets. On the CIFAR dataset, the best performance is

achieved around “(4K, 1K)”, which indicates that more con-

straints should be constructed at the higher level and fewer

constraints are needed to refine the hashing function. How-

ever, it seems that more constraints are required at the lower

level on the NUS dataset. This may be because that there are

more noisy in this dataset and hence more information needed

at the sub-levels to discriminate different categories. We tune

this hyper-parameter for each dataset accordingly.

4.3. Convergence Analysis

Then we analyze the convergence property of the proposed

model. The results are shown in Fig. 4. It can be seen from

the results that the proposed method is able to converge after

a few hundred iterations under various hyper-parameter set-

tings.

4.4. A Comparison with Other Approaches

Finally, we present the results of comparing with other repre-

sentative hashing approaches. The results on the CIFAR and

NUS datasets are reported in Table 1 and Table 2 respectively.

From the results, we can see that: 1) the deep hashing meth-

ods (DCH, SHDH and the proposed DRLHIH) are usually

better than the traditional hashing approaches. This is in line

with the image hashing literature; 2) the hierarchical hash-

ing methods (SHDH and the proposed DRLHIH) are usually

superior to other hashing approaches since the category tax-

onomy information is considered; 3) the proposed DRLHIH

achieves the best performance in most cases and outperforms

all other algorithms significantly in terms of NDCG on both

datasets. This demonstrates effectiveness of the our method

in the hashing application.

5. CONCLUSION

In this paper, we present a novel image hashing method based

on deep reinforcement learning (DRL), where the sophisti-

cated deep Q-Network (DQN) is employed to directly predict

binary hashing codes without post-processing. A network is

designed to estimate the Q-value. Besides, to incorporate the

category taxonomy information in the learned codes, we de-

signed a novel level-specific reward function. From the re-

sults, we mainly conclude that deep reinforcement learning

is appropriate for learning to hash and it is advantageous to

make use of the category taxonomy information in image

hashing. In the future, we intend to design more sophisti-

cated reward and DQN algorithm to further improve the per-

formance and conduct experiments on larger datasets and the

datasets that have deeper hierarchical structure.
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learning process and convergence of the policy.
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Table 1. Performance on the CIFAR dataset.
Methods ACG@20 DCG@20 NDCG@20
LSH [1] 0.491 3.421 0.368

SH [11] 0.617 4.426 0.314

ITQ [2] 0.781 5.676 0.757

DCH [22] 0.598 4.178 0.693

SHDH [6] 0.755 5.693 0.775

DRLHIH 0.813 5.954 0.785

Table 2. Performance on the NUS dataset.
Methods ACG@20 DCG@20 NDCG@20
LSH [1] 0.667 4.694 0.517

SH [11] 0.686 4.999 0.684

ITQ [2] 0.767 5.831 0.713

DCH [22] 1.022 7.324 0.706

SHDH [6] 0.765 5.772 0.703

DRLHIH 0.749 5.609 0.780
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