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Embedding Adversarial Learning for
Vehicle Re-Identification
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and Ling-Yu Duan , Member, IEEE

Abstract— The high similarities of different real-world vehi-
cles and great diversities of the acquisition views pose grand
challenges to vehicle re-identification (ReID), which traditionally
maps the vehicle images into a high-dimensional embedding
space for distance optimization, vehicle discrimination, and
identification. To improve the discriminative capability and
robustness of the ReID algorithm, we propose a novel end-to-end
embedding adversarial learning network (EALN) that is capable
of generating samples localized in the embedding space. Instead
of selecting abundant hard negatives from the training set, which
is extremely difficult if not impossible, with our embedding
adversarial learning scheme, the automatically generated hard
negative samples in the specified embedding space can greatly
improve the capability of the network for discriminating similar
vehicles. Moreover, the more challenging cross-view vehicle ReID
problem, which requires the ReID algorithm to be robust with
different query views, can also benefit from such a scheme based
on the artificially generated cross-view samples. We demonstrate
the promise of EALN through extensive experiments and show
the effectiveness of hard negative and cross-view generation in
facilitating vehicle ReID based on the comparisons with the state-
of-the-art schemes.

Index Terms— Vehicle Re-Identification, generative adversar-
ial network, embedding adversarial learning, hard negatives,
cross-view.

I. INTRODUCTION

VEHICLE Re-Identification (ReID) aims to identify all the
images of the same vehicle ID as the given query vehicle

from a large scale database. With the increasing demand of
social public security, vehicle ReID has emerged as a crucial
technique for both industry and academia realms. The vehicle
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ReID has extensive applications on intelligent surveillance to
analyze the behaviors and tracks of vehicles from multiple
non-overlapping surveillance cameras. Previous works [1], [2]
focus on using license plate to perform vehicle ReID. How-
ever, the license plate recognition often fails due to variant
imaging conditions, and the license plates are deliberately
occluded, removed or even faked in some extreme cases.
In view of this, a general model based on visual characteristics
is highly desired [3]–[12].

A considerable number of methods [3]–[6] perform vehicle
ReID in an embedding space. Specifically, they map vehicle
images into a high dimensional embedding space, where
the samples of the same vehicle ID are obligatorily pulled
closer and in contrast the samples of different IDs are pushed
far away. In particular, recent visual based methods seek to
learn an embedding model [4], [6] among which the triplet
network is the most representative one. The main idea of
the triplet network is to map images into an embedding
space in which samples belonging to the same vehicle ID
are closer than those of different IDs. More specifically, let
< x, x p, xn > denote a triplet unit, where x is an anchor
sample, x p denotes the sample with the same vehicle ID as
x , and xn represents a sample with a different vehicle ID.
The constraint among these three items are formulated as
d(x, x p) + α ≤ d(x, xn), where α is the minimum mar-
gin between positive samples and negative samples, and
d(·, ·) is the L2 normalized distance in the embedding space.
Given K triplet units, the triplet loss function [13] can
be defined as: L = ∑K

k=1
1
2 max{d(x, x p) + α − d(x, xn), 0}.

When the margin constraint is not satisfied, the loss will
be back propagated. The triplet unit that does not satisfy
the distance margin constraint is regarded as a hard triplet
unit, and the xn in the triplet unit is termed as a hard
negative for x .

However, there are two critical challenges in vehicle ReID.
First, two vehicles of different IDs may belong to the same
vehicle model. More specifically, the features of similar vehi-
cles tend to be close in the embedding space [6], which
makes vehicle ReID extremely difficult. In such extreme cases,
the available cues for discrimination are only subtle differences
such as the tissue boxes, pendants and other decoration marks,
as shown in Fig. 1(a). Another general class of problems that
could hinder the performance improvement of vehicle ReID is
the viewpoint variations, as shown in Fig. 1(b). For example,
identifying the corresponding rear viewpoint image given only
the front view and vice versa cast challenges on the translation
capability of the ReID methods.
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Fig. 1. Illustration of two crucial challenges in vehicle ReID. (a) High
similarity between different vehicle IDs; (b) viewpoint variation within the
same vehicle ID. The top two rows show different vehicle IDs of the
same/similar model type, and their subtle differences are highlighted with
the red box. The bottom two rows demonstrate the vehicle images with the
same ID captured from different viewpoints.

Though substantial diversities are exhibited in the method-
ologies applied to address these arising vehicle ReID
problems, some common characteristics are also shared.
In particular, both the above two issues are rooted from the
limited knowledge that can be obtained given the available
samples for vehicle discrimination and identification. For
example, a desired embedding model should be discrimina-
tive enough to scrupulously observe the subtle differences
between the visually similar vehicles with different IDs, and
increasing the number of hard negatives that break the distance
constraints for triplet constitution has been proven to be piv-
otal for training a discriminative embedding model [13], [14].
As such, a typical paradigm is training the model by feeding
more hard negative pairs that are very close in the embedding
space [14], [15], and most of the existing works [10], [13]
focus on selecting hard negatives from the training set. How-
ever, the limited capacity of the affordable selection often
creates a large gap between the diversity of real-world images
and the limited number of hard negatives in the training set,
leading to poor ReID performance. Regarding the cross-view
vehicle ReID, the dependencies of different viewpoints of
an identical vehicle carry important information for vehicle
ReID. As such, it is imperative to generate cross-view images,
which provide valuable supplementary information to identify
vehicles with different viewpoints.

The above issues motivate us to focus on the converging
point regarding the generation of particularly demanded sam-
ples in the embedding space, which fundamentally desires
highly versatile generative models. Adversarial networks,
especially the Generative Adversarial Networks (GANs) [16],
have shown great potential in image generation for ReID,
such as artificially generating images with different styles [17]
or poses [18], [19]. In this work, we propose an embed-
ding adversarial learning network (EALN), in which a novel
adversarial scheme on feature distance is designed within
the embedding space. Specifically, for the feature distance
between the input and the generated images, the generator

attempts to minimize the feature distance while the discrimi-
nator tries to maximize it. As the ReID process is essentially
performed in the embedding space, based on the proposed
EALN, we can apply adversarial learning on feature distance
to effectively generate meaningful samples and facilitate the
vehicle ReID task. As such, the image generation process is
manipulated in the specified embedding space, and substantial
performance improvements for vehicle ReID are observed. The
three main contributions of our work can be summarized as
follows,

• We propose a novel generative scheme termed as EALN
by imposing the embedding adversarial learning between
the generator and discriminator. Moreover, the embedding
discriminator in EALN serves as a representation network
for feature extraction in ReID, such that an end-to-
end optimization between image generation and feature
representation can be achieved.

• We develop a novel online hard negative generation
method based on the proposed EALN, which is able to
continuously generate hard negatives to adapt existing
embedding discriminator, leading to a more discrimina-
tive embedding discriminator.

• We further extend the EALN to improve the cross-view
vehicle image generation, aiming to address the problem
of viewpoint inconsistency in vehicle ReID. The given
viewpoint is translated to multiple view points such that
the comprehensive cross-view images are used to further
enhance the performance of our ReID scheme.

II. RELATED WORK

The ReID task has been widely studied and most recent
efforts focus on person ReID [20]–[26]. Though there are great
similarities between person and vehicle ReID, specific charac-
teristics and challenges have also been particularly observed
for vehicles. In this section, we first review the recent methods
on vehicle ReID. We then briefly introduce the representative
generative methods based on GAN. Finally, the GAN based
ReID methods are discussed.

A. Vehicle Re-Identification

Several methods [5], [27] attempt to retrieve vehicles based
on the attributes such as color, vehicle model and spatial-
temporal characteristics. Feris et al. [27] proposed an end-
to-end system for vehicle detection and retrieval based on
semantic attributes. Liu et al. [5] proposed a vehicle ReID sys-
tem that adopts a coarse-to-fine search strategy with additional
spatial-temporal information. Shen et al. [11] proposed a two-
stage framework that incorporates complex spatial-temporal
information for effectively regularizing the ReID results.

Recent methods [6], [28]–[30] adopt deep metric networks
(i.e., siamese or triplet network) to learn a feature embedding
space where “the samples belonging to the same vehicle ID
are closer than those belonging to the different”. Liu et al. [6]
introduced a mixed difference network in which both the vehi-
cle model and ID information are used as supervised signals
for learning an embedding model. Bai et al. [28] proposed
a group sensitive triplet embedding model, which focuses
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on alleviating negative impacts of intra-class variances by
incorporating group-wise variances into a structured triplet
embedding model.

In particular, there are some efforts aiming to improve
ReID performance from different aspects, such as hard
examples selecting [10], [14], [15] and cross-view feature
representation [4], [31]. Yuan et al. [10] proposed a hard-
aware deeply cascaded embedding method that ensembles a set
of models in a cascaded manner to select hard examples from
training set for efficient learning. Moreover, cross-view feature
representation is also an attractive method. Zhou and Shao [4]
focused on multi-view feature representation, and proposed
a viewpoint-aware attention model to select core regions
at different viewpoints. Then these attentive regions from
multi-view are combined by an adversarial learning scheme.
Similarly, Zhou et al. [31] proposed a long short-term memory
(LSTM) network to model appearance transformations across
different viewpoints of vehicles. The cross-view vehicle ReID
task is quite relevant to cross-view person ReID. Li et al. [32]
proposed a Cross-view Dictionary Learning (CDL) method for
the multi-view person feature learning, which learns a pair of
dictionaries from two views with a projective learning strategy.
Moreover, a multi-level representation scheme from image,
horizontal part and patch level is further imposed on CDL to
facilitate model learning. Alessandro et al. [33] proposed to
mitigate the cross-view ambiguity by learning discriminative
feature with a novel loss function, which aims at simultane-
ously mining effective intra-class and inter-class relationships
in feature domain of the person identities. Li et al. [34]
proposed a novel Discriminative Semi-coupled Projective Dic-
tionary Learning (DSPDL) to enhance the feature matching
between the cross-view person images.

B. Image Translation by GAN
Generative adversarial networks (GANs) have been

repeatedly proved to be promising in image generation.
Goodfellow et al. [16] introduced GAN in which they simul-
taneously train two models, a generative model that captures
the data distribution, and a discriminative model that tries
to distinguish a sample is from the training data or gener-
ated data. Recently, many variants of GAN [35]–[46] have
been proposed to tackle different tasks, e.g., image-to-image
translation, natural style transfer, super-resolution, etc. In these
tasks, image-to-image translation has attracted numerous atten-
tions. Radford et al. [47] proposed a deep convolutional
GAN architecture (DCGAN) with a set of conditional con-
straints to learn a mapping function from the input to output
images. Zhu et al. [48] proposed CycleGAN which learns
an unpaired image-to-image mapping between two different
domains (A → B or B → A) using cycle consistency.
Choi et al. [49] proposed a scalable mapping approach,
StarGAN, which uses a single model to implement one-to-
many domain translation.

C. GANs Based Person ReID
Due to the powerful generation capability of GANs,

it is natural to apply GANs in the visual analytics tasks.
In particular, GANs have been successfully applied in person
ReID [17]–[19], [50], [51]. These works can be summarized

into two categories. The first category generates conditioned
images as an offline data augmentation or translation method.
For example, Zheng et al. [51] adopted DCGAN to generate
unlabeled person images for augmenting training samples.
Wei et al. [17] proposed a PTGAN based on CycleGAN
to reduce dataset domain gap in person ReID, in which it
imposed a mask constraint to CycleGAN for ensuring fore-
ground unchanged during person image transferring. In anal-
ogous to [17], Deng et al. [50] used Cycle-GAN to reduce
domain bias via an extra similarity constraint to change styles
during person image transferring. The second group of works
are proposed for specific tasks, such as pose generation and
feature inference. Ma et al. [19] used person keypoints to
transfer the human poses in a flexible way which disentangled
the representation of foreground, background, and pose infor-
mation from person images. Zhou and Shao [4], [31] proposed
a feature adversarial training architecture for vehicle ReID,
which implements multi-view feature inference from a
single-view.

In this work, we propose an end-to-end embedding adver-
sarial learning network by coupling embedding model opti-
mization and sample generation for vehicle ReID. In our
scheme, the performance of vehicle ReID is improved from
different perspectives based on the generative model. A hard
negative sample generation scheme is designed to improve the
discriminative capability of embedding representation. To the
best of our knowledge, this is the first adversarial model which
considers generating hard negative samples in ReID field.
Besides, we also propose a novel method to handle the view
variations based on our embedding adversarial learning.

III. EMBEDDING ADVERSARIAL LEARNING

BASED VEHICLE REID
In this section, we propose the EALN which is further

incorporated into the vehicle ReID framework for hard neg-
ative and cross-view generation. Our proposed EALN based
vehicle ReID framework is illustrated in Fig. 2. In particular,
the EALN imposes an adversarial scheme between the gener-
ator and discriminator on feature distance in the embedding
space. Given an input sample, such adversarial scheme enables
the generator to generate a sample at a specific feature distance
to the input. As such, the EALN serves as the basic building
block for the proposed vehicle ReID methodology, which
supports hard negative and cross-view generation with multiple
adversarial learning strategies.

Overview: The first module is the hard negative adversarial
learning between the generator Ghard and Dhard . The target of
this scheme is generating a sample which is close to each input
sample in the embedding space while of a negative identity.
As the training proceeds, the negative samples generated by
Ghard will be more difficult to differentiate. In turn, as being
trained with these hard negatives, the Dhard will become
more discriminative. The second module is the cross-view
adversarial learning between Gv iew and Dv iew , which aims
to generate a cross-view image of the given input by being
enforced to be as close as possible, such that the vehicle
identity can be maintained.

In summary, the hard negative adversarial learning serves to
learn a more discriminative embedding discriminator Demb for
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Fig. 2. Illustration of the proposed EALN for vehicle ReID. EALN contains embedding adversarial and real-fake adversarial scheme. Based on these two
schemes, we design different distance constraints to achieve hard negative adversarial learning for hard negative generation and cross-view adversarial learning
for cross-view sample generation. In the hard negative adversarial scheme, Ghard tries to generate a sample with close feature distance to each input sample,
while Dhard tries to discriminate them. In cross-view adversarial scheme, Gview tries to generate a cross-view sample for each input image with as close
feature distance as possible. The Dr f is applied in the above two schemes to determine whether the generated sample is real/fake or front/rear. We use
generated samples by Gview and Ghard as well as training set to train a more discriminative embedding model Demb . In the training stage, the generators
and discriminators are alternatively optimized. In the testing stage, the embedding discriminator Demb serves as the feature extractor. Additionally, for each
input image, a generated cross-view image is used to achieve the fused feature representation.

feature representation, and the cross-view adversarial learning
targets at obtaining a robust cross-view generator Gv iew to
facilitate the cross-view ReID. It is worth mentioning that
the embedding discriminators Dhard and Dv iew in Fig. 2
are parametrically shared, and we use Demb to map the
generated samples to identical embedding space. For better
understanding of the adversarial scheme in hard negatives and
cross-view generation, we differentiate Dhard and Dv iew in
our description.

A. Embedding Adversarial Learning

The design principle of the embedding adversarial learning
is manipulating the generation of the samples in the embedding
space. The visualization of the embedding adversarial frame-
work with the generator and discriminator in the embedding
space is shown in Fig. 3. For the generator, we constrain
the generated sample G(x) to be close to the given sample
x within a relative distance constraint α in the embedding
space. On the contrary, the discriminator Demb tries to push the
generated G(x) away from x to ensure the relative distance to
be larger than α. Therefore, an adversarial scheme on feature
distance between the generator and discriminator is formed in
the embedding space, which is formulated as follows,

min
G

max
Demb

Ex∼pdata(x)max{d(x, G(x)) − α), 0}, (1)

d(x, G(x)) = �Demb(x) − Demb(G(x))�2
2 , (2)

where Demb(x) is the mapping of x in embedding space
through discriminator Demb . The generator and embedding
discriminator are trained alternatively. When training the gen-
erator, we fix the Demb and use it as a robust feature extractor.

Fig. 3. Illustration of embedding adversarial learning between generator and
discriminator. The generator G aims to generate samples close to the given
sample in embedding space and the discriminator Demb tries to push the
generated samples far away.

Correspondingly, during the training of Demb , we also fix the
generator and use the generated samples to optimize Demb .

More specifically, with the embedding adversarial mecha-
nism, we can jointly optimize the generator and the discrim-
inator in the embedding space. In particular, there are two
advantages of embedding adversarial learning scheme. First,
the embedding discriminator Demb in GAN can be considered
as the feature extractor for embedding representation in vehicle
ReID. Rather than using multiple separated training stages
as in [17]–[19], [50], this scheme achieves the end-to-end
optimization. Second, through embedding adversarial scheme,
we can continuously generate samples that satisfy the given
feature distance constraints, and meanwhile these generated
samples can be used to further optimize the embedding dis-
criminator Demb . Through different constraints on feature dis-
tance, the EALN can be flexibly applied for different purposes.
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In the following section, we will describe how the embedding
adversarial learning can be applied to hard negative and cross-
view generation.

B. Hard Negative Adversarial Learning

The embedding adversarial learning enables us to generate
samples in specified regions in the embedding space, which
motivates us to generate hard negatives (i.e., the sample pair
whose feature distance are close yet the IDs are different)
to train a more discriminative embedding model for ReID.
To generate effective hard negatives for embedding model
training, we extend embedding adversarial mechanism to hard
negative adversarial learning, which consists of two parts,
i.e., embedding adversarial learning and real-fake adversarial
learning.

Given an input vehicle image x , we aim to generate a hard
negative sample Ghard (x), which is closer to input x than real
negatives in the embedding space and meanwhile of a negative
identity. Thus, we constrain the generated Ghard(x) located in
the neighboring margin specified via β1 and β2,

β1 ≤ d(x, Ghard(x)) ≤ d(x, xn) − β2, (3)

where d(·, ·) is the L2 normalized distance in the embedding
space and xn is the real negative sample. The parameter β1
is the minimum distance from x , which aims to constrain the
Ghard(x) to locate at a certain distance to x . Without this
constraint, the Ghard will tend to generate a sample with the
same appearance as x to satisfy the right part in Eq. (3).
The β2 is the margin gap from Ghard(x) to the real negative
samples, which aims to constrain the generated Ghard (x) to be
close to x and far away from negative samples in the training
set. The combination of β1 and β2 can be interpreted as:
the Ghard(x) is enforced to be located in an annular belt
around x with minimum distance of β1 to x and width of β2.
With such constraints, the generated Ghard (x) tends to break
the distance constraint in the triplet loss. Therefore, these
generated negatives cannot be easily discriminated from the
positives. The embedding loss for Ghard can be formulated as:

LG_hard = Ex∼pdata(x)max{β1 − d(x, Ghard(x)), 0}
+ max{d(x, Ghard(x)) + β2 − d(x, xn), 0} (4)

As the opposite side in embedding adversarial learn-
ing, the embedding discriminator Dhard tries to push the
Ghard(x) away from x and maintains a certain margin gap,
i.e., d(x, x p)+α ≤ d(x, Ghard(x)). Thus, the embedding loss
for Dhard can be formulated as follows:

L D_hard =Ex∼pdata(x)max{d(x, x p)+α−d(x, Ghard(x)), 0}.
(5)

Note that the generated Ghard (x) are all treated as negative
samples in embedding optimization. To learn a more effective
embedding discriminator Demb , not only the actual negative
samples xn in the training set but also the artificially generated
hard negatives Ghard(x) are used for training. Moreover,
we adopt a multi-loss training strategy containing triplet loss
and softmax loss, which has been demonstrated to be effective
in [52], [53].

The other real-fake adversarial learning tries to differentiate
the real sample x and the generated one Ghard(x), and
such adversarial scheme aims to make the generated images
Ghard(x) more realistic. Thus the loss of real-fake adversarial
learning Lreal_ f ake can be formulated as follows:

Lreal_ f ake

= Ex∼pdata(x)[logDr f (x) + log(1 − Dr f (Ghard(x)))]. (6)

where the generator Ghard aims to minimize the objective
while the real-fake discriminator Dr f tries to maximize it.

Hence, the final loss functions for hard negative adversarial
learning with GAN include both the generator and discrimi-
nator, which can be represented as follows:

LG_hard = Lreal_ f ake + λed LG_hard , (7)

L D_hard = −Lreal_ f ake + λed L D_hard . (8)

where λed is a hyper parameter to balance the adversarial
schemes.

Compared to the offline generation methods [17], [50]
which use a separate GAN to generate all the samples before
training an embedding model, we couple the hard negative
sample generation and embedding model optimization in the
embedding adversarial learning. Therefore, we can continu-
ously generate harder negatives to adapt existing embedding
discriminator. With the proceed of the training, the generated
hard negatives can consistently satisfy the distance constraint
to train a better embedding discriminator. With the alterna-
tive embedding adversarial learning, the generation of hard
negatives will become more suffering, and correspondingly,
the embedding discriminator will become more discriminative.

C. Cross-View Adversarial Learning

Viewpoint variation is an another crucial factor that hin-
ders the ReID performance. Based on embedding adversarial
learning, we aim to address the issue of vehicle feature match-
ing between different views via cross-view generation. More
specifically, in ReID, an extra cross-view vehicle image is gen-
erated for each input vehicle image to achieve a fused feature
representation. Different from hard negative generation, cross-
view generation is a domain transfer problem (from viewpoint
A → B or B → A). Though CycleGAN [48] is a recent
representative work on domain transfer, CycleGAN transfers
viewpoint on set level, implying that it cannot ensure the
identity maintenance. Hence, we utilize embedding adversarial
learning to address the limitation of CycleGAN for instance-
level viewpoint transfer.

We extend embedding adversarial scheme into cross-view
adversarial learning to improve the quality of cross-view
vehicle image generation, including embedding adversarial
learning and front-rear adversarial learning. Given an input
vehicle image x , the aim of cross-view generation is to produce
a cross-view image Gv iew(x) with the same identity as the
given vehicle x . We consider two viewpoints, front A and
rear B , to learn a mapping function between them, since most
surveillance cameras capture the front and rear views of
vehicles, such as vehicle ID dataset [6]. The training samples
include {xa}N

a=1 and {xb}N
b=1, where xa ∈ A and xb ∈ B .
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We impose an extra embedding constraint based on the
embedding adversarial learning that enforces the generated
cross-view image Gv iew(x) to be close to the input x within a
distance constraint α in the embedding space. Given an image
x ∈ {A, B}, the embedding distance constraint for Gv iew can
be formulated as follows:

LG_v iew

= Ex∼pdata(x)max{(d(x −Gv iew(x))+α−d(x, xn), 0)}, (9)

By contrast, embedding discriminator Dv iew tries to push the
Gv iew(x) away from x at a distance of α. Thus, the embedding
loss for Dv iew is given by,

LD_v iew

= Ex∼pdata(x)max{(d(x, x p) + α − d(x, Gv iew(x)), 0)}. (10)

Another front-rear adversarial scheme is used to perform
cross-view generation, which tries to determine whether the
generated samples are real front or real rear. From view A →
B , the objective function can be expressed as:

L(G B
v iew, DB , A, B) = Exb∼pdata(xb)[logDB(xb)]

+Exa∼pdata(xa)[log(1 − DB(G B
v iew(xa)))], (11)

where G B
v iew aims to minimize the objective against an

adversarial DB that attempts to maximize it. The objective
function G A

v iew : B → A and its discriminators DA are
defined analogously. Hence, the adversarial loss function can
be represented as follows:

Lv iew = L(G B
v iew, DB , A, B) + L(G A

v iew, DA, B, A). (12)

Therefore, the final loss function which optimizes the gener-
ator Gv iew and discriminator Dv iew in cross-view adversarial
learning can be formulated as follows:

LG_v iew = Lv iew + λcyc Lcyc + λed LG_v iew, (13)

LD_v iew = −Lv iew + λed L D_v iew, (14)

where Lcyc is the cycle consistency loss between G B
v iew and

G A
v iew in [48] to improve the mapping stability. λed and λcyc

are the hyper parameters that balance the objectives.

D. End-to-End Training and Testing

1) Training: In the training stage, the optimization for hard
negative adversarial learning and cross-view adversarial learn-
ing are optimized simultaneously. In particular, the embedding
discriminators Dhard and Dv iew in Fig. 2 are parametrically
shared, which can be denoted by Demb for brevity. Generators
and discriminators are alternatively trained in the training
stage. During the training of the generator, an input image
from real training set is fed to Ghard and Gv iew to generate a
hard negative sample and a cross-view sample, then they are
fed to the fixed embedding discriminator Demb to compute
corresponding loss on feature distance constraint. During the
training of the embedding discriminator, for each input sample,
a hard negative sample and a cross-view sample will be gener-
ated by the fixed Ghard and Gv iew , which are further combined
with real training samples, and their feature distances are
optimized by embedding discriminator Demb (i.e., Dhard and

Dv iew) for discrimination. These hard negative and cross-
view samples are continuously generated with EALN, and
meanwhile the embedding model Demb is also consistently
optimized. The whole training procedure is end-to-end. After
adversarial learning, the Demb serves as a feature extractor for
the representation of vehicle images.

2) Testing: In the testing stage, each input vehicle image
is fed into Demb to obtain feature representation. In ReID
procedure, a candidate list for each given query is returned
from the database, which is sorted by the L2 normalized
feature distances between the query and reference images.
Moreover, for the ReID experiments involved cross-view gen-
eration, a cross-view image is generated by Gv iew for each
input image. Then both the input image and generated cross-
view image are fed to Demb to produce features, which are
then concatenated to obtain the final representation for ReID.

E. Implementation Details

1) Network Architecture: For the generator network,
we adopt the architecture from Johnson et al. [54]. This
network contains two convolution layers with the stride size
of 2 for down-sampling, 9 residual blocks [55], and two
convolutional layers with the stride size of 1/2 for upsam-
pling. The size of training vehicle images is 224 × 224.
Instance normalization [56] is also applied in the generator.
The discriminator network contains multiple subnetworks for
different adversarial schemes. For the real-fake discriminator
network, we use a PatchGAN of size 70 ×70 as in [48], [57].
VGG_CNN_M_1024 (VGGM) is selected as the base network
for VeRI-776 and Resnet50 is selected for VehicleID. The
embedding discriminator serves as a feature extractor, and
the output of L2 normalization layer is treated as the feature
representation for ReID.

2) Hyper Parameters in the Training Stage: Regarding para-
meters for distance constraint, we set α = 0.6 in embedding
discriminator, and β1 = 0.6, β2 = 0.3 in hard negative
generator. Regarding the weights for loss functions, we set
λed = 1 and set λcyc = 10 as in [48]. Specially, in the last
10 epochs, we set λed = 0 in Eq.14, which means we remove
the embedding constraint of L D_v iew in model training.

Learning rate starts from 0.001 for embedding discriminator,
and starts from 0.0002 for other generators and discriminators.
We maintain the same learning rate for the first 20 epochs and
linearly decay the rate to zero over the next 30 epochs. The
size of mini-batch, momentum and weight decay are set to
4, 0.9 and 0.0002, respectively.

IV. EXPERIMENTAL RESULTS

To validate the proposed scheme, we conduct quanti-
tative and qualitative experiments on VehicleID [6] and
VeRI-776 [5] datasets. We first quantitatively compare the pro-
posed scheme with the state-of-the-art methods. Subsequently,
qualitative analyses are performed, including the visualization
of the online generated hard negative and cross-view samples.
Finally, more analyses regarding the distance distribution in
the embedding space and response maps are provided, which
facilitate better understanding of the proposed methodology.
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To evaluate the proposed two adversarial learning schemes,
we conduct experiments with following different struc-
tures (1) Embedding Network without any adversarial learn-
ing (EN); (2) EALN with Hard Negative Adversarial
Learning (Hard-EALN); (3) EALN with Hard Negative Adver-
sarial Learning and Cross-View Adversarial Learning (Hard-
View-EALN):

• “EN”: This structure is a traditional triplet embedding
network. We adopt the multi-loss (triplet loss and softmax
loss) as supervision signals, which is a widely used
baseline model [6], [53].

• “Hard-EALN”: This structure contains hard negative
adversarial learning based on EALN.

• “Hard-View-EALN”: This structure contains one more
cross-view adversarial learning compared to Hard-EALN.

A. Datasets

We conduct experiments on VehicleID and VeRI-776
datasets, strictly following the evaluation protocols described
in [5] and [6], respectively.

• VehicleID [6] dataset consists of the training set with
110 178 images of 13 134 vehicles and the testing set with
111 585 images of 13 133 vehicles, which are captured
by different surveillance cameras in a city. The Vehi-
cleID dataset contains two viewpoints: front-view and
rear-view. Following the configurations in [6], we use
three test subsets of different sizes, i.e., 7,332 images
of 800 vehicles in small size, 12 995 images of
1,600 vehicles in medium size and 20,038 images
of 2,400 vehicles in large size.

• VeRI-776 [5] dataset consists of the training set with
37 778 images of 576 vehicles and the testing set with
11,579 images of 200 vehicles, which are all captured
by 20 cameras in an unconstrained traffic scenario. Each
vehicle is captured by 2-18 cameras covering an 1 km2

area. The vehicle images in VeRI-776 have multiple view-
points i.e., front, front-side, side, rear-side, rear. Addition-
ally, this dataset provides spatial-temporal information of
the captured vehicles.

B. Quantitative Results

In this subsection, the performance of the proposed scheme
is compared with the state-of-the-art methods quantitatively
both on vehicle ReID and VeRI-776 datasets.

1) Evaluation Metrics: We adopt two evaluation metrics,
mean Average Precision (mAP) and Cumulative Match Curve
(CMC) in our experiments.

a) Mean average precision: The mAP metric evaluates
the overall performance for ReID. Average precision is calcu-
lated for each query image as follows:

AP =
∑n

k=1 P(k) × gt (k)

Ngt
, (15)

where k is the rank in the sequence of retrieved vehicles, n is
the number of retrieved vehicles, and Ngt is the number of
relevant vehicles. P(k) is the precision at cut-off k in the recall

list and gt (k) indicates whether the k-th recall image is correct
or not. Therefore, the mAP is defined as follows:

m AP =
∑Q

q=1 AP(q)

Q
, (16)

where Q is the number of total query images. Moreover, Top
K match rate is also reported in the experiments.

b) Cumulative match characteristics: The CMC curve
shows the probability that a query identity appears in different-
sized candidate lists. The cumulate match characteristics at
rank k can be calculated as:

C MC@k =
∑Q

q=1 gt (q, k)

Q
, (17)

where gt (q, k) equals 1 when the groundtruth of q image
appears before rank k. In VehicleID and VeRI-776 datasets,
we follow the CMC evaluation in [5] and [6], respectively.

2) Compared Methods: We compare the proposed method
with the recently proposed Vehicle ReID methods which
achieve excellent performance on these benchmarks.

a) Mixed Diff + CCL [6]: Liu et al. designed a mixed
supervision consisting of vehicle model and vehicle ID, which
is called coupled cluster triplet loss to train a representation
network.

b) XVGAN [59]: Zhou et al. proposed to generate cross-
view image from the input view of a vehicle, then utilized the
generated views to compute distances.

c) HDC + Contrastive [10]: Yuan et al. leveraged a
cascade scheme to find hard negatives in the training set to
achieve efficient feature learning.

d) FACT + Plate-SNN + STR [5]: Liu et al. adopted
a progressive vehicle ReID strategy consisting of FACT fea-
ture, license plate feature and spatial-temporal relationship to
implement coarse-to-fine search.

e) SiameseVisual [11]: Shen et al. used a siamese-
CNN + Path-LSTM model to retrieve vehicle using combined
visual feature and spatial-temporal information.

f) OIFE [60]: Wang et al. used the key-point alignment
to achieve an orientation invariant feature embedding module
for vehicle feature representation.

g) VAMI [4]: Zhou et al. aimed to solve multi-view
vehicle ReID problem by employing a viewpoint-aware multi-
view inference to produce global-view feature representation
from arbitrary viewpoints image.

3) Evaluation on VehicleID Dataset: The performance com-
parisons on VehicleID dataset are listed in the Table I. From
the comparison between EN and Hard-EALN, we can find
that hard negative adversary significantly improves the ReID
performance from 67.5% mAP to 75.1% mAP which consis-
tently proves the effectiveness of the generated hard negatives.
Moreover, with additional cross-view adversary, we can obtain
further 2.4 % mAP gains in Hard-View-EALN.

From Table I, it is obvious that our Hard-View-EALN
achieves the best performance. More specifically, the EN loss
which combines softmax (treating identical ID samples as
a category) and triplet loss is a very efficient method for
vehicle ReID, which has also been proved in person ReID [52].
However, most of the compared methods focus on utilizing
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TABLE I

PERFORMANCE COMPARISONS (%) WITH STATE-OF-THE-ART METHODS FOR VEHICLEID AND VERI-776 DATASET

Fig. 4. The CMC comparisons of different methods on VeRI-776 and VehicleID datasets.

extra semantic information such as vehicle model or vehicle
viewpoint, ignoring the importance of vehicle ID classification.
HDC+Contrastive [10] adopts a similar strategy, but they
focus on extracting hard negatives in the dataset for bet-
ter training. Comparing Hard-EALN and HDC+Contrastive,
we can find our online hard negative generation scheme can
achieve more significant performance improvements. Besides,
HDC+Contrastive cascades a set of GoogleNet which is a
more complex method than a single network in our model,
which further demonstrates the effectiveness of our method.
Regarding the method VAMI [4], though the motivation of it
is similar to our cross-view methodology, they aim to infer
viewpoint aware attentive regions for multi-view representa-
tion. In three different scale test sets, our Hard-View-EALN
can consistently outperform it by an obvious performance
margin.

We plot the CMC curve of our Hard-EALN and comparison
methods on Vehicle ID dataset, as shown in Fig. 4. The
results both on small scale (Query Number = 800) and large
scale (Query Number = 2400) are provided. In particular,
we achieve much higher Rank 1 value (Top 1 Accuracy),
implying that our method can better differentiate subtle differ-
ences benefiting from hard negative adversary. In addition, it is
worth noting that in Fig. 4 our method has higher superiorities

in large scale test set (TestSize = 2400) than in small scale one
(TestSize = 800), which demonstrates stronger discriminative
capabilities when the number of similar vehicles is increased.

4) Evaluation on VeRI-776 Dataset: The ReID performance
comparisons on VeRI-776 dataset are shown in Table I. As for
the incremental results of structure “EN”, “Hard-EALN” and
“Hard-View-EALN”, we can find the hard negative adversary
contributes significant performance boosting, and it brings
about 7.51% mAP performance gains in “Hard-EALN” (from
47.85% mAP to 55.36% mAP). Moreover, additional cross-
view adversary further promotes 2.08% mAP gains in “Hard-
View-EALN”. In both VehicleID and VeRI-776 datasets,
we can find that significant performance improvements can
be achieved by the combination of hard negative and cross-
view adversary, which proves the effectiveness of embedding
adversarial learning. Regarding the contributions of the per-
formance gain, hard negative adversary plays the dominant
role, indicating that the online generated hard negatives are
of great potential to improve discriminative capability of the
discriminator network.

Regarding the comparisons with state-of-the-art methods in
VeRI-776 dataset, our Hard-EALN outperforms the state-of-
the-art method VAMI [4] by 5.23% mAP. With the cross-view
scheme, an additional 2.08% mAP gains can be achieved.
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Fig. 5. Visualization of Hard Negative generation on Vehicle ID dataset. The input samples contain front view and rear view, and their corresponding hard
negatives are provided. We crop and zoom in the regions with subtle differences compared to the input. The notations d_ f ront and d_rear are feature
distances between input and the generated hard negative of front and rear view in Demb . In particular, d_real denotes the average distance of the input and
its real positive instances. From the distance comparison between d_ f ront , d_rear and d_real (d_rear and d_ f ront >> d_real), we can find that though
the hard negative generator is able to generate very hard negatives, the Demb can still discriminate them in the embedding space.

TABLE II

THE REID PERFORMANCE (MAP) OF IDENTICAL-VIEW AND CROSS-VIEW

ON THE SMALL SCALE (TESTSIZE = 800) TEST SET IN VEHICLEID

It is worth mentioning that VAMI [4] also concentrates on
multi-view feature representation to improve the ReID perfor-
mance, while our method pays more attention to improving
subtle differences representation capability from hard nega-
tive adversary. Compared with OIFE [60], which used key-
point alignment in vehicle feature representation, the proposed
Hard-EALN achieves better performance with 7.36% mAP
superiority. The CMC curves on VeRI-776 dataset are also
provided in Fig. 4. It can be observed that our Hard-EALN has
also achieved superior performances, especially in the higher
ranking matching rate (our Hard-EALN 84.26% v.s. state-of-
the-art 77.03% VAMI).

5) Analysis of Cross-View: To further investigate the per-
formance gains in cross-view vehicle ReID, we list the ReID
performance variations in the same/cross-view in Table II.

Given a query vehicle, for separate cross-view vehicle ReID,
we treat the reference vehicle belonging to this vehicle but with
the same view as the junk samples, which are not involved
in mAP computation [62]. Our Hard-EALN model achieves
37.8% mAP in cross-view ReID and 89.6% mAP in same-
view ReID, which demonstrates that the viewpoint variances
significantly influence the ReID performance. Fortunately,
our Hard-View-EALN artificially generates another view and
fuses the two-view vehicle features to improve cross-view
retrieval. It can be seen that 4.8 % mAP gains in cross-view
ReID can be achieved by cross-view adversary in Hard-View-
EALN. Due to the feature fusion strategy, the performance

TABLE III

THE REID PERFORMANCE (MAP) WITH CROSS-VIEW

SCHEME ON THE VERI-776 DATASET

of the same-view ReID drops 0.4% in terms of mAP. Finally,
in “ALL” mAP computation, 2.4 % mAP improvements can be
obtained. Analogously, regarding the VeRI-776 dataset, based
on the generation of vehicle images, 2.08% mAP performance
improvement from 55.36% to 57.44% can be observed.

Moreover, in Table III, we present numerical results of
cross-view scheme with other domain transfer approaches such
as CycleGAN [48] and StarGAN [49]. From the comparison
results, our View-EALN has significantly outperformed the
CycleGAN as well as StarGAN. Compared with baseline
method EN, it is very clear that the ReID performances
based on StarGAN and CycleGAN drop significantly. Since
these two methods only focus on the transfer of different
domains and do not constrain the feature distances between the
generated cross-view samples and the given inputs, the vehicle
identity consistence cannot be ensured.

C. Qualitative Study

1) Vehicle Generation:
a) Hard negative generation: The input and generated

hard negatives are pair-wisely shown in Fig. 5, from which
we can observe that the hard negatives have very similar
appearance with the inputs, and minor modifications have
harmoniously been made for distinctions. For example, in the
front-view pair, not only the annual inspection marks and the
other decorations are erased, but also the vehicle windows are
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Fig. 6. Comparisons of different methods for cross-view generation. From left to right: input and the samples from our EALN, CycleGAN and StarGAN
methods. Each input contains a front (upper) and rear (bottom) view vehicle, and their corresponding cross-view results are given. As such, the generated
results can be compared with the ground-truth cross-view input.

blurred and distorted. In rear-view pair, the logos and lights are
also occluded and distorted. In addition, We further demon-
strate distance distributions in the embedding space including
the distances between the inputs and their corresponding
hard negatives from front view and rear view (d_ f ront and
d_rear ), as well as the average distances between the input
and its positives belonging to the same vehicle ID (d(real)).
In Fig. 5 (a), both d_ f ront and d_rear are much larger
than d_real, implying that the discriminator Demb is able to
discriminate their subtle differences in the embedding space.
Similar results can also be found in Fig. 5 (b)∼(d). Such
evidences can prove that the hard negative adversarial learn-
ing can promote embedding discriminator to yield stronger
discriminative capability.

To better illustrate the hard negatives generation procedure,
we visualize the hard negatives every 10 epochs in Fig. 7.
It can be seen that the generation of hard negatives undergoes
5 distinct stages. In the first two stages (0∼20 epochs), the hard
negative generator attempts to apply contrast reduction and
color jittering to cheat the hard negative discriminator. Along
with the training process, hard negative adversarial learning
would make the generator and discriminator stronger. In the
following two stages (20∼40 epoch), we can find the generator
attempts to modify the details of the input vehicle such as
erasing decorations marks on window or changing objects
behind windshields. However, at this stage the generation
is not perfect enough since there are some fuzzy effects
(from significant to inconspicuous along with training). Over
50 epochs, the hard negatives only show subtle differences
compared to the input, which are extremely difficult to dis-
criminate from both visual appearances and feature distances.
From another perspective of hard negative adversary, the hard
negative discriminator has already been a much stronger one.

b) Cross-view vehicle generation: The input and gener-
ated cross-views are shown in Fig. 6, from which we can find
that generation from front-to-rear works better than rear-to-
front. This phenomenon can be explained by the fact there

Fig. 7. Illustration of the generated hard negative samples for every
10 epochs.

are more complicated details existing on front view than
rear view. We also compare the proposed scheme with the
state-of-the-art methods including CycleGAN [48] and Star-
GAN [49], which are both representative methods in domain
transfer. Different from style and facial expression transfer,
the vehicle viewpoint transfer requires to change the whole
body parts. As shown in Fig. 6, our method demonstrates
an advantage in generating more realistic details with less
artifacts. In particular, the details of the generated samples
on lights and car inlet grilles are more visually reasonable
and similar to real front vehicle. By contrast, the results of
CycleGAN and StarGAN both show serious distortion and
blur in cross-view generation. Moreover, the generated vehicle
appearance (model type) has an obvious bias compared with
the input vehicle, as shown in Fig. 6(a). This is owing to their
objectives which do not consider instance identity guarantee
mechanism. These visualizations also prove that the proposed
embedding adversary can effectively improve the capability
of the generator in terms of sample identity consistency and
details representation.



3804 IEEE TRANSACTIONS ON IMAGE PROCESSING, VOL. 28, NO. 8, AUGUST 2019

Fig. 8. Response maps of input and generated samples with different methods. Each comparison consists of vehicles of the original input (upper) and its
hard negative generated by Ghard (lower) from the VehicleID dataset. These two columns responses maps (from left to right) represent Hard-EALN and EN,
respectively.

Fig. 9. Distance distribution on the vehicleID test set. The histogram repre-
sents the proportion of average distances distribution in positives, negatives,
and our generated Gneg and Gview , respectively.

As vehicle cross-view generation is a very challenging
task, we also have some bad cases. In particular, in rear-to-
front generation, the vehicle inlet grille are sometimes slightly
distorted. We also find that when the shapes of front and rear
views have obvious differences (e.g. trunk), or the viewpoint
is enormously changed, the results would be less satisfactory.
More results are provided in the supplementary materials.

2) Response Maps Comparisons: In order to better under-
stand our methods, we visualize the responses maps of input
X and Gneg(X) with EN and Hard-EALN methods, as shown
in Fig. 8. The response map is extracted from the last
convolutional layers (pool5) which undergoes the embedding
layer to generate final feature representation. It is interesting
to find that our Hard-EALN can better focus on the charac-
teristics details compared to EN. For example, in Fig. 8 (a),
the responses of our Hard-EALN are more concentrated
which can be found on the headlight, foglight, vehicle logo
as well as windshield. In particular, for the hard negative
samples Gneg(X), the signs and marks sticking left top corner
and decorations at the middle of bottom are erased. Compared
with EN, our Hard-EALN is more sensitive and has higher
capability to capture subtle details on vehicle appearances.
Similar results can also be found in Fig. 8 (b)∼(e).

3) Distances Distribution: To demonstrate the effectiveness
of generated hard negatives, we plot the distances distribution
in embedding space of Vehicle ID test dataset in Fig. 9. We can
find that average distances of our generated Gneg(X) are much
smaller compared to the negatives in the test set, and there
are large distributions overlap with positive samples. Such

evidences show that our generated hard negatives are much
closer to the positives in the embedding space, also implying
these generated hard negatives are more difficult than existing
negatives in training set for the discriminator to differentiate
from positives. This distribution can evidently illustrates the
effectiveness of our proposed hard negative adversary scheme.
Moreover, our generated cross-view samples distributions are
quite similar and close to positives, which further proves our
embedding adversarial learning is fairly effective and flexible.

V. DISCUSSION

In this subsection, we will briefly discuss some concerned
points regarding our EALN.

A. The Reasonability of Cross-View Generation

The motivation of cross-view generation is to get a cross-
view vehicle image of the same model type of given query
vehicle image, since some characteristics details on cross-
view are impossible to be recovered in principle, especially
for artificially placed decorated signs or marks. The proposed
method aims to predict the shape and layout of the vehicle
from another view, which provides an important clue for cross-
view vehicle ReID.

B. The Choice of β1, β2 and Their Sensitivity

The value of β1 and β2 are decided according to the real
sample distribution from the training set. As shown in Fig. 9,
the distances between real positive samples mainly distribute
close to 0.5, and the distances between real negative samples
mainly distribute near 1.3. We expect to obtain hard nega-
tives which mainly distribute larger than β1, and meanwhile
maintain a β2 + dpos margin gap from the real negatives.

Moreover, from Eq (3), the value of β1 and β2 should satisfy
dpos < β1 < dneg −β2. We then plot the performance changes
with varying β1 and β2 in Fig. 10. It can be observed that β1
is crucial to the performance improvement, since β1 indicates
the upper bound of the “hard degree” of the generated negative
samples. With the increase of β1, the generated negative
samples are close to common negatives, and the performance
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Fig. 10. The performance changes by varying β1 and β2 on VeRI dataset.
According to the real distribution of dpos and dneg , we report the performance
of reasonable value choosing of β1 and β2 under the above mentioned
constraint dpos < β1 < dneg − β2.

gains tend to degrade a little because of less available hard
negatives. Overall, even when the β1 is larger than 0.9, we still
achieve obvious performance gains from 48% to 52% in terms
of mAP. As the β2 is the margin gap from the selected
real negatives, the different margin setting remains generally
stable performance changes. Hence, in the optimization stage,
β1 which is the minimum relative distance is set to 0.6, and
the value of β2 which indicates the margin gap is set to 0.3.

C. The Complexity of EALN

In the training stage, each input vehicle is fed to the
generator to generate an additional negative sample and a
cross-view sample. Since the embedding model is incorporated
into EALN as an embedding discriminator, the end-to-end
optimization also avoids the multi-stage training pipeline,
which leads to less optimization complexity. In the testing
stage, the additional cost is caused by generating a cross-
view sample when performing the ReID procedure. Therefore,
in general, compared with the baseline embedding model
optimization, our method introduces extra O(n) complexity.

D. The Convergence Behavior of EALN

In the embedding adversarial scheme, the optimization
objective of the embedding discriminator is identical with
the common vehicle embedding models, and the generator in
EALN provides extra hard negative samples. The convergence
of the embedding discriminator can be ensured since theo-
retically the additional generated negative samples will not
degrade the performance of the embedding model. We plot the
loss curves of comparison EN and the embedding discrimina-
tor in Hard-EALN model in Fig. 11. It is clear that compared
with the common embedding model, the Hard-EALN with
more generated hard negatives can converge faster, especially
in the early stage. As the training continues, the loss of Hard-
EALN becomes more stable and lower than the baseline EN
model, which also proves the effectiveness of hard negative
generation scheme which aims to facilitate the embedding
model training.

Fig. 11. Loss curves of EN and Hard-EALN in the training stage.

E. Limitations

Our approach performs fairly well in promoting the Vehicle
ReID performance, but there are still several limitations to
address:

• Our EALN focuses on using generation scheme to pro-
mote the discriminative capability of embedding model.
However, compared with simply training an embedding
model, our EALN involves the alternative training strat-
egy between the generator and embedding discriminator,
which consumes more time in the optimization stage.

• When training the hard negative generator Ghard , we ran-
domly sample the real negative samples for computing
the constraint in Eq(4). In fact, our motivation is to
generate a negative sample which is close to the positives
in the embedding space, such that the sampling of real
negatives is also crucial and important. The selection
scheme can be more flexible, such as using bootstrapping
strategy or attributes selection to further promote the
generation effects. This will be explored in future work.

• The hard negative scheme is only imposed in the training
stage, while the cross-view scheme performs in the testing
stage. Additional cross-view generation imports extra
model storage and computation cost. Our future work will
also explore feature adversarial scheme between different
views in the training stage to improve cross-view feature
representation, as well as avoid introducing additional
computation in the testing stage.

VI. CONCLUSIONS

We present a novel embedding adversarial learning network
for vehicle ReID, and the principle behind the design is to
generate samples located in the specified vicinity areas in the
embedding space. Such a unified end-to-end solution lay the
groundwork for the subsequent improvement of vehicle ReID
in terms of hard negative and cross-view sample generation.
To further demonstrate the effectiveness of the proposed
scheme, extensive qualitative and quantitive results are pre-
sented, which show that significant ReID accuracy improve-
ment can be achieved.

There remain several open issues to be resolved in the
future work. In particular, there is still substantial room for
improving the performance for cross-view vehicle retrieval,
and it is an extremely difficult task, even for humans, to infer
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the details of a cross-view sample given a certain view,
especially for artificially placed decorated signs or marks.
In practice, a worthwhile direction is to model the vehicle
with the 3D information, which can be further exploited for
cross-view generation. Moreover, the proposed EALN can be
extended in many ways to facilitate other tasks (e.g., fine-
grained image generation, image enhancement), which are
worth investigating in our future work.
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