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ABSTRACT

Motivated by the insight of Marr on generative image rep-
resentations, we propose a layered conceptual image com-
pression scheme by integrating the advantages of both vari-
ational auto-encoders (VAEs) and generative adversarial net-
works (GANs). In particular, the image is represented by two
layers: the low-dimensional codes of the stochastic textures
encoded by the VAE and the geometric structures charac-
terized by edge maps. Subsequently, the edge maps and la-
tent codes are compressed individually such that the final bit
streams are formed in a combined manner. At the decoder
side, the GAN synthesizes the decoded images on the basis
of the latent codes and the reconstructed edge maps. Experi-
mental results demonstrate that our proposed scheme achieves
better visual reconstruction quality than the traditional image
compression algorithms such as JPEG, JPEG2000 and HEVC
(intra coding) in the low bit rate coding scenarios.

Index Terms— Image compression, generative models,
low bitrate coding

1. INTRODUCTION

The popular lossy image and video compression standards
(e.g., JPEG [1] and HEVC [2]) adopt the block-based com-
pression architecture to remove the redundancy. Despite the
great success achieved over the past decade, they employed
signal level visual representations without fully considering
visual perception. Following the insight of Marr [3], geomet-
ric structures (e.g., edges and ridges) and stochastic textures
are two prominent components that compose the visual scene.
As such, it is highly expected that the compression algorithms
follow such representations of an image, which can greatly
promote the coding efficiency and representation capability.

Recently, the deep generative models have shown pow-
erful ability to capture the statistical distribution of image
data in a data-driven manner, leading to an arising interest
of “conceptual compression”, the term of which was first
proposed in [4]. By taking advantage of variational auto-
encoders (VAEs) [5], the work in [4] performs high-quality
lossy compression by coding only a subset of latent variables.

Fig. 1. Comparisons between traditional compression ap-
proaches and the proposed method.
Subsequent works [6, 7] based on deep generative adversar-
ial networks (GANs) [8] achieve low bit-rate compression far
beyond the bitrates reached by traditional coding techniques.

In this work, we propose a novel conceptual image com-
pression framework with the combination of two generative
models: VAE and GAN. More specifically, the framework
consists of two layers following the insight of Marr regarding
the principle of geometric structure and stochastic texture de-
composition. We first extract an edge map of the image to pre-
serve the geometric structure information. Due to the sparse
characteristics, we down-sample the edge map and compress
it using traditional compression codec. Simultaneously, the
VAE is responsible for encoding stochastic texture informa-
tion of the image into a low-dimensional latent vector which
can be easily transmitted. At the decoder side, the GAN
reverts the latent code on the condition of the up-sampling
decoded edge map to synthesize the image. We apply the
proposed image compression framework on edges2shoes [9]
and edges2handbags [10] datasets. Experimental results show
that our proposed method achieves better perceptual quality
with much lower bit-rates compared with standard compres-
sion codecs, and the effectiveness of the proposed method is
further demonstrated in Fig. 1.

2. RELATED WORK

Deep Generative Models. In recent years, VAEs [5] and
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Fig. 2. The pipeline of the proposed layered conceptual image compression framework. It consists of two layers: the
structured edge layer and the semantically texture layer.

GANs [8] have achieved tremendous success in capturing im-
age distributions. VAEs [5] consisting of a generative model
and an inference model can encode the high-dimensional im-
age into a low-dimensional latent vector using the variational
mechanism. By using auxiliary information, the conditional
GANs have been applied to various tasks, e.g. text-to-image
synthesis[11], image-to-image translation [12], and JPEG
compression artifact removal [13].

Deep Neural Network Compression. Recent years have
witnessed dramatically increased interest in the deep neural
networks (DNNs) based image compression[14]. There are
two main categories of image compression frameworks us-
ing DNNs. One category adopts [15, 16, 17] the end-to-end
DNN framework. The other line of approaches [4, 6, 7] can
be considered as “conceptual compression”, which aim to ex-
tract the global semantic representations of images to perform
low bit-rate compression. In addition, the deep learning based
video compression framework is also exploited in [18]. Our
work represents the image through the geometric structures
layer and stochastic texture layer to facilitate compression ef-
ficiency.

3. LAYERED CONCEPTUAL IMAGE
COMPRESSION FRAMEWORK

We aim to compress the image I into a bitstream with a low
bit rate and reconstruct the image Î which maintains the per-
ceptual quality. The pipeline of the proposed framework is
presented in Fig. 2, consisting of two separate layers. The
edge layer is obtained by extracting the edge maps IE on I to
preserve the structure information. Simultaneously, the VAE
encodes the texture information into a low-dimensional vec-
tor. Both the edge maps and latent codes can be efficiently
compressed, which forms the final bitstream. Consequently,
the GAN synthesizes the image Î using the latent vector on
the condition of the reconstructed edge-map to achieve per-
ceptual pleasing reconstruction at the decoder side.

3.1. Edge Maps Compression

Since edges are efficient features to represent the geomet-
ric structures, we employ holistically-nested edge detection
(HED) [19] to extract edge maps which preserve the main
structural information of images. In view of the structural
characteristics of edge maps, we down-sample the edge maps
with 4-scale to further decrease the data volume. To compress
the edge maps effectively, we adopt screen content coding
(SCC) techniques [20] which do well in compressing screen
content images with sharp and abundant edges.

At the decoder side, we employ one of the state-of-the-
art super-resolution methods deep back-projection networks
(DBPN) [21] to up-sample decoded edge maps into the origi-
nal resolution. Considering the sparseness and binarization of
edge maps, we adopt the binary cross entropy (BCE) instead
of the L1 loss to train the model,

LBCE = −
n∑
i=1

[yi log σ(xi)+ (1− yi) log(1−σ(xi))], (1)

where xi represents the input data, yi is the corresponding
real label, and σ(xi) represents the model output. We find
that the reconstruction quality of edge maps can be improved
with BCE loss.

3.2. Texture Latent Codes Compression

As shown in Fig. 3, we first train an end-to-end VAE-GAN
network to extract the semantic latent codes of texture infor-
mation from the original images. We construct the encoder E
of the VAE to model the input image I into a posterior multi-
variate Gaussian distribution E(I) = qφ(z|I). To better learn
the distribution, we incorporates the KL divergence of VAE
between the posterior distribution qφ(z|I) and the standard
Gaussian distribution prior pθ(z) ∼ N (0, I), where I denotes
identity matrix. Thus, the KL loss term is defined as,

LKL = EI(I)[DKL(qφ(z|I))‖pθ(z))]. (2)

Subsequently, the latent code z is generated by sampling from
the posterior distribution qφ(z|I) using re-parameterization [5]
method.
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Fig. 3. The architecture of end-to-end VAE-GAN network. We train the VAE-GAN to extract the texture latent codes.

In order to make the latent code z pay attention to texture
information, we employ the latent code z on the condition of
the edge maps IE as inputs into the generator G. The dis-
criminator is then trained to distinguish the generated image
Î = G(z, IE) with the original image I . Instead of using
the cross-entropy loss, we train the network with least squares
GANs (LSGANs) variant [22] in an end-to-end manner as fol-
lows,

LV AEGAN (G,D,E) =
1

2
EI∼p(I)||D(I)− 1||2

+
1

2
EI∼p(I),z∼E(I))||D(G(z, IE))||2. (3)

Furthermore, we also adopt the L1 loss between the gen-
erated image Î and the original image I to preserve the pixel-
wise texture information,

LL1
(G,E) = EI∼p(I),z∼E(I)

∥∥I −G(z, IE))∥∥
1
. (4)

Since we expect the semantic latent code represent the
texture information of the corresponding image accurately,
we propose a new term to further constrain the connection be-
tween the latent code z and the reconstructed image Î . More
specifically, we utilize the encoder E to extract the latent
codes ẑ of the generated image Î . Given that the generated
image Î and the original image I of the same as far as pos-
sible, the latent codes ẑ aims to approach the latent code ẑ
encoded by the original image I , i.e. z ∼ E(I) ≈ ẑ ∼ E(Î).
Therefore, we name the new term as latent code loss and min-
imize the L1 distance between two latent codes as follows,

Llatent(G,E) = Ez∼E(I),ẑ∼E(Î) ‖z− ẑ‖1 . (5)

With the enforcement of the latent code loss, the inner asso-
ciation between the latent codes and the corresponding im-
ages is largely improved, facilitating the conceptual represen-
tations for texture information.

As such, the objective function of the proposed frame-
work is

G∗, E∗ = argmin
G,E

max
D
LV AEGAN (G,D,E) + λL1L1(G,E)

+ λKLLKL(E) + λlatentLlatent(G,E), (6)

where λL1
, λKL, and λKL are the weighting parameters

to balance each component, we empirically set λL1
= 10,

λKL = 0.01, and λlatent = 0.5.
After end-to-end training, the encoder E extracts the

texture information of high-dimensional images into low-
dimensional latent codes at the encoder side. Then we com-
press the low-dimensional texture representation codes into
the bitstream in a lossless way, which preserves most of the
texture information of the original image.

In consequence, the generator G synthesizes the decoded
image by the low-dimensional texture latent codes and the
reconstructed edge maps at the decoder side.

4. EXPERIMENTS

4.1. Implementation Details

Datasets. We conduct experiments on two datasets for train-
ing and testing: edges2shoes [9] and edge2handbags [10].
The edges2shoes and edges2handbags contain 49, 825 and
138, 567 paired images for training, respectively. Both of two
datasets include 200 images for testing. The datasets cover
a wide range of shoes and handbags in diverse styles of col-
ors and textures. Moreover, the corresponding edge maps de-
tected by the HED algorithm are provided in the datasets. For
the up-sampling module, we also employ the edge maps from
the datasets to train the DBPN model. We train all networks
on images of 256× 256 pixels.

Training Details. We train the network using Adam Opti-
mizer with β1 = 0.5 and β2 = 0.9999 on NVIDIA TITAN
X GPUs. We set the batch size to 1 and the learning rate to
0.0002 for 120 epochs. We employ the latent code dimension
|z| = 8, which achieves a trade-off between the bits consump-
tion and the representative ability of the latent codes.

Compression Details. Our compression bitstream consists
of two layers. For the compression of the edge maps, we
adopt the reference software of SCC with QP = 35. For the
texture latent codes, we directly transmit the latent code using
64 Bytes.
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Fig. 4. Comparison results of decoded images with state-of-the-art compression schemes. The performance is compared
in terms of visual quality as well as the compression ratio and bit rate per pixel.

4.2. Comparisons with Traditional Image Compression
Schemes

To verify the effectiveness of the proposed image compres-
sion scheme, we compare with the following popular image
compression schemes:

• JPEG: we use Matlab JPEG Encoder with quality fac-
tor QF = 1, which is the minimum compressed ratio.

• JPEG2000: The images are compressed by OpenJPEG
platform with quality Q = 300.

• HEVC (Intra): we employ the HEVC reference soft-
ware HM with quantization parameter QP = 50.

We evaluate the reconstructed results in terms of the com-
pression ratio and perceptual quality. Fig. 4 clearly shows that
the decoded images obtained by the traditional encoder per-
form serious visual artifacts such as blocking, ringing, blur-
ring and color distortion under extreme low bit rate compres-
sion scenarios. However, due to the low-dimension data vol-
ume, our framework can directly transmit the latent codes
which represent the texture information of original images.
Therefore, the proposed compression method achieve percep-
tual pleasing decoded results on the basis of the texture la-
tent codes and the reconstructed edge maps, even in much
lower bandwidths against the traditional image compression
schemes.

5. CONCLUSION

In this paper, we propose a layered conceptual image com-
pression framework based on the generative models. Partic-
ularly, the input image is encoded into the structural edge
map and latent texture code, corresponding to the geomet-
rical structure information and stochastic texture information
of the image. The edge maps are efficiently compressed using
a downsampling and upsampling manner with SCC codec.
Simultaneously, we train an end-to-end VAE-GAN network
to encode the texture information of the image into a low-
dimensional latent code. The latent code can be transmitted
losslessly, thus preserving the texture information of the orig-
inal image. The generator in the decoder synthesizes the per-
ceptual pleasing decoded image using the structure and se-
mantic information conveyed in the bitstream. Experimental
results show that the proposed method generates high-quality
images at extreme low bitrate against the traditional compres-
sion schemes.

6. ACKNOWLEDGEMENT

This work was supported in part by the National Natural Sci-
ence Foundation of China (61632001), National Basic Re-
search Program of China (973 Program, 2015CB351800), and
High-performance Computing Platform of Peking University,
which are gratefully acknowledged.

697



7. REFERENCES

[1] William B Pennebaker and Joan L Mitchell, JPEG: Still
image data compression standard, Springer Science &
Business Media, 1992.

[2] Vivienne Sze, Madhukar Budagavi, and Gary J Sulli-
van, “High efficiency video coding (HEVC),” Inte-
grated Circuit and Systems, Algorithms and Architec-
tures. Springer, vol. 39, pp. 40, 2014.

[3] David Marr, “Vision: A computational investigation
into the human representation and processing of visual
information,” WH San Francisco: Freeman and Com-
pany, vol. 1, no. 2, 1982.

[4] Karol Gregor, Frederic Besse, Danilo Jimenez Rezende,
Ivo Danihelka, and Daan Wierstra, “Towards concep-
tual compression,” in Advances In Neural Information
Processing Systems, 2016, pp. 3549–3557.

[5] Diederik P Kingma and Max Welling, “Auto-encoding
variational bayes,” arXiv preprint arXiv:1312.6114,
2013.

[6] Shibani Santurkar, David Budden, and Nir Shavit,
“Generative compression,” in 2018 Picture Coding Sym-
posium (PCS). IEEE, 2018, pp. 258–262.

[7] Eirikur Agustsson, Michael Tschannen, Fabian
Mentzer, Radu Timofte, and Luc Van Gool, “Gener-
ative adversarial networks for extreme learned image
compression,” arXiv preprint arXiv:1804.02958, 2018.

[8] Ian Goodfellow, Jean Pouget-Abadie, Mehdi Mirza,
Bing Xu, David Warde-Farley, Sherjil Ozair, Aaron
Courville, and Yoshua Bengio, “Generative adversar-
ial nets,” in Advances in neural information processing
systems, 2014, pp. 2672–2680.

[9] Aron Yu and Kristen Grauman, “Fine-grained visual
comparisons with local learning,” in Proceedings of
the IEEE Conference on Computer Vision and Pattern
Recognition, 2014, pp. 192–199.

[10] Jun-Yan Zhu, Philipp Krähenbühl, Eli Shechtman, and
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