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Abstract—Parallel computing platforms integrating CPU cores and 
mass of GPU accelerators have established in several application 
domains, obtaining remarkable time saving. In this way, video 
decoders can exploit a broader design space, to take full advantages 
of the hybrid GPU and CPU computing framework. Several novel 
contributions that aim at the exploitation of the maximum 
parallelism level in an AVS2 filtering optimization are presented: (1) 
a highly optimized GPU parallel implementation of video decoder, 
(2) the first known GPU implementation of the AVS2 loop filtering 
including deblocking�� SAO and ALF, (3) utilizing the available 
resources cooperatively by a hybrid CPU+GPU design. In this way, 
we obtained an experimental results coming out of speed-up factors 
as high as 22 for AVS2 loop filtering.  

Keywords- Video decoding, AVS2, Graphics Processing Unit 
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I.�  INTRODUCTION 
Nowadays, a video compression standard, AVS2, performs 

significantly on video compression which is recently developed 
by the Audio and Video Coding Standard(AVS) Working 
Group of China. When compared with previous standards such 
as H.264/MPEG-4 AVC, it has been demonstrated that AVS2 
encoders can achieve better subjective visual quality, only 
using nearly 50% less bit rate [1]. However, the decoding 
complexity of AVS2 is also increased. According to our 
decoder profiling, it has been shown that the AVS2 filtering 
module including deblocking, SAO and ALF occupies 19% of 
the total decoding time in the random access configuration, for 
1080p video sequences. 

When compared to the H.264/MPEG-4 AVC deblocking 
filter, the complexity of this module has been significantly 
reduced in AVS2, and the realization of AVS2 filtering is more 
suitable for parallel computing. ALF filtering is performed by 
multiplications and additions between pixels and a given cross 
template, so there is no data dependency between pixels; 
deblocking filter is performed in a grid of square, and there is 
no data dependency between adjacent blocks; although there 
are data dependencies in SAO computing, we can solve this 
problem in our design. 

So in this paper, to exploit the potential of GPU, we exploit 
independent regions of frames and reduce the overall memory 
accesses. We also present the first AVS2 filtering 
implementation using Graphics Processing Unit (GPU), with 
the NVIDIA Compute Unified Device Architecture (CUDA) 
platform [2]. And we evaluate it across three different scenarios: 
using only CPU cores, only GPU and our load balance 
implementation, exploiting both the CPU and GPU. 

The reminder of this paper is organized as follows: Section 
II describes the related works of GPU acceleration, deblocking, 
SAO and ALF; Section III presents the AVS2 loop filtering 
briefly; Section IV gives our proposed method; Section V and 
VI show the experimental results and conclusion respectively. 

II.� RELATED WORKS 
From 1999, GPUs have evolved from a graphics chip which 

can do only graphic rendering to a programmable and general 
purpose graphic processor unit (GPGPU), exceeding much of 
the computing power of CPU [3]. GPGPU is born to do highly 
parallel and compute-intensive computing tasks, while the CPU 
is designed and optimized for single-threaded performance 
with multiple judgments and complex logic. In this way, the 
GPU has been designed to devote more transistors to data 
processing, rather than data caching and flow control. 

CUDA programming model consists of two parts: host-side 
and device-side. Generally, CPU is regarded as host and GPU 
is regarded as device. In a CPU-GPU system, there is only one 
CPU and one or more GPUs, they work cooperatively and 
carry out their own tasks respectively. CPU is responsible for 
those serial execution modules. Initialization before activating 
a new kernel function and clean-up work of the last kernel 
function are also finished in it, while kernel function is 
executed in parallel [4], and computation in CPU and GPU can 
work at the same time, the transportation of data between 
memory and global memory of GPU can also be executed 
asynchronously.  The speed-up method proposed by us is based 
on these features. 

In the past few years, there are few video 
encoding/decoding modules implemented by GPU devices. A 
HEVC motion estimation based on a CPU + GPU platform was 
designed by Wang et al. [4]. Concerning about the HEVC 
filtering module, one GPU realization of deblocking filter was 
proposed by Diego et al. [5], accelerating the algorithm 
significantly. Most of implementations only consider the 
H.264/MPEG-4 AVC standard. As for AVS2, there is no 
known fast implementation about video codec, especially loop 
filtering part of decoder. In the past, GPU implementation of 
video codec mainly aimed to alleviate some data dependencies 
and increase the level of parallelism, such as [6] and [7]. To the 
best of our knowledge, our contributions represent the first 
GPU implementation of the AVS2 filtering module of decoder, 
which is in a heterogeneous and load-balanced CPU+GPU 
implementation. 
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Concerning about other parallel platforms, Chi et al. pro-
posed an implementation for HEVC decoder, and achieved up 
to 5x speed-up over the entire HEVC decoder, resulting in up 
to 133 and 37.8frame/s on average on a single core for Main 
profile 1080p and Main10 profile 2160p sequences, 
respectively [8]. Yan et al., in [9], proposed a flexible HEVC 
decoder by exploiting Single Instruction, Multiple Data (SIMD) 
parallelism in each decoder module, getting significant results 
comparing of the HM of HEVC. And for the HEVC 
deblocking filter, Streaming SIMD Extensions 2 (SSE2) is able 
to achieve a speed-up to 5 for 1080p video sequences. 

Hardware HEVC implementations using Field Program-
mable Gate Arrays (FPGA) were also proposed in [10]. For a 
4k video resolution, the proposed architectures can get a 30fps 
real-time decoding using a high throughput, latency-aware 
cache architecture and reducing the external DRAM access 
bandwidth by 70%. However, such hardware implementations 
have to make different compromises, such as energy efficiency, 
and it prevents a fair comparison with high-performance 
computing platforms, like GPU and CUDA. 

III.� AVS2 LOOP FILTERING 

In reconstructed video, artifacts such as blocking artifacts, 
ringing artifacts, color biases, and blurring artifacts are quite 
common, to suppress them, loop filtering, including deblocking 
filter, SAO and ALF, are sequentially applied to reconstructed 
pictures in AVS2, as shown in Figure 2. [11]. 

As defined in the AVS2 standard, each frame is divided in 
Coding Three Units (CTU) of 64×64, 32×32 or 16×16 samples. 
Each CTU can be further divided in smaller blocks, called 
Coding Units (CU), using a quad-tree structure. Each CU is 
divided in the Prediction Unit (PU) and the Transform Unit 
(TU), which can be further split in smaller blocks. 

As for deblocking filter, it is applied to the boundaries of 
the PU and TU, which rely on an 8×8 samples grid. And 
according to 8 conditions of the neighboring blocks, a 
Boundary Filtering Strength (BS) is evaluated for each 
boundary. The range of the BS value is defined between 0 and 
2, where 0 means that no deblocking filter will be applied. The 
chroma blocks will be only filtered if the BS value is equal to 2 
[5]. For luma boundaries, with BS greater than 0, additional 
conditions are checked to determine whether the deblocking 
filter should be applied or not. And this process is applied to 
solve the discontinuity caused by different decoding parameters 
among adjacent blocks. 

Concerning about SAO filter, it is the process of adding 
offset to deblocked pixel values according to SAO type - i.e., 
based on edge direction/shape (Edge Offset aka EO) and pixel 
level (Band Offset aka BO). And EO can also be separated into 
4 subtype based on the different positions of chosen pixels. The 
value to be added is determined by the edge shape of chosen 
pixels [12]. BO filtering separate pixels according to pixel 
values, and it divides pixel value range into 32 bands, and 
pixels in every band use the same offset. 

 The AVS2 ALF filter is applied to every pixel except the 
ALF flag of this decoding block is disabled. For each of them, 
a filter shape of ALF is a combination of 7×7-tap cross shape 

and 3×3-tap rectangular shape, as illustrating in Figure 1, each 
square in Fig.1 corresponds to a sample. Therefore, a total of 
17 samples are used to derive a filtered value for the sample of 
position 8 [11]. 

And we can see that the ALF filter has the most 
computational complexity, as it has the least data dependencies, 
GPU will show a best performance dealing with the 
acceleration of ALF.  

 

 

 

IV.� PARALLEL CPU+GPU IMPLEMENTATION 
The first module of loop filtering is deblocking, and we 

use the method by Diego et al. in [5]. And based on their 
method, there are differences from ours, we use 64 threads (two 
warps) to work, making slightly time-saving. 

In our GPU implementation of SAO, a new allocation of 
GPU kernel is performed as shown in Figure 3. In SAO of 
AVS2, filtering block size is indefinite, there are four different 

Figure 1. Filter shape of ALF in AVS2 

Figure 2. Framework of AVS2 decoder and the position of 
Loop Filtering 
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size, so we have to compute it by the maximum block size, and 
we mark every boundary pixel by one bit and save them in 
register, which is the fastest memory of CUDA memory 
architecture, to ensure that we can get the boundary 
information as soon as possible. 

 

 

There are three conditions that require conditional 
processing: (1), picture boundary (left, right, top & bottom), (2), 
slice boundary if slice loop filter across slices is disabled which 
only represent top and left edges, (3), tile boundary if tile loop 
filter across tiles is disabled. In the above scenario, pixels along 
slice boundary are not processed depending on SAO type. And 
if it’s BO, all pixels are processed if it’s EO pixel availability is 
checked according to SAO type and if it’s not available in 
boundary condition it is skipped for processing (offset is 0). 

We also save the pixel conditions which are used 
frequently by our implementation in shared memory, so that we 
could release the memory pressure in every sense. And also, 
shared memory can be used in saving pixel information of 
CTUs, since most of the pixels will be used more than one 
times by different threads in one blocks.  

For the last module ALF, in the implementations that are 
presented herein, Adaptive Loop Filter (ALF) is most suitable 
for parallel, and we also get a significant speed-up ratio. We 
filter one pixel by one GPU thread and we set the filter shape in 
computing process instead of storing them in memory, it saves 
much time of access GPU memory frequently, just as the 
Figure 4 shows. 

All the GPU global memory accesses are performed at 
warp level. However, if GPU threads inside a warp require a 
memory access using strided addresses, the total memory 
access becomes serialized. So to prevent this, all the used 
memories are properly aligned, so that one single memory 
access is required for the whole warp processing [2]. According 
to this, when doing ALF, we divide the pixel grid into blocks in 
a size of 64, which are set in 2 warps. In GPU, shared memory 

is composed by many of banks, and if all the threads of a warp 
require a memory access of the same address, a broadcast will 
be triggered to all the thread of this warp. So GPU shared 
memory is also used to store temporary pixel samples, in order 
to increase memory efficiency and reduce data transfer. 

 

In the GPU implementation of AVS2 filter, when 
organized as a linear program, the memory transfers spend 
more time than any of other three modules. Fortunately, CUDA 
platform provide the stream to implement the asynchronous 
operation. Stream is just the virtual workflow of GPU, and can 
make the GPU and CPU work independently. And the GPU 
thread blocks are distributed among the defined CUDA streams. 
Figure 5 depicts the way we realize the asynchronous operation 
to partially overlap the time of memory access. PCI-E is a 
channel which can serve duel-channel transport, so transporting 
data from host to device and transporting data from device to 
host can be executed at the same time. And then, the total 
processing time of GPU implementation mostly depends on the 
speed-up ratio of filtering. 

 

And to make it works, we designed an asynchronous 
mechanism, to ensure the different modules of serial frames are 
executed well-organized. In one frame, execution order of 
deblocking SAO and ALF is forcibly sequenced. And we have 
to ensure that every module is executed in order. 

V.� EXPERIMENT 
To evaluate the performance of our implementation of 

AVS2 loop filter, the following development environments are 
used: (1), Intel(R) Core(TM) i7-3770K CPU@ 3.50GHz with 
8GB memory; (2), NVIDIA GeForce GTX590 (1225MHz) 
with 1536MB DRAM; (3), NVIDIA CUDA 5.5. In this paper, 
some 250-frame video sequences of different resolutions are 
selected as test sequences, Class A are test sequences of 4K 
resolution, Class B for 1080p, Class C for 720p, and the AVS2 

Figure 3. The GPU processing of one CTU in SAO filtering 

     Figure 4. One GPU thread processing the filtering of one pixel in one CTU 

Figure 5.  Asynchronous CUDA stream processing 
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reference software is used to be a comparison which is single-
thread and no SIMD.  

Table 1 depicts the average execution time of AVS2 filter 
for each resolution, all the experimental data are divided into I 
and B frames, from All Intra and Random Access (RA) 
configurations, respectively. In this paper, we don’t modify the 
filter implementation in the AVS2 standard and we just realize 
it in GPU, the PSNR of tested sequences are not changed. So 
the test of PSNR is not taken into account too. 

 

From Table 1, we can see that because of the significant 
speed-up, the consuming time by loop filter takes a very low 
percentage when compared to the pure CPU implementation of 
AVS2 without any parallel or SIMD optimization. And it can 
be observed that the overall speed-ups for all kind of 
implementations increase with the video sequence resolution, 
since the independent units to be filtered increase with the 
frame resolution. 

       What is very important, the AVS2 decoder have a 
significant time saving by our GPU optimization, as shown in 
Figure 6. The video sequences of different resolutions achieve 
15%-19% time-saving. Each sequence is tested for five times 
and get an average time of each resolution for final results. 

From Table 2, it can be seen that the time-saving is mostly 
contributed by the speed-up of Adaptive Loop Filter which has 
a high computation complexity and no data dependency. And 
deblocking and SAO also have a low data dependency but 
there is not much computation complexity, so the speed-up 

ratio is not so significant as ALF. But because of the high 
computing capacity of GPU, it’s has oblivious advantages over 
that kind of traditional implementation. In the SIMD 
implementation of HEVC decoder by Chi. et al. [8]. They get a 
speed-up ratio of 2.8 in deblocking filter and 4.03 in SAO filter 
by SSE2 for the 1080p video sequences, also, they get 3.0 in 
deblocking filter and 8.09 in SAO filter by SSE4.1. 

 

VI. CONCLUSION

In this paper, we proposed an efficient parallelization of the 
AVS2 loop filtering to be executed on heterogeneous platforms 
based on CPU+GPU by NVIDIA CUDA. By utilizing most of 
the GPU parallelism, reducing the data dependency, optimizing 
the memory using, optimizing the representation of data and 
coordinating the asynchronization work between CPU and 
GPU, our implementation obtains a significant speed-up and 
the experimental results showed that AVS2 decoder saves 
about 17% of the total decoding time by our implementation. 
As compared with the comprehensive optimized parallel 
method such as SIMD, we also achieve a significant speed-up. 
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