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ABSTRACT
Human activity prediction is a quite challenging problem,
for activity prediction systems have to make decisions based
on partially observed videos. However, activity prediction
methodologies have many practical applications in real-world
scenarios, such as human-robot interaction, security surveil-
lance, etc. In this paper, we formulate the activity predic-
tion problem into a discriminative weighted voting frame-
work by unifying two different discriminative weights: 1)
detector weights (DW): Mid-level features detected by dis-
tinct detectors are supposed to have different weights. 2)
temporal weights (TW): Human activities are composed of
sequential frames, so features in different phases should have
different voting weights. We evaluate our voting model on
two datasets. The experimental results clearly show that
our method with discriminative weights enables better pre-
diction of human activities.

CCS Concepts
•Computing methodologies→Computer vision prob-
lems; •Information systems → Information systems ap-
plications;
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1. INTRODUCTION
Nowadays, surveillance devices are widely installed, and

researchers in computer vision community have also done
lots of work on developing intelligent systems to automati-
cally recognize and understand human activities from such a
huge number of surveillance videos. Although, great success-
es have been achieved, plenty of existing works only focus on
recognizing and classifying human activities from after-the-
fact videos [1]. Those approaches are very limited in real
word scenarios. For instance, it is too late for us to chase
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Figure 1: Given a partially observed activity video, a
prediction system should infer the ongoing activity.

thieves until they have run away and been lost in the crow.
So activity prediction has attracted a great deal of interests
[10, 2, 9, 4, 5] in recent years.

Different from activity recognition, activity prediction is
commonly defined as recognizing human activities from par-
tially observed videos [10] (see Fig.1). As we known, hu-
man activities in realistic video sequences are composed of a
range of mid-level features, such as hands, legs, etc. When
only presented with a frame containing those mid-level fea-
tures, human can easily tell what is going on. Apparently,
our human can automatically hold the key ingredients in
human activity videos. So, in this work, we explore the
essence of human activities, and try to boost the activity
prediction accuracy by mining and weighting human mid-
level features. The weights are twofold: 1) Detector weights
(DW): Features with similar histogram of oriented gradient
(HOG) descriptors are associated with a same linear support
vector machine (SVM) detector. Distinct feature detectors
ought to have different discriminative powers. As illustrat-
ed in Fig.2, different mid-level activity patches provide us
with distinct information. 2) Temporal weights (TF): Video
features have different significance in different video phas-
es. For example, the features round the activity climax are
suppose to be focused more on. In our paper, we will unify
these two weights in our activity prediction method.

Many previous methods for activity prediction are adopt-
ed from fields such as activity recognition and image classi-
fication. A common way of them is to apply bag-of-words
(BoW) model by treating video features as visual words.
Following the BoW framework, Ryoo [10] exploits the 3-
D space-time local features [8] and proposes two sequential
activity prediction methodologies: integral bag-of-words (I-
BoW) and dynamic bag-of-words (DBoW). In his paper, the
final activity class label is achieved by maximizing a poste-
riori probability of unfinished activities, and activity model
is obtained by simply averaging all the features in the train-



ing set. This kind of method easily suffers from outliers.
To alleviate the above weakness, Cao et al. [2] consider
every training videos as bases and formulate activity pre-
diction problem into a probabilistic framework on the basis
of sparse coding (SC). Moreover, they also exploit a system
which includes more sparse coding bases to derive more ro-
bust activity likelihoods. But their local feature extraction
method leads to the loss of spatial and temporal discrimi-
native information. Kong et al. [4] propose an activity pre-
diction method which combines two models: global progress
model which captures the history of observed features, and
local progress model which depicts the temporal dynamic-
s of small temporal segments. These two temporal models
are unified by using structured learning. Lan et al. [5] intro-
duces a three-layer hierarchical representation for predicting
future activity from a still image or a short video chip. But
their hierarchical representation is based on an assumption
that bounding boxes and tracks are annotated in advance.

Previous works, to a certain extent, have achieved great
successes. Whereas, existing researches ignore the difference
between features and they always treat features indiscrimi-
nately. In our work, we have a comprehensive study on the
detector weights (DW) and the temporal weights (TW) and
find that the qualities of features can directly influence the
activity prediction accuracy. We demonstrate experimen-
tally that our method achieves results superior to previous
methods.

2. OUR APPROACH
As mentioned above, existing methods treat video features

equally. However, different features may have different char-
acteristics. To explore the discriminative power of features,
we propose a typical weighted voting framework which uni-
fies the feature detector weights and temporal weights.

2.1 Feature Extraction
Our humans are the important objects for video surveil-

lance systems and human mid-level activity parts directly
reflect our potential intentions. Resting on the recent suc-
cess of discriminative patches [12], we mine mid-level dis-
criminative patches for each activity class in training set.

We first consider video frames from p-th type of activity
as the positive samples and video frames from other activ-
ity classes as negative samples, where p = 1, . . . , P , and P
is the number of activity classes in training set. Then we
apply method in [12] to extract discriminative patches from
this activity class. These discriminative patches are consid-
ered as mid-level activity parts. After mining discriminative
patches for this activity class, patches with similar HOG de-
scriptors are equipped with a linear SVM detector. However,
original method in [12] produces a pooling of a few hundreds
of SVM detectors. For instance, there are only round 150
detectors mined in “punch” class and over 300 detectors dis-
covered in“push”class. In order to discover a small set of the
most representative SVM detectors for m-th activity class,
we sum up the top N (10) detection scores of a SVM detec-
tor within this activity class. Then, we rank SVM detectors
according to their sums and select K (50) top of them with
high scores. We repeat above procedure to extract patches
for each activity classes. Some patch examples discovered
by some of trained SVM detectors are shown in Fig.2.

Let Sp = {sp1, . . . , s
p
K} be the SVM detectors mined for

p-th activity class, K is the total number of SVM detectors

Figure 2: Examples of discovered mid-level activity
parts with high detection scores on UT Set #1

selected in p-th activity class. With these SVM detectors,
we can apply them to discover mid-level activity parts from
a testing video in a sliding window fashion. If the detection
score of a SVM detector is larger than a threshold γ (−1),
we think this SVM detector is firing and a mid-level activ-
ity part is discovered. Apparently, mid-level activity parts
discovered in a given video are very discriminative and can
provide us with sufficient information about this activity
(see Fig.2.).

2.2 Model Formulation
With these mid-level activity parts, we propose an ex-

tremely simple but surprisingly effective voting framework.
Given a fully observed activity video O[1 : T ] of length T ,
a partial video of it can be represented as O[1 : t], where
t = 1, . . . , T . Before modeling activity prediction problem,
almost all previous approaches [2, 4] uniformly divide a full
video O[1 : T ] into several equal-length segments. In our
paper, we don’t do that, for human velocities are different
and videos in training set are also not aligned. We just keep
the original granularity of activity videos and regard activity
videos as frame sequences.

Given a partially observed testing video O[1 : t], we can
apply detectors in Sp to discover different mid-level activi-
ty parts from it, and the score function F1 with regard to
activity class p can be evaluated based on these mid-level
activity parts:

F1(p,O[1 : t]) =

t∑
i=1

K∑
j=1

1(ϕi(s
p
j ) > γ), (1)

where p = 1, . . . , P , and ϕi(s
p
j ) is a SVM detector spj ’s

detection score on the i-th frame of partial video O[1 : t], γ
is a threshold and 1 is an indicator function.

Formula 1 is a typical voting model. The score function
F1 with regard to activity class p counts the total number
of SVM detectors’ firings, and then activity prediction can
be done by:

p∗ = argmax
p

F1(p,O[1 : t]) (2)

In Formula 1, each detector spj has the same right to vote.
This means that if a SVM detector’s detection score is over a
threshold γ, this detector casts a vote to class p. However, as
mentioned above, each detector corresponding to a human
mid-level activity part has its own discriminativeness, and
distinct activity parts provide various information at differ-
ent video phases. To take these factors into consideration,
we do some changes to the score function F1:

F2(p,O[1 : t]) =
t∑

i=1

αt

K∑
j=1

βp
j 1(ϕi(s

p
j ) > γ), (3)



where αt is temporal weights (TW) and βp
j is detector

weights (DW). DW focuses on changing the voting weights
of SVM detectors. TW concentrates on modeling the tem-
poral variation of human activities. Ideally, TW will give
more voting power to the human mid-level activity parts
which occur around the video climax. In later sections, we
will introduce how to learn the weights αt and βp

j .

2.3 Detector Weights
Given a fully observed training video O[1 : T ], we mine

discriminative patches by using SVM detectors in Sp, where
p = 1, . . . , P . Then P kinds of patch histograms Hp =
[hp

1, . . . , h
p
j , . . . , h

p
K ] are constructed according to the SVM

firings on this video. Each bin hp
j of the histogram Hp counts

the number of firings of the detector spj :

hpj =
1

T

T∑
i=1

1(φi(s
p
j ) > γ), (4)

where T is the length of the training video. Note, the T
is different for different videos. φi(sj) is SVM sj

′s detection
score on the i-th frame. Each training videos are associated
with P patch-based histograms Hp.

A new training set {(Hp
i , yi)}

N
i=1 is created to learn the

DW βp
j for p-th activity class, where N is the number of

training videos and yi ∈ {+1,−1} is the label. We learn
DW in a one-against-rest scheme. For instance, we firstly
consider all Hp

i from p-th activity class as positive samples
(yi = +1), and then we consider the rest Hp

i belonging to the
other P − 1 activity classes as negative samples (yi = −1).

After the creation of the new training set, we use a max-
margin procedure to obtain the detector weights βp

j , which is
inspired by [6]. Weights are leaned by maximizing the score
of correct activities over incorrect ones. As the Formulas
5 and 6 show, this max-margin procedure is similar to a
linear support vector machine optimization problem. But
an additional constraint β ≥ 0 is added to the optimization
problem.

argmin
β,b,ξ

1

2
βTβ + C

N∑
i=1

ξi (5)

s.t. yi(β
THp

i + b) ≥ 1− ξi
β ≥ 0, ξi ≥ 0, ∀i = 1, 2, . . . , N

(6)

Since there are P activity classes in training set, we repeat
the above procedure for each type of activity class. We use
CVX [3] to solve this problem. In this way, we can learn
the detector weights βp

j for each SVM detector. Besides, we
normalize the detector weights βp

j with l2-normalization in
each activity class, respectively.

2.4 Temporal Weights
As we mentioned above, video features show different im-

portance in different video phases. For example, the shake-
hand patches round the activity climax are more important
than other kinds of hands in other video phases. So, in
our paper, we treat each mid-level activity parts differently
based on the their temporal distribution.

A common way is to model the temporal distribution of
each detector spj , respectively. However, this is not practi-
cable, since there are lots of detectors. Instead, we consider
to roughly depict the temporal distribution of all detectors,
together. We visualize the temporal distribution in a three-
step process:
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Figure 3: Frame-by-frame detections of differen-
t videos are plotted in a single figure, and a 6-th
degree polynomial is used to model the rough tem-
poral distribution.

• Since videos have different length, linear interpolation
is adopted to align all training videos to a fixed length
L (100).

• For each training video, we first apply all SVM detec-
tors from all activity classes to discover human mid-
level activity parts, and the number of total SVM fir-
ings in each frame is stored.

• 0− 1 normalization is used to normalize the frame-by-
frame firings in a video. And distributions on different
training videos are plotted in a single figure, and we
ignore the activity labels.

Fig.3 illustrates the final patch temporal distributions in
all videos from the UT Set #1 [11]. We explore the TW
according to the overall distribution. Polynomial regression
are applied to fit a nonlinear relationship between frame in-
dex t and its temporal weight αt. In our work, the relation-
ship between them is modelled as an n-th degree polynomial
(n = 6):

αt = w0 + w1t+ . . .+ wit
i + . . .+ wnt

n + εt, (7)

where εt is an unobserved random error and wi are polyno-
mial regression coefficients which are needed to be estimated.
We solve the problem by directly using the MATLAB Soft-
ware Package. Following [10, 4], the frame index t is known
in testing, and interpolation is used before looking up αt.

3. EXPERIMENT
We evaluate the effectiveness of our discriminative weight-

ed voting model on two datasets: UT-Interaction Set #1 and
UT-Interaction Set #2 [11], and compare our results with
the previous published activity prediction results.

3.1 Datasets
UT-Interaction dataset [11] was created to to encourage

researchers to explore the recognition of complex human ac-
tivities in realistic settings. The UT-Interaction dataset is
divided to two subsets: Set #1 and Set #2. Each of the
subsets contains 60 videos of 6 types of human activities:
hand-shake, hug, kick, point, punch and push, and each type
of activity has 10 executions. Set #2 is more complicated
than Set #1, since there are more camera jitter and back-
ground movements (e.g. trees) in Set #2. Fig.4 shows some
snapshots about the UT-Interaction dataset.



Figure 4: Snapshots from UT Set #1 (top) and Set
#2 (bottom).

3.2 Resluts
We evaluate our model on both UT-Interaction Set #1

and UT-Interaction Set #2. Following the original exper-
imental setup in [10], activity prediction experiments are
conducted with 10 different observation ratios, from 0.1 to
1 and 10-fold cross validation is performed.

UT Set #1: Fig.5(a) illustrates the activity prediction
performance on UT Set #1. Compared with the previous
methods [4, 5, 10, 2, 9], our discriminative voting model
can achieve an amazing 93.33% prediction accuracy when
only half video sequences are observed. On the other hand,
our model with 93.33% accuracy at half observation ratio is
higher than most of previous methods with fully observed
videos. At observation ratio 0.3, the result of our proposed
model is a bit lower than MTSSVM [4] and MSSC [2]. When
full videos are observed, our model achieves the state-of-art
95.00% accuracy. Table 1 directly compares the results of
our model with some other baseline approaches at half and
full observation ratios.

UT Set #2: Fig.5(b) illustrates the activity prediction
performance on UT Set #2. Similar results can be obtained.
At 0.4, 0.5 and 1.0 observation ratios, our voting approach
achieve impressive 73.33%, 88.33% and 91.67% activity pre-
diction accuracy, respectively. It is apparent that our dis-
criminative voting method for activity prediction outper-
forms existing methods at most observation ratios except at
0.3.
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Figure 5: Activity prediction results on UT Set #1
and Set #2 with respect to different observed ratios.

4. CONCLUSIONS
We propose a discriminative weighted voting framework

for human activity prediction. The main contribution of this
paper is to give detector weights (DW) and temporal weights
(TW) to different mid-level activity parts. By combining
these two kinds of weights, our model achieves comparable
and state-of-art results on UT-Interaction dataset.

Table 1: Prediction performances on Set #1

Methods
Accuracy

(half video)
Accuracy

(full video)
Our model 93.33% 95.00%

MTSSVM [4] 78.33% 95.00%
Lan et al. [5] 83.1% 88.4%
DBoW [10] 70.0% 85.0%
IBoW [10] 65.0% 81.7%

SC [2] 70.0% 76.67%
MSSC [2] 70.0% 83.33%

Raptis and Sigal [9] 73.3% 93.3%
STISM [13] 80.0% 91.7%
SVM [10] 25.3% 78.0%

Bayesian [10] 20.9% 69.2%
Zhang et al. [14] - 95%
Peng et al. [7] - 94.50%
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