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ABSTRACT
In this paper, we propose an automatic engagement prediction
method for the Engagement in the Wild sub-challenge of EmotiW

2018. We first design a novel Gaze-AU-Pose (GAP) feature taking

into account the information of gaze, action units and head pose
of a subject. The GAP feature is then used for the subsequent

engagement level prediction. To efficiently predict the engagement

level for a long-time video, we divide the long-time video into
multiple overlapped video clips and extract GAP feature for each

clip. A deep model consisting of a Gated Recurrent Unit (GRU)
layer and a fully connected layer is used as the engagement pre-

dictor. Finally, a mean pooling layer is applied to the per-clip

estimation to get the final engagement level of the whole video.
Experimental results on the validation set and test set show the
effectiveness of the proposed approach. In particular, our approach
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achieves a promising result with an MSE of 0.0724 on the test set

of Engagement Prediction Challenge of EmotiW 2018.
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1 INTRODUCTION
Student engagement is an important factor in teaching. Foster-

ing students’ engagement could help to improve the classroom

teaching quality and relieve students’ weariness of learning. Tra-
ditional works on evaluating student engagement can be broadly
categorized into two groups: (1) Self-reports and (2) Observa-
tional checklists and rating scales. While both self-reports and
observational checklists and rating are useful, and they have some

drawbacks: they lack temporal resolution, they need plenty of time
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Figure 1: The engagement of a subject can be closely
related to multiple factors, i.e., gaze, head pose, and
action units.

and effort from students and observers. Nowadays, with the pop-

ularity of intelligent tutoring systems (ITS) and massively open
online courses (MOOCs), students can watch study material in

the different environment using various devices. Predicting stu-

dents’ engagement automatically from the face videos will be very
helpful for improving the teaching quality and will have promising
applications in the future.

However, engagement is a complex connection between the sub-

ject and the resource, which is related to the subject’s emotion,
movement and many other behaviours. The complicated behaviours
of engagement lead to great difficulties in the automatic analysis of

engagement. Based on the knowledge of affective computing [4, 18],
some methods have been proposed for engagement prediction. It
is believed that we can use the student response as an indicator to

predict engagement [11]. Another popular technique for estimating

engagement in ITS is based on the timing and accuracy of students
responses to practice problems and test questions [9]. Physiological

and neurological clues, such as the heart rate and facial expres-
sions, are also used for automatic engagement analysis [12]. In [14],
Tawari et al. used a continuous head motion monitor to predict

the driver’s engagement level. Facial movements and body lan-
guages are also believed to contain the information of the subjects’
engagement level [6, 16].

In this paper, we focus on the engagement prediction problem
using multi-view facial information. As stated in the former re-
searches of engagement prediction [6, 16], eye gaze, head pose and

facial action units information are the main cues for engagement
prediction (see Fig. 1). We take all these information into con-

sideration and design a Gaze-AU-Pose (GAP) feature, which is

a 117-dimension feature containing all the dynamic information
of gaze pose and action units during a period of time. For the

challenging task of predicting the engagement level of the subject
in a long video (about five mins), we propose an instance-level

feature generation and use a deep model containing a GRU layer
and a fully connected layer to model the temporal relation between
different instance. A mean pool layer is then used to combine the

information of all the instances. We test our proposed feature and

modelling method on the Engagement in the Wild Sub-challenge
in EmotiW 2018 [5], and achieve an MSE of 0.0724 on the test set,

which is a promising result for engagement level prediction.

2 PROPOSED METHOD

2.1 Acquiring High-level Information
The existing researches on engagement prediction have used vari-

ous features including high-level features, i.e. gaze, head pose and
action units information, and low-level features, such as LBP-TOP
and Gabor features. In this paper, we consider the commonly

used high-level information, including gaze direction and eye loca-
tion, action units intensity and frequency, head pose location and
directions.

In order to get the information, an open source facial analysis
toolkit OpenFace 2.0 [1] is applied. The OpenFace 2.0 toolkit is

a facial behaviour analysis toolkit intended for computer vision
and machine learning researchers, affective computing community
and people interested in building interactive applications based on

facial behaviour analysis. It is an extension of OpenFace toolkit and
is capable of more accurate facial landmark detection, head pose
estimation, facial action unit recognition, and eye-gaze estimation.
In this paper, we use this tool to extract eye-gaze, head-pose and

facial action unit (AU) information from each video (see Table 1).
For eye-gaze information, we get the gaze direction vectors and

gaze direction in radians for both eyes. The 2D locations and
3D locations of 28 eye landmarks are also generated for further

analysis. For action units information, 18 action units are taken
into consideration (AU 1, 2, 4, 5, 6, 7, 9, 10, 12, 14, 15, 17, 20, 23,
25, 26, 28, and 45). The intensities of presence of these action units

are generated for further analysis. For the head pose information,

we calculated the locations of and the rotation angles of the head as
well as the 2D and 3D location of 68 facial landmarks. We extract
all these information for every frame in a video and concatenate

them together to get individual temporal signals.

2.2 GAP feature generation
With the gaze, action unit and head pose information generated
from the OpenFace 2.0 toolkit, we further propose the Gaze-AU-

Pose (GAP) feature, which is a 117-dimension feature containing
all the information (See Fig. 2 and Table 1). To be specific, for each
video segment with 𝑇 frames, we first calculate all the information
described in Section 2.1 for each frame, and get the temporal

sequences of gaze, pose, and action unit information. Then these
facial clues are used for further calculation.

For gaze direction vectors and gaze direction in radians predicted

by OpenFace 2.0, we use the standard deviation and the max
variation range of each dimension for all the frames in the video
segment as the description of gaze information. In order to generally
analysis the eye state of the subject, we further calculate the

temporal trajectory of the mean locations of all the eye landmarks
for each eye and then add the standard deviation and variation
range of the trajectory to the feature.

A similar procedure is applied to the pose information. The
head location and head pose vector of each frame are first concate-
nated into a trajectory, and the standard deviation and maximum

variation range are then calculated as a representation of the head

pose information. The 68 facial landmarks are also taken into
consideration, and the mean position of all the landmarks is used

to represent the head pose state. The standard deviation and max-
imum variation of the head states of all the frames are calculated
and jointly used with the above head pose feature.

For the AU cue, we first consider the AU intensity estimated
by OpenFace 2.0. The max intensity, max intensity variation and

the standard deviation of the intensity for each action unit in a

video segment are computed as the final feature. The presence of
individual AUs is taken into consideration, and the frequency of
the presence for each AU is calculated and concatenated to the

final feature.
The entire feature generated from the gaze, pose and action

units are finally concatenated into a 117-dimension feature vector,
namely Gaze-AU-Pose feature. This feature can be used to repre-
sent the subject’s emotional, cognitive and behavioural state. A
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Gaze (26-D)

AU (69-D)

Pose (22-D)

117-D

Figure 2: An illumination of our GAP feature gener-
ation using gaze, action units, and head pose infor-
mation.

Table 1: A detailed summary of the GAP feature.

Feature Coded Information Dimension

Gaze
gaze direction vectors 12

gaze direction in radians 4

2D & 3D eye landmarks 10

AU
AU presence frequency 18

AU intensity 51

Pose

head location 6

head pose vector 6
2D & 3D facial landmarks 10

detailed summary of the GAP feature can be found in Table. 1.
The GAP feature is used for further analysis, and we find it very
informative and robust to predict the engagement-level of the

subject.

2.3 Temporal Modeling
Engagement is a complex mental state comprised of the emotional,
cognitive and behavioural nature at any moment. In order to

take both the local and general information into consideration, we
propose a dynamic temporal modelling method using small video
segments and GRU structure to predict the engagement level of

the long video.

To be specific, for each long video, we first use a sliding window
to get 𝑛 segments. For each segment, we calculate the GAP feature

and use the features for further computation. A small value of 𝑛
will lead to missing of the local information, while a large value
of 𝑛 would cause the model failing to get the general information.

In this paper, we choose 𝑛 = 150 as the appropriate number of
segments.

Gated recurrent unit (GRU) is a widely-used gating mechanism

in recurrent neural networks [2], which achieved great success in
many tasks like natural language processing [17] and speech signal

modeling [3]. A common GRU cell is shown in Fig. 4, which is

composed of a cell, a reset gate and an update gate. As illustrated
in Fig. 3, we choose the GRU structure to model the temporal

GRU GRU GRU

…

GAP feature GAP feature GAP feature

FCFCFC

Engagement level

…

Engagement
value

Engagement
value

Engagement
value…

Mean pooling

Figure 3: An overview of the proposed network struc-
ture.

Figure 4: The overall structure of a GRU cell [2].

relation between adjacent video segments and get a refined feature

vector for the 𝑛 segments. The input feature of the GRU network
is the GAP feature generated for each segment, and the output
of the GRU cell is the refined feature vector. Then, in order to

get the regressed engagement level of the subject, we feed the
refined feature vector to a fully connected network containing one
hidden layer and a single-cell output layer to get the engagement

value for each segment. The engagement level of the whole video
is computed as a combination of all the predicted engagement

values. In this paper, we directly use the mean pooling function as

the combination function, and the average of engagement level for
each segment is regarded as the final predicted engagement level

of the subject in the long video.

3 EXPERIMENTS

3.1 Engagement in the Wild Challenge
The 6th Emotion Recognition in the Wild Challenge (EmotiW

2018) [5] is a popular challenge aiming to define a common plat-
form for video-based emotion recognition, group-level emotion
detection and engagement level prediction in real-world situation-
s. The Engagement in the Wild Challenge is a sub-challenge of

the EmotiW 2018, which provides a database containing the sub-
jects’ face videos when they are watching an educational video
(MOOC) [10]. The average duration of the video is 5 minutes,
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Figure 5: Data distribution for the training set (top)
and validation set (bottom) in the challenge.

and the recording environments are unconstrained and various.
The engagement levels of the face videos are divided into four

states, i.e., 0, 1, 2, 3, where ’0’ indicates the subject is completely
disengaged and ’3’ indicates that the subject is highly engaged.
All the engagement level are labelled by five annotators, and each

five-minute video is labeled with one engagement intensity.
The database provided by the Engagement in the Wild Chal-

lenge consists of three parts: training, validation and testing, which

contain 147, 48 and 67 videos, respectively. Detailed data distribu-
tion can be found in Fig. 5. The final predicted engagement level
is scaled to [0, 1], and the mean squared error (MSE) between the

ground-truth and the predicted value is used to evaluate differ-
ent methods. In this paper, we train our model on the training

set and adjust the parameters based on the validation set. The
model achieves the best on the validation set is used for the final
evaluation on the test set.

3.2 Experiment Settings
In the experiments of this paper, all the videos are divided into 150
segments for feature generation. For each video, 200 frames at the
beginning and the end of the video are removed, because, during

this phase, the subjects are usually listening to or looking at the
organizer, which may introduce noise for engagement prediction.

When computing the GAP feature for each video segment, a
moving average filter with a window size of 5 frames is applied
to smooth the temporal trajectories. For the location information
obtained using the OpenFace 2.0, such as eye landmarks and facial

landmarks location, we reduce the values of these dimension by a
factor of 100 to balance the range of different dimensions.

The output feature dimension of GRU is set to 512, and the
hidden layer of the fully connected layer is 128. Rectified linear
unit (ReLU) is used as the activation function, and a dropout layer
with the dropout rate of 0.5 is applied to avoid the overfitting

situation. The L1 loss function is used for regression, and the
optimizer we use is Adam with an initial learning rate of 0.001.
The max iteration is set to 20000, and the model performs the
best on the validation set is chosen for testing.

Table 2: MSE of engagement prediction by different
feature representations. The baseline is provided by
the challenge organizer. The results for each engage-
ment level are tested on the validation set.

Validation
Test

0 1 2 3 total

Baseline - - - - 0.1 -
LBP-TOP [19] 0.1944 0.1 0.0117 0.1037 0.0741 -

GAP 0.1111 0.1222 0.0175 0.0815 0.0671 0.0724
Fusion 0.1590 0.0769 0.0133 0.0714 0.0569 0.1197

0.5 0.55 0.6 0.65 0.7 0.75 0.8 0.85 0.9
0.056

0.0565

0.057

0.0575

0.058

0.0585

0.059

MS
E

Figure 6: Experimental results using different fusion
parameter 𝜆.

For the final engagement level predicted, since the engagement
intensity is scaled to [0, 1], the result predicted is first half adjusted,
and then scaled to [0, 1]. The mean square error is used to evaluate

the results.

3.3 Experimental Results
The experiments using LBP-TOP feature [19] for each video seg-

ment are also conducted as the baseline and a fusion option. The
results based on LBP-TOP feature and GAP feature can be found

in Table. 2. The MSEs of individual engagement level is also given

in Table 2. From the results, we can see that our proposed feature
outperforms the LBP-TOP feature. At the same time, our pro-

posed feature can give a more accurate result for the engagement

level with the smaller number of video samples such as engagement
level 0 and 3, which indicates that our proposed GAP feature has
a better general ability than the LBP-TOP feature.

A fusion of the results predicted from LBP-TOP feature and
GAP feature is also performed, e.g., in the form of a weighted

fusion

𝐸𝑓𝑖𝑛𝑎𝑙 = 𝜆𝐸𝐺𝐴𝑃 + (1− 𝜆)𝐸𝐿𝐵𝑃𝑇𝑂𝑃 , (1)

where 𝐸𝐺𝐴𝑃 and 𝐸𝐿𝐵𝑃𝑇𝑂𝑃 are the engagement levels predicted

using our GAP feature and LBP-TOP feature, respectively and
𝜆 ∈ [0, 1] is used to balance their importances. The influence of
different 𝜆 values has been tested, and the result can be seen in

Fig. 6. The best fusion model (i.e., 𝜆 = 0.7) is then evaluated on

the test set and the results are given in Table 2.
From the results, we can see that a fusion of GAP and LBP-

TOP achieves better performance on the validation set, but it
performs worse on the test set. The possible reason is that the

subject-dependent evaluation protocol in the challenge has led to

different data distributions between the validation and test set.
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4 CONCLUSION AND FUTURE WORK
In this paper, we present a novel GAP feature using multiple

information of face for engagement level prediction. The gaze,
action units and head pose cues are taken into consideration

together for generating the GAP feature, which is found to be

informative and robust in the engagement prediction task. A
strong dynamic temporal modelling structure including a GRU

layer and a fully connected layer is used to build the engagement

predictor, and a mean pooling strategy is used to combine all the
engagement values predicted from multiple instances. The results

on the validation set and test set have shown the effectiveness of

the proposed approach.
In our future work, we would like to investigate new repre-

sentations that exploring the spatial-temporal cues [13], and 3D
face information [7] related to engagement from a video sequence.
Multi-task modeling [8, 15] of the engagement prediction task and

the related tasks will also be studied.
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